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B. 1BTechnical and Management Description 

I. Details of Proposed Project 
In this section we provide an overview of the technical details of the proposed pilot project, which is 
wide-area demonstration of GridStat data delivery software.  We first overview GridStat technology and 
its history, then describe the different technical parts of the proposed project. 

a) 3BPertinent Background Information 

12BOverview of GridStat Technology 

To help the proposal evaluators better understand these project details, we now provide an overview of 
the GridStat project that the proposed pilot project would demonstrated, extend, and mature to where it 
would be feasible to transition both to full-time operational use (on a grid-wide basis) and for 
technology transfer to vendors. 

To support the emerging needs of the electric power system for a flexible communication system, 
GridStat middleware manages network resources to achieve low-latency delivery of information 
produced anywhere on the network to multiple other points, i.e. QoS-managed multicast. Using the 
middleware approach allows data providers and application developers to avoid the thornier issues 
involved in wide-area communications and to concentrate on their application needs. 

In the GridStat architecture network management and data delivery are handled by separate but 
interacting planes. The management plane allocates resources and adapts the network in reaction to 
changing power system configurations or communication network failures. Data plane components are 
responsible for forwarding data from each source to potentially many destinations as directed by 
management-plane components. 

GridStat supports a publish-subscribe communication model in which items in a periodic data stream 
produced at a source (publisher) are distributed to destinations (subscribers) without the publisher 
having to be aware of which nodes are subscribing to its data. A publisher simply announces the 
availability of its data stream to the management plane. Subscribers request the management plane to set 
up a delivery path (with QoS including latency and redundancy) in the data plane to achieve the 
delivery. GridStat middleware components at the publishers and subscribers provide programming 
interfaces (APIs) that applications use to make the announcements and requests. The publisher and 
subscriber middleware similarly provides the interface between applications and the data plane. 

The components of GridStat and their interconnections are illustrated in Figure 1.The active components 
of the management plane are called GridStat QoS Brokers and those of the data plane are called Status 
Routers. The QoS brokers are hierarchically arranged with policies set at higher levels in the hierarchy 
controlling more global aspects and allowing local concerns to be implemented using policies at lower 
levels. The hierarchical organization is intended to support decomposition of communication 
management along geographical or organizational criteria. 

In contrast to the hierarchy of the management plane, the status routers have a flat organization in which 
a particular QoS broker manages a collection of status routers (a cloud). Communication links between 
clouds are managed by the least common ancestor QoS broker of the brokers that manage the individual 
clouds. 

As noted previously, publisher and subscriber middleware interacts with the QoS brokers to declare the 
existence of publications and to request subscriptions. After verifying that subscription requests can be 
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satisfied within the available resources the QoS brokers then communicate the necessary commands to 
the management interface of the status routers to cause them to forward incoming data to satisfy the 
accepted subscription requests. 

13BGridStat Milestones and Funding History 

Dr. Bose (a power engineering researcher, and member of the National Academy of Engineering) 
approached Dr. Bakken in 1999, when the latter joined the WSU faculty. from BBN Technologies.  
BBN was the company that built the first Internet (the ARPANET) in 1969, and Dr. Bakken was 
involved with software frameworks that had to operate well over a wide-area; applied research for 
DARPA and others. 

Dr. Bose observed that the power grid’s communications infrastructure is very limited, and Dr. 
Bakken’s background (distributed computing) was the right one to help improve it.  Since then, the two 
have been working together rethinking how power grid communications can be made better, and what 
the benefits of it are. 

The GridStat project, building code for this new kind of real-time data delivery for the power grid, 
began in 2000 [BBB00].  Prof. Carl Hauser joined the project in 2001, when he joined the faculty after 
17 years in the famed Xerox Palo Alto Research Center; his background is also in distributed 
computing. 

The first funded project was from the US National Institute of Standards and Technology.  It started in 
2001 and involved SEL and the University of Idaho.  The first running GridStat code was demonstrated 
to NIST in June 2002.  In 2003, Avista gave the project a live data feed that has continued to this day.  
More funding came from NSF, DoE, and DHS. 

 
Figure 1: GridStat Architecture 
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This funded three doctoral dissertations [Dio06, Gje06, Ira06] and seven masters theses [Pin04, Jho05, 
Hel07, Abe07, Vid07, Sol07, Mut08].  The code developed by these student was not intended to be 
production quality, or designed for long-term maintainability or reliability.  Rather, as is the case with 
graduate research everywhere, the code was developed to demonstrate the feasibility of particular 
mechanisms, and to provide an experimental evaluation of them. 

Such code was crucial for developing the underlying technology. However, as GridStat (or the broader 
NASPInet, described below) moves towards being used in wide-area pilot projects, its code need to be 
matured and configuration and testing tools need to be developed. 

DoE has funded a short, one-year small pilot project running GridStat between INL, PNNL, and WSU.  
This is mainly focusing on initial bug fixing and remedial security evaluation.  It does not duplicate any 
of the work proposed here. 

14BGridStat and NASPInet 

Drs. Bakken and Hauser have attended a number of meetings of the Eastern Interconnect Phasor Project 
(EIPP) and its successor, the North American Synchrophasor Initiative (NASPI).  In the last year, Dr. 
Bakken has “rolled up his sleeves” and gotten very involved with the NASPI effort.  Specifically, he has 
helped its Data & Network Management Task Team (D&NMTT) develop 20-some pages of technical 
requirements for NASPInet, which is needed to delivery all this PMU data.  This was used in a recent 
call for proposal from DoE/NETL, which will fund a project to do the detailed specification of the 
NASPInet requirements.  The call for proposals cited 5 different sources (for example, the IEEE 1646 
standard for substation automation performance and the IEC 61850 specification).  One of these was a 
major GridStat report [BHG+07], cited for details on the flexibility and robustness requirements for the 
proposed NASPInet. 

But the path for NASPInet to be built is unclear.  DoE may obtain funding for a small pilot project or 
two, but building a grid-wide data delivery network such as NASPInet would require a lot of funds.  It is 
not clear yet if DoE will attempt to find serious funding for this, or if it has to go through NERC (which 
would take many years).  This proposed pilot project thus would move along this crucial technology 
while the longer-term funding gets sorted out. 
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b) 4BDetails of Proposed Pilot Project 

The proposed pilot project would accomplish two major objectives: 

• Increase the maturation of the GridStat data delivery service software, including software tools to 
make it easier to use. 

• Evaluate and demonstrate the robustness of this software suite in a wide-area demonstration.  
This will be directly over fiber optics (not through slower TCP/IP or MPLS etc). 

A grid-wise rollout of GridStat (or the proposed NASPInet) would be an extremely complex, almost 
unmanageable effort if done all at once.  Therefore, in the proposed project, we build up the technology 
with systematically increasing capabilities in seven different areas.  These seven areas can be 
catagorized into 3 main categories: robustness and configurability, cyber-security, and scope/scale of the 
pilot project.  

These categories and areas are depicted in Table 1; we call each such area a “Task Chain” (TC) and each 
individual year’s effort in a Task Chain a “Task”..  For example, Task B.2 refers to the second year of 
Task Chain B (Policy Support).  In the verbiage following the table, we further break down each year’s 
task in a given area further, for example “Task B.1.a and B.1.b. 

The cells in this table that have a grayish background are ones that will be funded by matching funding 
that we either have guaranteed or are very confident we will be able to bring in (more details are in other 
parts of this proposal). 

We now provide details explaining the above table.  We provide details of how each part of the 
technology will be developed over the four years.  More details are provided for the first year, for two 
reasons: it is the first year that is being proposedhere, and the details of exactly what is done the latter 
years will be refined as the project progresses and the requirements for what is needed in the latter years 
is refined (and then of course proposed to BPA each year).  We also omit listing design and user 
documentation for Year 2 and beyond for the sake of brevity. 

 GridStat  

Robustness, Configurability  

GridStat  

Cyber-Security 

Pilot Project 

Scope/Scale 
Year 

 
Config 

Tools  
(TC A) 

Policy 
Support 
(TC B) 

Verf. 
Suite 

(TC C) 

Instrument 
(TC D) 

Baseline 
Security  
(TC E) 

# of 
Sites 

(TC F) 

Kind of 
Communication  

(TC G) 

1 Basic Hard-
coded 

Build 
regres-

sion 

Link-level & 
path QoS 
logging 

Baseline security:  
Hard-coded ACLs 
& data encryption 

7 PMU data between 
control centers 

2 More 
powerful 

Simple Base-
line 

Report 
violations 

Simple Trust Builder 
policies 

2–3 
more 

PMU & other data 
between substations: 

simple SPS 

3 Reason-
able 

Reason-
able 

Basic Simple IT 
Health 

Dashboard 

Reasonable Trust 
Builder policies 

2–3 
more 

PMU & other data 
between  substations:   

generalized SPS 

4 Mature Mature Reason
able 

Complex IT 
Health 

Dashboard 

More Trust Mgmt. 
TBD 

2–3 
more 

PMU and other data 
(incl. actuator cmds) to 
substation for control 

Table 1: Overview of Project Capability Development 
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1) 15BEnhancement to Robustness & Configurability 

This project will extend the baseline capabilities of GridStat to enable it to be more robust and 
easier to use in the following areas: 

• Configuration tools [Task Chain A] 

• Policy support [Task Chain B] 

• Verification suite [Task Chain C] 

• Runtime instrumentation [Task Chain D] 

30BConfiguration Tools [Task Chain A] 

Overview: A number of software tools are needed to help utilities or system integrators 
configure an initial GridStat deployment, add new devices (and publishers and subscribers), etc.  
Without these, using GridStat (or any such advanced communications infrastructure, with the 
potential to have at least 10-100 times more publishers and subscribers as today) would be much 
more labor-intensive and error-prone, to the point of being practically unwieldy. 

Year 1: Basic. We will develop the following in the area of configuration tools: 

a) Write design document and user documentation for the tools below: logging (b) and 
graphical visualization (c). 

b) Logging tools to verify the expected configuration of GridStat components (status 
routers, QoS Brokers, publishers, subscribers) is correctly deployed. 

c) Graphical software tool for visualizing the current configuration. 

Risks: The above tools are both doable with a person-month or two’s labor each; this 
is fairly straightforward engineering. 

Risk Level: Very low. 

Year 2: More powerful. We will develop the following in the area of configuration tools: 

a) Visual configuration tool, to enable drag-and-drop configuring of GridStat 
components onto different computers. 

b) Preliminary design study on how IEC 61850 [IEC-61850] meta-data could be used to 
aid configuration tools.  IEC 61850 provides rich meta-data on the properties of 
substation devices, and when more tools are available from vendors, many in the 
industry believe that it can be quite helpful for helping manage substation devices.  
We believe that this meta-data can also be quite useful in helping set default 
communication values for devices, and provide some device-specific and even cross-
device constraints based on that meta-data.  This survey will explore that potential. 

Year 3: Reasonable.  Extend visual configuration tool to handle device-level settings, including 
different network technologies (ATM, IPv6 QoS, etc). 

Year 4: Mature.  Extend the above in ways TBD as more lessons are learned on the project. 
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31BPolicy Support [Task ChainB] 

Overview:  General definitions: a mechanism is a low-level technique for performing an activity 
(e.g., writing a block of data to a disk or delivering a packet of data between two computers).  A 
policy is a set of rules that says when (at which time, under what conditions) and how (with what 
parameters) to use a given mechanism.  A grid-wide deployment of GridStat would be a very 
complicated IT infrastructure.  If the use of the different mechanisms it provides were hard-
coded, it would be very labor-intensive and error-prone to set up, change, and maintain  over 
time.  Examples of a few of the many things that, in the long run, could greatly benefit by having 
policy language support include 

• Resource usage: which entities (other utilities, internal power applications, etc.) get how 
much of the computing resources (bandwidth, status router forwarding capacity, etc.) for 
a given scope (single status router, entire cloud, between levels in the hierarchy (i.e., 
between utilities or ISOs)). 

• Security: which entities have permission to access which GridStat status variables, and 
under what conditions (steady state, emergency, etc).  

• Instrumentation: how much runtime instrumentation should be turned on, and at what 
scope, and under what conditions.  (Instrumentation has cost, in terms of both CPU and 
network usage, so it must be used judiciously.) 

Once this project is in its second year, we anticipate very little problem teaming up with policy 
language experts and obtaining NSF or DoE funding to develop a very sophisticated suite of 
policy languages and tools.  To develop a baseline for such technology, which will be necessary 
for any widespread adoption of GridStat (or any other IT infrastructure resembling NASPInet), 
this task chain then will build up policy support in different parts of the GridStat pilot project, in 
the following manner. 

Year 1: Hard-coded policies for both bandwidth usage and status router capacityF

2
F. 

a) Write design document and user documentation for supporting hard-coded policies for 
bandwidth usage and status router capacity. 

b) Develop and test software based on (a) above. 

Risks: This is well known technology and straightforward engineering. 

Risk Level: Low. 

Year 2: Simple. We will develop a policy language (either textual or visual) to populate the 
database with semantic checks for correctness. 

Year 3: Reasonable. Extend the previous year’s version with more semantic checks TBD. 

Year 4: Mature. Extend the previous year’s version with more semantic checks TBD. 

                                                 
2 Hard-coded means that the programmer will have to enter the settings directly into a database, with no help from any tool 
(which can for example perform semantic checks such as check legal settings for a given parameter, constraints between 
parameters, etc.) 
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32BVerification Suite [Task Chain C] 

Overview: It is very important for any complicated software suite to have a verification suite.  
Such a suite goes far beyond just ensuring that the source code will compile successfully: it 
conducts key runtime tests to ensure that a baseline of the functionality is working, and e proper 
configured (which is of course spread out across many computers, and thus not directly visible to 
testers and integrators). 

It would be premature, in our opinion, to start designing and building a real verification suite 
(one that tests a given deployment across a number of widely-spread computers) until at least the 
first year of this pilot project were complete.  Not only are there a lot of other tasks to 
accomplish, but until the configuration tools and other components have a solid first year’s 
version the requirements for this verification suite will not be fully understood. 

Year 1: Build Regression. We will build a simple regression tester that will test with each new 
build of GridStat (i.e., compiling of its source code) nothing has broken. This will be run on a 
single computer. 

a) Write design document and user documentation for build regressions software. 

b) Develop and test the build regression software. 

Risks: This is straightforward software engineering. 

Risk Level: Low. 

Year 2: Baseline. We will build baseline runtime verification tool, for  deployments chosen from 
a collection of predefined configurations, that verifies behavior across a set of computers.   

Year 3: Basic.  This year’s work will extend the baseline verification tool in Task C.2 above in 
two significant ways: 

a) To use the runtime instrumentation collected from Task D.2 (described in the next 
section).  This will be used to verify runtime performance (QoS), application usage of 
bandwidth, and other information. 

b) Work with a more general set of configurations (non-predefined). 

Year 4: Reasonable. Extend the results from Task C.3 in ways TBD. 



Advanced Data Delivery Services 10 Washington State University 
 

33BRuntime Instrumentation [Task Chain D] 

Overview: The electric power grid is a very complex system, which is why real-time data is 
collected today, and many experts believe that much more real-time data is needed to help 
monitor and manage the complex, grid-wide dynamics of the electric power grid. 

Similarly, a comprehensive real-time data delivery system for a power grid is also a very 
complicated entity with complex behavior.  It also must be monitored and managed in a number 
of ways.  This runtime instrumentation task chain develops such internal data to monitor the 
performance and health of the data delivery system.  GridStat is designed to automatically mask 
out the effects of a number of failures in parts of the IT infrastructure. Thus, without such 
runtime instrumentation, it is possible (even likely) that a given deployment can become quite 
fragile without the operators (computer network administrators) knowing.  Given how much 
today’s grid depends on such real-time data, and how much more tomorrow’s will, this is 
unacceptable.  Therefore, this task chain builds up capabilities in this area and demonstrates them 
across a wide area. 

Year 1: Link-level & path QoS.  We will add instrumentation to the GridStat code, and test it 
across the deployed pilot project, for the following: 

a) Write design document and user documentation for (b) and (c) below. 

b) Develop link-level logging software: Status routers will log when they cannot 
communication via a given link (i.e., to a neighboring status router). 

c) Develop path-level logging software: A piece of code inserted into the subscriber (proxy) 
will monitor the actual QoS (delivery latency and rate of updates) that the subscriber is 
receiving.  It will log when this is worse than the QoS asked for in the subscription 
request (and promised by GridStat), but for now that information will not be sent 
anywhere, it will stay in a log file. 

Risks: There are really no technical risks here, because we have existing prototypes of 
both link-level and path-level instrumentation [Gje06,Sol07].  These are in throw-away 
Java code from graduate student’s prior work, so this will need to be updated, integrated 
into the latest GridStat version, tested, and documented. 

Risk Level: Low. 

Year 2: Report violations.  The data logged in Year 1 will now also be sent to an entity that can 
take corrective action: 

a) Link-level reporting: Status routers will now also report to the (leaf) QoS Broker that 
manages their cloud when they cannot communication via a given link (i.e., to a 
neighboring status router). 

b) Path-level reporting: Subscriber proxies will now also report to the (leaf) QoS Broker that 
authorized their subscription when their QoS is violated.  Leaf QoS Brokers will in turn 
report aggregate summaries of such failures to their parent QoS Broker. 

Year 3: Simple IT Health Dashboard: the information reported in Task D.2 above will be 
incorporated into a simple IT Health Dashboard, a graphical tool depicting the IT health. 

Year 4: Complete IT Heath Dashboard: the simple version will be extended  in waysTBD. 
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2) 16BEnhancements to Cyber‐Security 

Developing, testing, evaluating and testing baseline security mechanisms for the GridStat software 
constitute Task Chain E. 

34BBaseline Security [Task Chain E] 

Overview: Obviously, a real-time data delivery service such as that in the proposed pilot project 
needs to be bullet proof in terms of cyber-security, protected from cyber-terrorists, disgruntled 
insiders, market competitors, etc. if it is to achieve widespread usage. However, one cannot make 
bullet proof that which is not yet fully defined.  Thus, the focus of GridStat research to date 
involves defining, inventing, implementing, and evaluating the flexibility and robustness needed 
for next-generation real-time data delivery services.  Along this line, most of the focus on this 
project is to extend, test, evaluate, and document the above-mentioned capabilities. 

However, this task thread will add cyber-security capabilities to GridStat, and demonstrate and 
evaluate them in the wide-area deployment.  Only the first year will be funded by BPA, but this 
should provide more than adequate cyber-security for the purposes of this project (note that no 
participating utility will be sending any market-sensitive data).  We provide an outline of where 
we believe this research has to head in subsequent years.  We also note that we believe that we 
will have very little problem finding funding for these from external sources (DoE, DHS, and 
NSA), because cyber-security for critical infrastructures is a very hot topic lately and is only 
likely to get hotter.   

Before we describe what we will do in the years of the pilot project we give broader cyber-
security background that will be needed to understand the intent of where we believe Years 2-4 
(again, not funded by BPA) should go. 

The first is the entire notion of trust management, which has become a very hot research area in 
the last five or so years.  Traditional cyber-security mechanisms generally provide all-or-nothing 
access. However, as more data is being shared between more entities in the power grid, as is the 
trend, then trust management becomes very important [OR02]. In particular, it is crucial for 
participants in the power grid to have a systematic and comprehensive way to reason about (1) 
how much trust to place in data they receive, especially when it comes through chains of 
processing, and (2) how much access to their data to provide other, possibly untrustworthy, 
participants. The inputs to these decisions are dynamic, and it is important that the policies that 
make these decisions be changeable in software (flexible).  We have developed research to 
extend trust management concepts and formalisms in the above ways, in a manner suited for 
publish-subscribe systems such as GridStat [Dio06].  The PhD student who lead this work is now 
a professor in Cyprus, and we are very optimistic about her chances of extending this 
collaboration (which also involves Dr. Deb Frincke of PNNL) to be funded by the Cypriot 
government and then by the European Commission. 

Further, GridStat is a founding member of a $7.5M center, Trustworthy Cyber-Infrastructure for 
the Power Grid (TCIP), funded by the National Science Foundation, the Department of Energy, 
and the Department of Homeland Security, [TCIP07]. The TCIP center involves not only well-
known power engineering researchers (Anjan Bose, George Gross, Pete Sauer, Tom Overbye, 
Bob Thomas) but also a wide range of computer scientists who are all working on developing 
technologies to address broad, comprehensive security problems in the power grid (rather than 
the narrow, point solutions that industry has offered to date). We anticipate that a number of 
technologies from this multi-university center will be integrated into GridStat. 
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Indeed, one such TCIP project already has been integrated with GridStat.  TrustBuilder is a 
research project from the University of Illinois that provides iterative trust negotiation 
mechanisms.  In 2007 we integrated this into a prototype of GridStat (which contained the 
security mechanisms in [Sol07], the ones that we would demonstrate in the first year of the 
project).  This prototype was demonstrated at the TCIP annual review in October 2007 to 
attendees from government (NSF, DoE, DHS, TVA) and industry (EPRI, Areva, and others). 

With the above context in mind, we now present the first-year’s BPA-funded cyber-security 
research, and outline where we see this area going in the following three years (again, funded by 
outside sources). 

Year 1: Baseline security.  The GridStat code for the pilot project will be extended to add the 
following cyber-security capabilities: 

a) Write design document and user documentation for (b), (c) below.  This will be based on 
[Sol07], possibly with some modifications. 

b) Hard-coded Access Control Lists (ACLs). Subscribers will be able to enter, on a per-
variable (sensor) basis, a list of entities that are allowed to subscribe to a that variable. 

c) Data encryption.  We will “lock down” the GridStat data plane (but not the management 
plane, i.e., the QoS Brokers) with data encryption such that it provides confidentiality, 
integrity, and authentication.  The performance will be evaluated across the wide-area 
demonstration. 

Risks: Low.  Reasonably robust versions of the above capabilities have already been 
developed [Sol07], and are presently deployed in our PNNL-INL-WSU project.  These 
would have to be “brought forward” to the BPA pilot project’s code base, then deployed, 
evaluated, and documented as noted. 

Risk Level: Low 

Year 2: Simple TrustBuilder Policies. TrustBuilder has fairly low-level specifications that are 
reasonably for a cyber-security expert to use but unreasonable to expect a power engineer (or 
even many network administrators) to use.  In this task we will work with the TrustBuilder team 
to develop an initial version of a higher-level policy language that is domain-specific to the 
electric power industries, a language with many semantic checks for correctness and hides 
unnecessary lower-level details in TrustBuilder today (these would be used as a “back-end” for 
the higher-level policy compiler or runtime system).  

We also anticipate that this year’s work will begin to incorporate a version of the Hestia trust 
management system developed by WSU in [Dio06]. 

Year 3: Reasonable TrustBuilder Policies.  The TrustBuilder policy support in E.2 above will be 
extended in a number of ways TBD in order to move it closer to being useable on a wide scale by 
a wide range of utilities. 

Year 4: More trust management policies  and mechanismsTBD. 
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3) 17BBroadening of Scope & Scale 

The third and final area of this proposed project involves broadening the extent of the wide-area 
demonstration in the following areas: 

• Number of Sites (Task Chain F) 

• Kind of Communication (Task Chain G) 

35BNumber of Sites [Task Chain F] 

Overview: An important part of this pilot project is to demonstrate how next-generation data 
delivery services (namely GridStat, and also the proposed NASPInet data bus technology 
(which is, again, largely based on GridStat research)).  Thus, this task chain will extend the 
geographic scope and scale (number of data variables and sites involved). 

Year 1: Seven (7) sites, all linked by very-low latency fiber with no TCP/IP, MPLS, or other 
things not designed for very high speed data forwarding with predictable latency.  Sites are 
WSU, one in the greater Seattle area (likely Puget Sound Energy (PSE) or Tacoma Power), 
Avista Utilities, BPA, Pacific Gas and Electric (PG&E), and Southern California Edison (SCE), 
and a site TBD in Boise.  The Boise site will probably be a simple publisher in the fiber access 
point, but will add geographic reach.   The Boise fiber access point has direct fiber access to 
other research networks, so we hope to add a point of presence at the end of one or two of them, 
probably in Montana and either Utah or Colorado. 

The tasks for Year 1 are thus: 

a) Finalize network access details and gain connectivity to an initial 4 sites. 

b) Plan and obtain the initial set of PMU data from these 4 sites in (a), installing any 
necessary hardware from SEL and software from SCE. 

c) Finalize network access details and gain connectivity to an additional 3 sites. 

d) Plan and obtain the initial set of PMU data from these additional 3 sites in (c), installing 
any necessary hardware from SEL and software from SCE 

Risks: The main risk is that one or more of the utilities either explicitly changes their 
mind about participation in the project, or they get too busy with their normal operations 
so cannot give us the necessary help in a timely manner. 

We are mitigating this risk in a number of ways: 

• Creating a start gate four months into the project (with (a) and (b) above), at 
which time we need to have 4 remote sites lined up for the pilot project.  This 
way, if the IT staff at a given utility are slow in replying it will not jeopardize the 
project.   

• Evaluating non-utility locations in the same geographic area that PMU data could 
be sent from.  For example, if needed we could place a SEL PMU (or even a 
simple F/NET distribution-side frequency recorder) in the network access point, 
in the same computer rack as the GridStat status router. 

For the first year especially, note that it is not crucial that any particular utility (other than 
BPA!) participate, the main point is to get a wide-area deployment going to be able to 
mature GridStat and also demonstrate low latency and high robustness.  Additionally, we 



Advanced Data Delivery Services 14 Washington State University 
 

have had very good working relations with Avista since 2003, and based on our 
experience we will have no problems getting the access needed there (including the fiber 
that goes directly to BPA’s backup control center in Spokane).  We feel this mitigates 
almost all of the first year’s risk in this area. 

Risk Level: Medium, though arguably mitigated to Low by the above strategy. 

Year 2: Two or three more sites TBD. 

Year 3: Two or three more sites TBD. 

Year 4: Two or three more sites TBD. 
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36BKind of Communication [Task Chain G] 

Overview: An advanced data delivery service can be used to delivery many different kinds of 
data (PMU data for voltage, current, frequency; up/down failure status; other real-time data) to a 
number of different kinds of subscribers.  This task chain will systematically demonstrate and 
evaluate an increasingly broader set of traffic and subscribers. 

Year 1: Between control centers (with just PMU data).  This year’s work will concentrate on 
getting the overall project and its infrastructure going. Therefore, in the first year we will focus 
on delivery only PMU data and only between control centers.   

We note that, not only does this make sense technically, but it is also “low-hanging fruit” in 
terms of helping industry see the benefits of very low-latency delivery of PMU data across a 
wide area. 

The tasks then are: 

a) Deploy GridStat with PMU data running between control centers or other points of 
presence across a wide geographic area. 

Risks: Not much, the above code already exists in previous versions of GridStat. 

Risk Level:  Low. 

Year 2: To substations, with a simple specialized protection scheme (SPS), with PMU and any 
other GridStat data. 

A special protection scheme (SPS), also known as a remedial action scheme (RAS), use input 
data that is not local to that substation.  Because there presently is no data delivery service such 
as that on this project (and proposed as NASPInet), an SPS/RAS is very expensive to develop, 
with much of the costs involving a hard-coded communication line and data integration efforts.  
Further it is very hard-coded: to change the inputs, the logic for using the inputs, and the outputs 
requires a field technician going to the device. 

In this year, then, we will develop a simple component for reusable SPSs/RASs.  Its inputs will 
be GridStat data (from any GridStat source), its logic changeable in software (analogous to a 
secured Java plug-in), and its ouputs changeable too (and delivered to its destination(s) by 
GridStat of course). 

We note that we will NOT replace any existing, operational SPS at BPA or any other utility; this 
will be a technology demonstration.  It would be possible for a utility to adopt this (or at least 
next year’s version), but that would require BPA or any other utility to do engineering and 
cost/benefit studies. 

Year 3: To substations, with a more sophisticated specialized protection scheme (SPS), with 
PMU and any other GridStat data. The previous year’s simple SPS/RAS component will be 
extended, with feedback from BPA and other NASPI members utilities. 

Year 4: To substation, for a simple control scheme TBD.  Again, we are not going to replace any 
operational control scheme, but we will demonstrate how GridStat could be used for it, across a 
wide area, including delivering actuator commands (something we have already prototyped in 
[Abe07]). 
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II. How Project Addresses a RoadMap 
This proposed project meets many stated objectives in BPA technology roadmaps.  It also meets many 
that are indirectly stated or simply assumed. 

It is well known in the industry that better real-time visibility into the power grid would be very 
beneficial.  This is true not only for situational awareness for operators, but also to enable much better 
control and protection schemes as power grids get pushed further towards their limits.  However, the 
more the power grid’s operations depend on the data delivery services providing that real-time visibility, 
the more dependable and robust those data delivery services inherently must be.  Additionally, because 
they will be used with control and protection schemes in the future that have not yet been invented, these 
data delivery services must be quite flexible and meet a wide range of data delivery requirements.  
Unfortunately, you cannot buy such wide-area, mission critical, real-time data delivery services 
from vendors today that meet anything near the requirements (for example, as outlined by NASPI), nor 
are any vendors that we are aware of working on them.  This is a severe technology gap. 

The need for such data delivery is fundamentally implicit throughout most of BPA’s roadmaps, but we 
now give explicit mappings onto the proposed project from the roadmaps for power services, renewable, 
energy, physical security, and transmission.  Many more similar needs for these data delivery services 
have been identified by a wide range of people in the power industry; they are analyzed and cited in 
great detail in [BHG+07], available HonlineH. 

Below, when we have a short quotation from one of the roadmaps, it is in italics.  Longer quotations are 
formatted as follows: 

indented (and also in blue if you have a color printout or online viewing). 

Any highlighting of text (such as bold and/or actual hilighting) is by the proposers (not in the original 
roadmap, unless noted), to draw to the reviewers attention key issues in the roadmap document.  Finally, 
in some bulleted lists we have removed unrelated issues (e.g., power application program requirements), 
and where we have removed one or more bullets we denote this with  “…”. 
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a) 5BTransmission Roadmap 

The proposed project has the strongest tie-ins to the Transmission Roadmap. 

18BT1: Response‐Based Real‐Time Wide‐Area Control Systems (WACS) 

Description 
Research is needed to create algorithms that can detect and protect the system from power, 
frequency and voltage swings. Rigorous study and testing of a response-based real-time wide-
area control system (WACS) would consist of algorithms, software, phasor measurement unit 
(PMU) data, phasor data concentrator (PDC), secure communication network, real-time process 
controller and reactive power devices. 

Extensive work is needed to study and quantify the potential benefits of the control actions taken 
by WACS. Control algorithms will be developed and thoroughly tested to ensure that WACS 
operates when it is supposed to and does not harm the system. WACS implementation is 
dependant on high quality and reliable phasor measurement unit data so a parallel effort is 
needed to design a phasor measurement unit and phasor data concentrator infrastructure 
engineered to remedial action scheme (RAS)/WECC standards that is capable of driving a 
WACS system. The WACS algorithms for a RAS controller would use the wide-area 
measurement system (WAMS) input to provide a response-based control system that can 
observe, measure system performance and behavior, make decisions and take actions to regulate 
and stabilize the grid’s frequency and voltages within manageable limits by selecting load or 
generator shedding and/or inserting reactive compensation devices (capacitor/reactor banks). 
[Pacify the Power, April 2005, p. 2] 

This proposed project provides the data delivery services needed for BPA’s WACS.  GridStat provides 
very low latency and automatic delivery of data over multiple redundant (and disjoint, i.e., non-
overlapping) paths.  The very low latency and highly available data that this pilot project would 
demonstrate that data delivery services are more than adequate for WACS.  Indeed, they are useable for 
many more power applications than just WACS; this project will demonstrate how the electricity 
industry can move beyond the “one-off”, hard-coded communications infrastructures that are used 
today. 

We note that, as stated above, this pilot project will use real phasor measurement unit data.  It also can 
integrate in legacy (or new) PDCs.  Finally, we note that “Remedial Action Scheme (RAS” above is 
synonymous with what we term “Special Protection Schemes (SPS) elsewhere in this document.  
Indeed, it is one of the points of GridStat (and NASPInet) to move beyond the “remedial” schemes of 
today. 

Challenges 

• A WACS prototype must be reliable, verifiable and testable by System Operations and 
Planning. 

The instrumentation and verification suite developed by this project directly support this goal. 

• The design of PDC and PMU functions, configurations and locations must be optimized. 

GridStat allows for a very flexible placement of PDCs and PMUs.  However, we note that, while PDCs 
will probably be used for some time within a utility, the whole point of GridStat (and NASPInet) is to 
move beyond the single points of failure and congestion that PDCs inherently are today.  What is better, 
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and demonstrated in this project, is a robust “mesh network” of data delivery that has no single point of 
failure or congestion. 

19BT2: Enhanced Wide‐Area Measurement Systems (WAMS) 

Description 
WAMS is a smart automatic network that applies real-time measurements in intelligent 
automatic control systems to operate a reliable, efficient and secure electric transmission 
infrastructure. WAMS continuously monitors grid performance across the power system by 
monitoring dynamic changes in the system, such as voltage, current, frequency, real and reactive 
power. WAMS provides operators with high quality data and analytical tools to detect impending 
grid emergencies or to mitigate grid outages. 

An enhanced WAMS should include 

• an optimum number and strategic placement of phasor measurement units to cover all 
identified significant interactions, 

• a measurement infrastructure to support compliance measurements, 

The proposed project would be the data delivery infrastructure for such a measurement infrastructure. 

• tools for system performance analysis and generation compliance monitoring, 
• direct data exchange with all WECC utilities, 

The proposed project would connect with a number of WECC utilities, and demonstrate the very low 
latencies that are possible for enhanced WAMS when run directly over fiber. 

• improved linkage into the EMS system (SCADA and tools, for example), 

The proposed pilot will have very flexible data delivery services, not hard-coded as is current practice 
today, which will make integration into EMS systems much easier over time.  While not directly funded 
on the first year of this project, it would be relatively straightforward to add interfaces (GridStat 
publishers and subscribers) that would tap into IEC 61850’s GOOSE messages, tunnel SCADA traffic 
over GridStat (just as some “SCADA over IP” projects and products deliver it over Ethernet or the 
internet, etc.  This is well-known engineering, not riskier research, which has been offered for at least a 
decade by commercial middleware products.  Indeed, the GridStat project is finishing up such a “port” 
to the PMU protocol C37.118, and OSISoft has offered to let us tap into ICCP (and other protocols they 
support) via their software module that interfaces with their PI Server historian (which also supports 
many other protocols besides ICCP). 

• increased real-time monitoring capabilities to alert operations to inconsistent information 
and potentially unsafe or unstable conditions, 

The proposed project directly supports this in the obvious way. 

• capability for additional high-speed control actions associated with response-based wide-
area control systems and 

The proposed project directly supports this in the obvious way. 

• improved analysis tools for offline studies. 

Challenges 

• Fully utilizing the large amount of data collected. 



Advanced Data Delivery Services 19 Washington State University 
 

• Overcoming time lags inherent in long-distance information transmission 

The project will make a huge leap in demonstrating what is feasible here.  GridStat per se will add no 
more than 1 millisecond over the speed of light [Mut08] when run directly over fiber.  This is in sharp 
contrast to the standard industry practice of leasing MPLS lines (which will not provide any guarantees 
lower than 40–80 msec per link) or of using the TCP/IP protocol (which is not meant to provide 
predictable latency; GridStat provides much lower and much more predictable latency, and also covers a 
much broader range of failures). 

• Opening a transparent data exchange with WECC utilities 

This pilot project will demonstrate the wide-are data delivery services needed to support such 
transparent data exchange.  (We note that there are other issues, such as data sharing agreements, that 
are also necessary.) 

• Resolving current data problems in the WECC base cases that cause inexplicable random 
variation in calculated system limits and simulated system behavior from season to 
season and year to year. 

• Preventing engineers from wasting valuable time by tracking down and fixing data 
problems when they should be studying the system. 

One of the main points of GridStat is to make it much less tedious and error-prone to configure and 
monitor their data delivery infrastructure, and make changes (delivering data to new sources, adding 
new communication links, etc). 

20BT3: Communication Technologies 

Description 
One technology that will have a significant effect on telecommunication requirements is 
substation automation. Substation automation will use intelligent substation devices that provide 
different functions but that all communicate over secure substation Ethernet local area networks 
(LANs). As substation automation technology matures and grows, LAN interconnection will 
require a more bandwidth-flexible operational wide area network (WAN) or 
telecommunications network. Data exchange between the control centers and substations within 
BPA, and external data exchange with other utilities, will become more intensive. Power system 
control and data exchange will require more bandwidth and will force BPA to utilize existing 
bandwidth more efficiently. It is envisioned that data services to support WAMS and a 
subsequent wide-area control system (WACS) will continue to grow. However, the future 
telecommunication network will mostly rely on existing fiber and radio infrastructure.  

The state of the practice in the electricity industry today is to send “all data to a control center (or PDC) 
at the highest rate anyone might need it at”.  This is highly inefficient.  GridStat allows different 
subscribers to the same data stream (e.g., a single PMU) to receive different guaranteed latency, rate, 
and number of redundant paths; these are also called “Quality of Service (QoS) parameters”. This is a 
unique feature of GridStat technology, and is a quantum leap over today’s hard-coded practices in 
terms of being bandwidth-flexible.  Further, GridStat technology enables these delivery guarantees to be 
changed at runtime, in software. 

The proposed project would demonstrate these capabilities over a wide-area, and move forward the 
overall technology (including key software tools such as configuration and instrumentation). 

Future telecommunication networks must still 
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• meet BPA and WECC reliability requirements; 
• measure circuit performance or quality of service (QOS); 

GridStat’s instrumentation handles this automatically. 

We do note that we disagree with the term “telecommunications”.  BPA (or other utilities) would be 
well advised to not rely on phone companies to provide their core, high-performance data links.  Phone 
companies simply do not offer low-latency delivery guarantees (at the March 2008 NASPI meeting, Dr. 
Bakken asked an ATT executive what they could guarantee, and he said no better than 40-80 msec per 
link.  This is WAY too slow for WAMS and related technologies.) 

• heal circuits over known deterministic backup routes; 

GridStat does this one better: it already has these backup routes pre-positioned and operational (the 
multiple disjoint paths).  This is because we believe that crucial protection and control schemes should 
not have to be disabled during recovery from link failure (the circuit “heal” above). 

• heal circuits with minimum switching time; 

This pilot project would demonstrate a zero time to heal, via the pre-allocated redundant paths.  This is 
obviously as minimal as is possible. 

• minimize transit delays for high priority or high speed protection circuits; 

GridStat does this.  Indeed, having multiple redundant paths is promiarly designed for greater 
availability of the data.  However, it also helps reduce the average latency, because if there are short 
overloads (which are common in networks) in any one path, another path’s copy of the data update may 
not be overloaded and thus suffer no delay.   

(We note that in a managed network environment with admission control, such as GridStat in the 
proposed pilot project, in theory such overloads are not supposed to happen.  In practice, however, there 
can be IT failures, software bugs, cyber-attacks, and other anomalies that can cause at least transient 
overloads.) 

• … 
• continue to utilize a few existing backbone radio routes with limited bandwidth 

capacities. 

GridStat is designed to be able to have its data delivery service span many different kinds of network 
links with very different properties such as radio routes with limited bandwidth.  This is an example of 
why it is so crucial to have a well-considered data delivery service that is layered above communication 
links, and why the industry practice of pushing for multicast at the IP or Ethernet layer is ill-advised (the 
data delivery services should utilize such lower-level multicast where possible, to enhance efficiency. 

Challenges 

• … 
• Explore communication technologies that provide for higher bandwidth over longer fiber 

distances. 

This pilot project would demonstrate exactly this. 

• … 
• Develop technical principles for an open architecture that enables interoperability among 

multivendor products. 
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GridStat is very vendor-neutral, it simply provides mechanisms for wide-area data delivery.  Such 
mechanisms can be integrated into a number of vendors’ products (create vendor-specific or protocol-
specific GridStat “publishers” or “subscribers”). 

21BT16: Real‐Time Monitoring and Measurement Technology 

Real-time monitoring and measuring of the thermal, mechanical and electrical characteristics of 
cables, structures and substation equipment is done with sensing systems. With the appropriate 
communications architecture in place, devices can be designed to be interoperable with one 
another and to automate a variety of functions that currently require manual controls.  

… 

The primary goal is to develop flexible remote sensing system architecture, protocols and core 
sensor design that can be applied to a wide variety of field applications for measuring voltage, 
current, temperature, pressure, vibration and other valuable parameters of interest. The real-time 
information stream enables a multiplicity of functions including rapid diagnosis and correction 
of grid problems and measurement of transmission lines to determine when they are reaching 
capacity. [Leading the Way to the 21st Century Power Grid, February 2005, p. 4]. 

…. 

GridStat has been designed to meet the above goals.  Indeed, the data delivery services we describe are 
exactly the “real-time information stream” mentioned in the roadmap above.  (Each such stream is a 
GridStat “status variable”, whose updates are passed from the source (publisher) to all the subscribers of 
this stream (its subscribers). 

22BT19: Advanced Substation 

Description 

An advanced substation will have control and protection systems that are modular and 
expandable. When changes are made to a substation, new equipment will be organized in such a 
way that costly changes to substation control houses will not be needed. Data will be transmitted 
within the substation and to/from the substation digitally. Modifications will easily produce up-
to-date records. 

Advanced substation designs will start with a simple process such as drawing a schematic 
diagram with a function block language to facilitate equipment interoperability. Software will 
then take the initial design information and translate it into rack layouts, wiring descriptions and 
ordering information. Scheduling of all phases of construction will be produced automatically. 

The substation control and protection equipment will be networked and capable of self-
diagnosis. If equipment fails, critical functions will be taken over by the remaining healthy 
equipment and failure notices sent to maintenance personnel. Communication, surveillance and 
operation of substations will be done remotely without the need for numerous field operations 
personnel. 

Challenges 

• Available assets must be used more efficiently to extend the lifetime of equipment and 
avoid needing to replace the heavy, high-cost equipment. 

• Modular, inexpensive and reliable “next generation” technologies are lacking. 
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• Next generation equipment must be integrated seamlessly into both the substation and the 
whole electric delivery system. 

• Next-generation components and security measures need to be integrated into the electric 
grid in a standardized way. 

GridStat supports the data delivery services for all the above capabilities. 

b) 6BPower Services Technology Roadmap 

BPA’s Power Services Technology Roadmap[BPA_RM_Hydro08].  The document notes (p. 9): 

To accomplish this we need to install information systems that communicate across planning, 
design and operations to provide information to schedulers, marketers, and operators to control 
planning, dispatch and operations of the FCRPS. This must be done with system wide 
communication processes that include software and hardware that are interoperable, high 
speed, secure and reliable. 

This project will help harden and demonstrate the baseline data delivery services for operational 
information systems.  A flexible and extensible data delivery system such as we are proposing will 
enable such communication in a way that will be flexible and extensible to work across all entities that 
need this information.  The proposed project will “advance critical technologies to best practice 
applications” in a technology gap area that will be used all across BPA’s and partners’ operations.  This 
is crucial: we are told that BPA is investing a lot of funds in the near future to replace its aging 
microwave communications infrastructure.  The data delivery services proposed in this project will 
enable that investment to be used much more effectively than if application-application communications 
is hard-coded for each application, as is current industry practice. 

c) 7BRenewable Energy Technology Roadmap 

We note that wind energy, as well as many or all other renewable and distributed sources of electricity, 
inherently require much more monitoring, because they offer new kinds of challenges due to their 
different nature (for example, windmills provide no reactive power, which requires more monitoring to 
ensure there is adequate reactive power across BPA’s system).  The data delivery services demonstrated 
in this pilot project are agnostic about what kind of sensor data (from hydro, coal, wind, etc) they are 
delivering. 

BPA’s Renewable Energy roadmap (Appendix E) identifies “control and communication to end users” 
as a technology challenge.  Essential challenges here include the following (italicized), with a brief 
overview of how this project would help meet these challenges: 

• “Security: Cyber, control feedback”.  This project will integrate existing GridStat cyber-security 
mechanisms [Sol07] that are deployed now in the PNNL-INL demonstration project. It would 
also serve as a technology transfer conduit from the TCIP cyber-security center that is described 
in the “matching funds” section of this document.  

• “Technological standards”: GridStat is compliant with the NASPInet architecture, in fact a 
major GridStat report [BHG+07] is one of the few sources (other than, for example IEC 6850 
and EPRI IntelliGrid) cited in an RFP that DoE/NETL has released, asking for work to be done 
for a detailed spec of NASPInet.  This project would help harden and evaluate such leading 
technology in a real-world setting, which is crucial to do before any standardization occurs (it is 
perilous and often disastrous to attempt to standardize beyond the state of the practice, in our 
experience). 
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• “Standard communication protocols”: the kind of data delivery services that BPA and NASPI 
require involve advanced research in the area of distributed computing.  The proposed pilot 
project thus would be an opportunity to help define the new standards for such communication 
protocols, i.e., the NASPInet and its “data bus”.  

• GridStat’s data plane provides these; the other comments on “technological standards” above 
also apply here. 

• “Software development: integration into AGC, Control systems, …”.  GridStat provides the 
required flexibility, and this project would integrate these new data delivery services in key part 
of BPA’s infrastructure.  In support of this, the project would develop software tools for the data 
delivery services for configuration, usability, and management, that directly assist this stated 
requirement of BPA. 

d) 8BPhysical Security Roadmap 

BPA’s Physical Security roadmap (p. 6) states the following requirements: 

• “Improve large-scale situational awareness for critical infrastructure from an insider and outsider 
threat standpoint”.  

• “Define the communication and computing system architecture needed to create a national common 
operating picture (COP).”  

• “Use pilot studies and test beds to begin integrating network architectures consisting of sensors, 
controls, real-time data and advance systems to have uniform structures, common language, 
interoperability, compatibility and scalability.” 

The proposed project supports these requirements directly. 

e) 9BEnergy Efficiency Roadmap 

BPA’s Energy Efficiency roadmap does not mention advanced data delivery services directly, though it 
implicitly depends on them heavily.  This roadmap outlines a number of “smart grid” technologies 
such as demand response and smart appliances.  Such “smart grid” technologies inherently require 
pervasive and dependable data delivery services, or else their “smart” capabilities cannot be effectively 
used.  Indeed, these “smart grid,” technologies include a very wide range of applications. [IntelliGrid04] 
notes in Section 3.4.1.2 (entitled “Technologies for a Resilient Communications Infrastructure,” 
implicitly indicating the need for reliable communications) “The communication infrastructure of 
IECSA should support restoration technique(s) that offer a wide range of services that meet varying 
resilience requirements of applications.” Given that the different applications have varying resilience 
requirements, it follows that their communication infrastructure also does.  GridStat support this directly 
by allocating and managing multiple independent data delivery paths from sensors to smart grid 
applications.  The number of these redundant paths can be configured on a per-sensor-per-application 
basis in an extremely flexible manner that is changeable via (secured) software, not by having to send a 
technician to the field. 
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III. How Project Applies to a Focus Area 
The focus areas that BPA is most interested in, and how this project supports them, follow: 

1. Wind Integration: New kinds of energy sources such as wind inherently need to be monitored, so 
this project directly supports this.  Additionally, as described further in the following section, 
this project will collaborate with any (and hence support) other project involving wind 
integration such as the WSU proposal led by Don Tilton. 

2. Maximizing Transmission Asset Value, Expansion, Flexibility and Use: The proposed project 
supports increasing operational efficiencies directly: [Roo06] notes that monitoring systems that 
can run the system at higher load levels (and of course hence with more efficiency and 
profitably) are one of the “exciting new technologies that will be tools for the future”. 

3. Real Time State Awareness and Control: The data delivery services in this proposal directly 
support this in the obvious way. 

4. Interactibility:  The data delivery services also support this directly. 
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IV. Risk to BPA of Not Doing the Project 
There are significant risks for BPA should it not do this project. 

It is well known that power grids are getting less stable each year, for a number of reasons.  A key 
reason is that demand and generation are outpacing the construction of the long-distance transmission 
lines that are needed to help sure stability.  This is exacerbated by new kinds of alternate energy sources, 
such as wind power, that have very different operating characteristics than hydro. 

Better monitoring technologies can help mitigate the above stability issues by enabling operators as well 
as control and protection schemes to have much better (and more reliable) visibility into the present 
conditions of the grid. 

There are also financial risks to not developing technology for better data delivery services.  If not, BPA 
and others in the industry will continue with the modus operandi of cobbling together data 
communications on a per-project, per-division/department basis that is “best practices” today; the result 
of this is far more expensive and less robust and flexible communications.   This will force down a path 
where real-time data delivery is far more expensive than it needs to be, and as more power applications 
are developed using the older ways it may get much more expensive to get off that path and onto one 
(such as GridStat or the proposed NASPInet architecture) that is much more affordable, flexible, and 
robust. 

We believe that probability of success for this project is very high.  We have already developed most of 
the software in previous versions (“throw-away” code from graduate student projects), and the 
performance numbers so far are quite good.  The main potential obstacle would be if either all the 
utilities who have agreed to share data did not, or somehow WSU’s research networks were shut down.  
We believe that both of these are unlikely. 
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V. Related Work in R&D Community 
GridStat has a number of unique properties: 

• Its support for rate filtering 

• Its providing different delivery guarantees for each subscriber of a given status variable: each can 
receive a different delivery latency, rate, and number of redundant paths. 

• It is designed for the scalability and manageability required for a wide-area critical infrastructure 
such as the western US power grid. 

• The ability to do data load shedding in an IT congingency (throttle back some subscribers’ 
delivery rates in the case of IT failures, a cyber-attack, overload conditions, or other IT 
anomalies). 

All the above are novel, and are necessary for the kinds of data delivery services that the power grid 
needs.  This is not just the GridStat project’s opinion, but is shared by the requirements produced by the 
NASPI D&NMTT for NASPInet. 

There has been a lot of distributed computing research by computer scientists on superficially-similar 
publish-subscribe systems in the last decade or so, but none has the above properties.  For many more 
details on these, see [BHG+-7,Gje06]. 

There are also publish-subscribe middleware frameworks that can be bought from vendors such as IBM.  
These are sometimes called Message-Oriented Middleware or Message Queueing systems.  None of 
them was designed to operate beyond a well-controlled corporate LAN, and none has the unique 
properties listed above.  Indeed, Mr. Ritchie Carroll of TVA has told GridStat personnel that his 
observations of the TIBCO Rendezvous products (which are widely used for stock exchange data, for 
example) do not have anywhere near the scalability required, and this is consistent with our 
observations. 

There have been a number of efforts addressing the need for better communications in the electric power 
grid, done by the power researchers; see for example [XMV+02,IntelliGrid04].  There have also been 
some basic networks built (NERCNET, OASIS, BPA’s WAMs, TVA’s SuperConcentrator).  None of 
these have the above unique properties required, and in fact none has any wide-area data delivery 
mechanisms of any kinds (other than using the Internet’s TCP/IP protocols, which were not designed to 
provide predictable latency).  For much more details of related work among power researchers, see 
[BHG+07]. 
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VI. How the project’s results can be applied 
The results from this project could be applied across BPA’s service area in the very near term after its 
completion.  This would be manifested in a wide array of new protection and control mechanisms that 
use the greatly enhanced data delivery services that this project would demonstrate.  

 

VII. Benefits and Costs of Project to BPA 
The potential financial benefits from the project are enormous, from avoiding NERC reliability fines to 
the potential for greater efficiency.  We have made the case for this in many places in this proposal.  
Indeed, the letters from utilities and vendors in this proposal attest strongly to this. 

However, quantifying these benefits is far beyond the scope of this proposal.  We suggest that BPA 
consider funding a study on the return on investment (ROI) of such better data delivery services.  (We 
thank Paul Myrda of EPRI for this suggestion to us.) 

 

VIII. Potential Environmental Impacts 
There are no potential environmental impacts of this project, and thus no requisite mitigation strategies. 

Indeed, it could be argued that better data delivery services could help avoid an environmental disaster 
that could be caused by a widespread blackout, but putting much emphasis on this would really be 
stretching it… 
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IX. List of Deliverables 
The list of deliverables is grouped into tasks that occur before Stage Gate 1 and those that occur after it.   

All SOW items correspond to the similarly numbered task described earlier (the full SOW items are later 
in this document) and as depicted in the project timeline PERT chart.  For example, the SOW item for 
Task A:1.a (denoted T:A.1.a) will be SOW:A.1.a.  Similarly, any deliverable associated with that SOW 
will be numbered in the same way: D:A.1.a.  (Of course, not all SOW tasks have deliverables.) 

Phase 1: Work Before Stage Gate 1 (First 120 Days) 
D:A.1.a.1  is the penultimate draft of this logging design document, performed in SOW:A.1.a.1.  

Due: Day 120. 

D:A.1.a.2  is the penultimate draft of this visualization design document, performed in 
SOW:A.1.a.2. Due: Day 120. 

D:A.1.a.3  is the penultimate draft of this logging user document, performed in SOW:A.1.a.3. Due: 
Day 120. 

D:A.1.a.4  is the penultimate draft of this visualization user document, performed in SOW:A.1.a.4. 
Due: Day 120. 

D:B.1.a.1  is the penultimate draft of this policy support design document, performed in 
SOW:B.1.a.1. Due: Day 120. 

D:B.1.a.2  is the penultimate draft of this policy support user document, performed in SOW:B.1.a.2. 
Due: Day 120. 

D:C.1.a.1  is the penultimate draft of this build regression  design document, performed in 
SOW:C.1.a.1. Due: Day 120. 

D:C.1.a.2  is the penultimate draft of this build regression  user document, performed in 
SOW:C.1.a.2. Due: Day 120. 

D:D.1.a.1  is the penultimate draft of this link-level logging design document, performed in 
SOW:D.1.a.1. Due: Day 120. 

D:D.1.a.2  is the penultimate draft of this path-level logging design document, performed in 
SOW:D.1.a.2. Due: Day 120. 

D:D.1.a.3  is the penultimate draft of this link-level logging user document, performed in 
SOW:D.1.a.3. Due: Day 120. 

D:D.a.1.4  is the user document for the path-level logging software, performed in SOW:D.1..4.  Due 
date: Day 120. 

D:E.1.a.1  is the penultimate draft of this hard-coded access control list (ACL) design document, 
performed in SOW:E.1.a.1. Due: Day 120. 

D:E.1.a.2  is the penultimate draft of this data encryption design document, performed in 
SOW:E.1.a.2. Due: Day 120. 

D:E.1.a.3  is the penultimate draft of this hard-coded access control list (ACL) user document, 
performed in SOW:E.1.a.3. Due: Day 120. 
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D:E.1.a.4  is the penultimate draft of this data encryption user document, performed in 
SOW:E.1.a.4. Due: Day 120. 

D:F.1.a  is a report on the detailed network configuration for the 4 initial sites and confirmation of 
network access for Phase 1, performed in SOW F.1.a. Due: Day 120. Note: this 
deliverable document is what Stage Gate 1’s “Yes/no” decision is based on. 

D:F.1.b  is a report on the initial set of PMU data for Phase 1, performed in SOW F.1.b. Due: Day 
120. 

Phase 2: Work After Stage Gate 1 (Days 121­360) 
D:A.1.b.1 is the final draft of this logging design document, performed in SOW:A.1.b. Due: Day 

270. 

D:A.1.b.2  is the final draft of this logging user document, performed in SOW:A.1.b. Due: Day 270. 

D:A.1.c.1  is the final draft of this visualization design document, performed in SOW:A.1.c.  Due: 
Day 360. 

D:A.1.c.2  is the final draft of this visualization user document, performed in SOW:A.1.c. Due: Day 
360. 

D:B.1.b.1  is the final draft of this policy support design document, performed in SOW:B.1.b. Due: 
Day 360. 

D:B.1.b.2  is the final draft of this policy support design document, performed in SOW:B.1.b. Due: 
Day 360. 

D:C.1.b.1  is the final draft of this policy support design document, performed in SOW:C.1.b.  Due: 
Day 360. 

D:C.1.b.2  is the final draft of this policy support user document, performed in SOW:C.1.b.  Due: 
Day 360. 

D:D.1.b.1  is the final draft of this link-level logging design document, performed in SOW:D.1.b. 
Due: Day 360. 

D:D.1.b.2  is the final draft of this link-level logging user document, performed in SOW:D.1.b. Due: 
Day 360. 

D:D.1.c.1  is the final draft of this path-level logging design document, performed in SOW:D.1.c. 
Due: Day 360. 

D:D.1.c.2  is the final draft of this path-level logging user document, performed in SOW:D.1.c. 
Due: Day 360. 

D:E.1.b.1  is the final draft of this hard-coded access control list (ACL) design document, performed 
in SOW:E.1.b. Due: Day 360. 

D:E.1.b.2  is the final draft of this hard-coded access control list (ACL) user document, performed in 
SOW:E.1.b. Due: Day 360. 

D:E.1.c.1  is the final draft of this data encryption design document, performed in SOW:E.1.c. Due: 
Day 360. 

D:E.1.c.2  is the final draft of this data encryption user document, performed in SOW:E.1.c. Due: 
Day 360. 
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D:F.1.c  is a report on the detailed network configuration for the remaining 3 sites and 
confirmation of network access for Phase 2, performed in SOW:F.1.c. Due: Day 360. 

D:F.1.d  is a report on the initial set of PMU data for Phase 2, i.e. for the remaining 3 sites detailed 
in D:F.1.c, performed in SOW:F.1.d. Due: Day 360. 

D:FINAL-DRAFT  is the penultimate draft of the final report, performed in SOW:FINAL.  Due: Day 
270 (3 months before the end of the first year).  Note: this deliverable document is 
what Stage Gate 2’s “yes/no” decision will be based on, i.e., a stop gate before Year 
2.  (Of course, the Year 2 Proposal also has to be approved by BPA.) 

D:FINAL  is the final draft of the final report, preformed in SOW:FINAL.  Due: Day 360. 

D:CODE  is the final version of the GridStat source code developed on this project, on all SOWs 
involving coding and testing. Due: Day 360. 
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X. Stage Gates & Decisions at Them 
The first year of the proposal has two stage gates, depicted in Figure 2.   

Stage Gate 1 is four (4) months into the project.  At this point, it will make no sense to continue if the 
network access details have not been finalized (if all the utilities somehow change their mind, or for 
example if the WSU research networks got shut down).  WSU will demonstrate to BPA that the 
adequate network access has been gained at the end of the 4th month. 

The design and user documentation tasks will go on in parallel with such finalizations.  These consist of 
Tasks A.1.a, B.1.a, C.1.a, D.1.a, E.1.a, F.1.a, F.1.b. 

Stage Gate 2 is at 12 months into the project.  At this point, if BPA feels that the technology has not 
shown sufficient promise, then there is no sense in continuing the project.  In this case, BPA will decide 
not to fund our Year 2 proposal. 

The implementation and testing tasks happen between Stage Gate 1 and Stage Gate 2.  These consist of 
Tasks A.1.b, A.1.c, B.1.b, C.1.b, D.1.b, D.1.c, E.1.b, E.1.c, F.1.c, F.1.d, G.1.a. 

 
Figure 2: Project Stage Gates 
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XI. Project Timeframe 
The timeline for the project is given in Figure 3. The tasks are numbered as in earlier section giving 
details of the proposed project.  (E.g., Task A.1.b taking 150 days is denoted “T:A.1.b=150”).   Nodes 
“X”, “Y”, and “Z” are intermediate milestones between two tasks that must be performed in sequence 
(as depicted below, most of the tasks in each of the two major phases (before and after Stage Gate 1) can 
be performed in parallel. 

 
Figure 3: Project Timeline PERT Chart 
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XII. Project Participants and Relevant Experience 
Overview and Organization 
The proposed project would be performed at WSU’s Pullman campus, interacting with the remote sites.  
Dr. Bakken will be the lead PI and Project Manager.  Dr. Hauser will be a PI, and Dr. Bose will play a 
consulting role. 

This project will also involve hiring two FTEs of staff programmers as well as a few graduate research 
assistants and undergraduate programmers.  We now provide overviews of the qualifications of the key 
personnel, and then more detailed qualifications of the PIs. 

David E. Bakken is an associate professor of computer science in the School of Electrical Engineering 
and Computer Science (EECS) at Washington State University (WSU). His research interests include 
middleware, distributed computing systems, fault tolerance, and quality of service frameworks. Prior to 
joining WSU, he was a scientist at BBN Technologies, the company that built the first internet in 1969; 
there he was an original co-inventor of the Quality Objects (QuO) framework. He has consulted for 
Amazon.com, Network Associates Labs, and others, and he has also worked as a software developer for 
Boeing.   

Prof. Bakken is very experienced at managing applied R&D projects, both in industry and at WSU.  He 
has been a PI on projects funded by NIST, DARPA (multiple), NSF (multiple), Air Force Research Lab 
(multiple), and DoE.  He is also very experienced in researching and developing wide-area middleware 
systems.  The QuO project at BBN had more than 70 man-years of BBN labor invested in it, and was the 
key integrating technology for the DARPA Quorum program and others.  For example, in one capability 
demonstration for the Navy circa 1998, 8 different research groups’ technologies were integrated with 
QuO to show adaptation and quality of service provisioning at many levels and locations in a wide-area 
system. 

More on his technical background, including deeply technical letters of references from Amazon, HP 
Labs, and others, can be found at Hwww.bakken-middleware.comH; more details on his funded research 
projects can also be found there (link to his CV/resume).  

Carl H. Hauser is an associate professor of computer science in the School of EECS at WSU. His 
research interests include distributed computing systems, concurrent programming models and 
mechanisms, networking, and programming language implementation. Prior to joining WSU, he worked 
at Xerox Palo Alto Research Center and IBM Research for a total of more than 20 years and was a 
coauthor of a seminal paper on epidemic multicast algorithms. 

Prof. Hauser has been a PI on research projects funded by NSF, DHS, and DoE. 

Anjan Bose is a Distinguished Professor in Power in the School of EECS at WSU. His research interests 
include energy control centers, power systems analysis, and power system operations. He is a member of 
the US National Academy of Engineering and a member of the US National Research Council 
committee on Improving Cybersecurity Research in the US. He has worked in industry for Consolidated 
Edison and for Control Data and consulted for companies and governments worldwide. 

Dr. Bose has been involved with many research projects funded by DoE, DHS, NSF, and others. 

Dr. Bose initiated the GridStat effort by recruiting Dr. Bakken, when the latter joined WSU in 1999, to 
help rethink power grid data delivery services from the ground up.  They have been collaborating since 
then, and Dr. Hauser joined them in 2001.  This trio represents by far the largest concentration in the 



Advanced Data Delivery Services 34 Washington State University 
 

world of the necessary multidisciplinary expertise and effort in rethinking the power grid’s data delivery 
services. 

Programming Staff 
WSU will hire two FTE of staff programmers for this project.  We already have two lined up: Dave 
Anderson and Loren Hoffman.  Both  

• Have been GridStat paid programmers as undergraduate computer science majors for more than 
a year 

• Are easily in the top tenth of their class in terms of intellect and programming skills 

• Are almost done with their undergraduate degrees in December 2008, only needing a few more 
classes 

• Have agreed to be staff programmers all of 2009 at least on this project, if funded.  This is a huge 
schedule risk mitigation. 

If necessary, we will add programming staff in May 2009. This will be fairly easy to do from WSU 
graduates because Bakken and Hauser teach “meaty” systems programming classes and can identify 
excellent programmers, and we will have six months to identify and recruit them, and probably even get 
them started working part-time on the project. 

This project will also involve a number of graduate research assistants, to help research, implement, and 
evaluate some of the more advanced capabilities of this pilot project.  

Contact Information: 

Prof. David Bakken 
School of Electrical Engineering and Computer Science 
Washington State University 
PO Box 642752 
Pullman, Washington, USA 
+1 509 335 2399 (w) +1-509-592-0238 (m) 
Web: Hwww.gridstat.netH & Hhttp://www.eecs.wsu.edu/~bakken 
email: Hbakken@eecs.wsu.edu 
Skype: dave.bakken 

Other Misc. Info 

For more information on how we will interact with other utilities on this project, see both the detailed 
technical description and also the letters of support contained in this volume.  Similarly, discussion of 
our past interactions with other utilities are contained throughout this proposal. 

We will hire no consultants, subcontractors, or other third parties for the proposed project. 

The WSU facilities for this research are Room 309 of the Engineering and Teaching Research Lab 
(ETRL) building  on WSU’s campus.  This has approx 1300 square feet for student cubicles and all the 
GridStat laboratory equipment. 
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PI Qualifications 
Dr. David Bakken 

Professional Preparation 
B.S. in Computer Science, 1985, Washington State University, Pullman 
B.S. in Mathematics, 1985, Washington State University, Pullman 
M.S. in Computer Science, 1990, The University of Arizona, Tucson 
Ph. D. in Computer Science, 1994, The University of Arizona, Tucson 

Appointments 
Visiting Professor     June 2004 – June 2005 
University of Oslo, Oslo, Norway 
Visiting Professor      June 2004 – June 2005 
Simula Research Lab, Fornebu, Norway 
Assistant Professor & Associate Professor  June 1999 – present 

Washington State University, Pullman WA 
Scientist        July 1994 – June 1999 

Distributed Systems Department, BBN Technologies, Cambridge, Mass 
Software Engineer       June 1985 – July 1988 

Boeing, Seattle WA 

Selected Publications 
Most Related to Proposed Project 

1. Carl Hauser, David Bakken, and Anjan Bose.  “A Failure to Communicate: Next-Generation 
Communication Requirements, Technologies, and Architecture for the Electric Power Grid”, 
IEEE Power and Energy, 3(2), March/April, 2005, 47–55. 

2. K. Tomsovic, D. Bakken, M. Venkatasubramanian, A. Bose.  “Designing the Next Generation of 
Real-Time Control, Communication and Computations for Large Power Systems”, Proceedings 
of the IEEE (Special Issue on Energy Infrastructure Systems), 93(5), May, 2005. 

3. K. Harald Gjermundrød, David E. Bakken, Carl H. Hauser, and Anjan Bose.  “GridStat: A 
Flexible QoS-Managed Data Dissemination Framework for the Power Grid”, IEEE Transactions 
on Power Delivery, to appear in 2008 (accepted November 2007).   

4. Hauser, Carl H., Bakken, David E., Dionysiou, Ioanna, Gjermundrød, K. Harald,  Irava, Venkata, 
Helkey, Joel and Bose, Anjan. “Security, trust and QoS in next-generation control and 
communication for large power systems,” International Journal of Critical Infrastructures, 
Inderscience, to appear, 2008. 

Other Significant Publications 
1. V. Krishnaswamy, and M. Ahamad, and M. Raynal, and D. Bakken.  “Shared State Consistency 

for Time-Sensitive Distributed Applications”, in Proceedings of the Twenty First International 
Conference on Distributed Computing Systems (ICDCS-21), IEEE, Tempe, Arizona, April, 2001.  
(Best paper award among 217 submitted from 19 countries.) 
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2. Zinky, John A. and Bakken, David E. and Schantz, Richard E., “Architectural Support for 
Quality of Service for CORBA Objects”, Theory and Practice of Object  Systems (Special Issue 
on CORBA and the OMG), 3:1, April 1997, 55-73. (Cited >400 times as of 2008.) 

3. Zinky, J. and O’Brien, L. and Bakken, D. and Krishnaswamy, V. and Ahamad, M.  “PASS: A 
Service for Efficient Large Scale Dissemination of Time Varying Data Using CORBA”, in 
Proceedings of the Nineteenth International Conference on Distributed Computing Systems 
(ICDCS-1999), IEEE, Austin, TX, May 31 – June 5, 1999, 496-506.  

4. Franz, A. and Mista, R. and Bakken, D. and Dyreson, C. and Medidi, M.  “Mr. Fusion: A 
Programmable Data Fusion Middleware Subsystem with a Tunable Statistical Profiling Service” 
(Software Demonstration paper),  in Proceedings of the International Conference on Dependable 
Systems and Networks (DSN-2002), IEEE/IFIP, Washington, DC, June 2002, 273–278. 

Synergistic Activities 
• Dr. Bakken has developed middleware with impact: QuO at BBN (used in demos with military 

aircraft and UAV/naval), GridStat at WSU (deployed in tech demo with electrical utility since 
2004), and MicroQosCORBA (benchmarked as fastest CORBA among many academic and 
commercial versions in some key tests by Lockheed Martin). 

• Doctoral committee for multiple PhD and MS EE students involved in power research. 
• Doctoral committee member with voting rights for Georgia Tech (twice), Carnegie Mellon 

University, Chalmers University (Sweden). 
• Consultant to Network Associates Inc. Labs (NAI Labs) on DARPA-funded Byzantine fault 

tolerant CORBA; Amazon.com on scalability and replication issues; TriGeo Network Security 
Inc. 

• Member, Board of Directors, TriGeo Network Security (2001-2002). 
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Dr. Carl Hauser 
 

Professional Preparation  

Washington State University Computer Science B.S. Summa Cum Laude 1975 

Cornell University  Computer Science M.S. 1977 

Cornell University  Computer Science Ph.D. 1980 

 

Appointments  

Associate Professor, Washington State University, School of Electrical Engineering and Computer Science, 
August 2001-present 

Manager, Technical Infrastructure Support and Development, Xerox Palo Alto Research Center, December 1996-
July 2001  

Member of Research Staff, Computer Science Laboratory, Xerox Palo Alto Research Center, November 1984 - 
December 1996  

Research Staff Member, Computer Science Department, IBM San Jose Research Laboratory (now the IBM 
Almaden Research Laboratory), January 1980 - November 1984 

  

Publications Most Closely Related to the Proposed Project 
1) Hauser, Carl H., Bakken, David E., Dionysiou, Ioanna, Gjermundrød, K. Harald, Irava, Venkata S., and Bose, 

Anjan. “Security, trust and QoS in next-generation control and communication for large power systems,” 
International Workshop on Complex Network and Infrastructure Protection (CNIP ’06), Rome, March 28-29, 
2006. 

2) Johnston, Ryan A., Hauser, Carl H., Gjermundrød, K. Harald,  and  Bakken, David E.,  "Distributing Time-
synchronous Phasor Measurement  Data Using the GridStat Communication Infrastructure," Proceedings of  
39th Annual Hawaii International Conference on System Sciences  (CD/ROM), January 4-7, Computer 
Society Press, 2006. 8 pages. 

3) Carl H. Hauser, David E. Bakken, and Anjan Bose, “A Failure to Communicate: Next Generation 
Communication Requirements, Technologies, and Architecture for the Electric Power Grid,” to appear in 
IEEE Power and Energy Magazine, March-April, 2005. 

4) Drugan, O., Dionysiou, I. Bakken, D. Plagemann, T., Hauser, C. and Frincke, D. “On the Importance of 
Composability of Ad Hoc Mobile Middleware and Trust Management,” Lecture Notes in Computer Science 
3694, Springer, 2005, pp. 149-163. 

5) Alan Demers, Daniel Greene, Carl Hauser, John Larson, Scot Shenker, Howard Sturgis, Daniel Swinehart, 
and Douglas Terry, “Epidemic Algorithms for Replicated Database Maintenance,” Proceedings of the 6th 
Annual ACM Symposium on Principles of Distributed Computing, Vancouver, British Columbia, August 10-
12, 1987, pp. 1-12. http://doi.acm.org/10.1145/41840.41841 

 

Other Significant Publications 
1) Mark Weiser, Alan Demers and Carl Hauser, “The Portable Common Runtime Approach to Interoperability,” 

Proceedings of the Twelfth ACM Symposium on Operating Systems Principles, Litchfield Park, Arizona, 
December 3-6, 1989, pp. 144-122. 

2) Carl Hauser, Christian Jacobi, Marvin Theimer, Brent Welch, and Mark Weiser, “Using Threads in 
Interactive Systems: A Case Study,” Proceedings of the Fourteenth ACM Symposium on Operating Systems 
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Principles, Asheville, North Carolina, December 5-8, 1993, pp. 94-105. 
http://doi.acm.org/10.1145/168619.168627  

3) Russell Atkinson, Alan Demers, Carl Hauser, Christian Jacobi, Peter Kessler, and Mark Weiser, “Experiences 
Creating a Portable Cedar,” Proceedings of the SIGPLAN ’89 Conference on Programming Language Design 
and Implementation, Portland, Oregon, June 21-23, 1989, pp. 322-329. 
http://doi.acm.org/10.1145/73141.74847  

4) Douglas Terry, Marvin Theimer, Karin Petersen, Alan Demers, Michael Spreitzer, and Carl Hauser, 
“Managing Update Conflicts in Bayou, a Weakly Connected Replicated Storage System,” Proceedings of the 
Fifteenth ACM Symposium on Operating Systems Principles, Copper Mountain Resort, Colorado, December 
3-6, 1995, pp. 172-183. http://www2.parc.com/csl/projects/bayou/pubs/sosp-95/www/BayouConflictsSOSP-
web_1.html 

  

Synergistic Activities 
1) Invited participant, US DHS Cyber Security Workshop, Menlo Park, CA, March, 2008. 
2) Invited participant, US DoE Cyber Security Research Needs for Open Science Workshop, Bethesda, MD, 

July 2007 
3) Invited participant, US DoE “Modernizing the Power Grid NW Summit,” April 2006. 
4) Invited participant, NSF US-Japan Workshop on Critical Infrastructure Protection, September 2004, NSF 

Workshop on CyberTrust, August 2003, and NSF Workshop on Critical Infrastructure Protection, September 
2002. 

5) Invited participant, EPRI/E2I/ABB Workshop to review functional and architectural requirements for the Fast 
Simulation and Modeling (FSM) project, Electric Power Research Institute, Palo Alto, CA November 2004 

6) Member of the Washington State University Honors College Advisory Council. 
7) Program committees: First and Second USENIX NT Symposia, 1998 and 1999. 
8) Outside reviewer: First and Second Usenix Operating System Design and Implementation Symposia,  

Fourteenth ACM Symposium on Operating Systems Principles, Seventh International Conference on 
Distributed Systems. 

9) Journal reviewer: ACM Transactions on Programming Languages and Systems, Information Processing 
Letters, Distributed Computing, ACM Transactions on Database Systems, IEEE Computer and IEEE 
Software, and IBM Journal of Research and Development. 

 

Thesis Advisor or Postgraduate-Scholar Sponsor for: 

Vaishali Chattopadhyay (Microsoft), Wei Fu (WSU), Venkata Irava (Microsoft), Ryan Johnston (Guidant), 
Supreeth Khoushik (Microsoft), Jiang Ping (Microsoft), Ramkumar Rajendran (Yahoo India), Joel Helkey (SEL 
Inc), Erik Solum, Sunil Muthuswamy (WSU), Rasika  Mudumbai Chakravarthy (WSU) 
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Dr. Anjan Bose 
 

EDUCATION 
1974  Ph.D. in Electrical Engineerin, Iowa State University, Ames, Iowa 
1968  M.S. in Electrical Engineering, University of California, Berkeley, California 
 
1967  B. Tech (Hons). in Electrical Engineering, Indian Institute of Technology, Kharagpur, 

India 
 
EXPERIENCE 
1993-  Regents Professor, School of Electrical Engineering & Computer Science (2006- 

);Dean, College of Engineering & Architecture (1998-2005); Director, School of 
Electrical Engineering & Computer Science (1993-98), Washington State University, 
Pullman, Washington. Also Distinguished Professor in Power Engineering (1993-  ). 

 
1981-93  Professor of Electrical Engineering and Director, Electric Power    
 Research Laboratory, Arizona State University, Tempe, Arizona. 
 
1976-81  Manager, Power Systems Analysis, Control Data Corporation, Energy Management 

Systems Division, Minneapolis, Minnesota. 
 
1975-76  Assistant Professor of Electrical Engineering, Clarkson University,   
 Potsdam, New York. 
 
1974-75  Post-doctoral Fellow, IBM Scientific Center, Palo Alto, California. 
 
1970-74  Instructor, Iowa State University, Ames, Iowa. 
 
1968-70  Engineer, Consolidated Edison Co., New York, New York. 
 
 
RECOGNITIONS 
Fellow, Institute of Electrical and Electronics Engineers (IEEE), 1988 
Outstanding Research Accomplishments, Arizona State University, 1993 
Outstanding Power Engineer Educator, IEEE, 1994 
PACE Award, Iowa State University, 1995 
IEEE Third Millenium Medal, 2000 
Member, National Academy of Engineering, 2003 
Foreign Fellow, Indian National Academy of Engineering, 2005 
Herman Halperin Award for Transmission & Distribution, IEEE, 2006 
PROFESSIONAL ACTIVITY 
 
Editorial Boards 
 International Journal of Electric Power & Energy Systems, Elsevier Science (2002 -  ) 
 IEEE Computer Applications in Power Magazine (1986-2002) 

IEEE Transactions on Power Systems (1990-98, 2001-02)) 
IEEE Power Engineering Letters (1997-  ) 
Electrical Engineering Handbook, Academic Press & IEEE Press (1998-  ) 

 McGraw-Hill Encyclopedia of Science & Technology (1992-98) 

Board of Directors 
 Washington Technology Center (appointed by Governor 1998-2004, Vice-Chair 2000-02 ) 
 Indian Institute of Technology Foundation (1999-  ) 
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National Academy of Engineering (Member) 
 Member, Committee on Engineering Education (2003-  ) 
Institute of Electrical and Electronics Engineers (IEEE), Fellow 
 Chairman, Power Systems Operations Committee (1999-2001) 

Chairman, Technical Program, 2000 Summer Power Meeting, Seattle, WA. 
Executive Chairman, 1993 PICA Conference, Phoenix, AZ. 
Chairman, Technical Program Committee, 1989 PICA Conference, Seattle, WA. 

Conference Internationale des Grands Reseaux Electriques a Haute Tension (CIGRE) 
 US Representative SC on Power System Operations (2006-  ) 
American Society for Engineering Education (ASEE) 
 Member, Engineering Deans Council (1998-05) 
 Member, Public Policy Committee of Engineering Deans Council (2002-05) 
Power Systems Computation Conference (PSCC), Executive Board (1999-  ) 
International Conference on Electric Power Control Centers (EPCC), Executive Board 
 

PUBLICATIONS 
Anjan Bose is the author or co-author of more than 200 publications. Following are five of his recent 
journal papers: 
“Power System Control Centers: Past, Present and Future,” (with F.F. Wu and K. Moslehi), Proceedings 
of the IEEE, vol. 93, No. 11, pp. 1890-1908, November 2005. 
“A Computationally Simple Method for Cost-Efficient Generation Rescheduling and Load Shedding for 
Congestion Management,” (with B.K. Talukdar, A.K. Sinha and S. Mukhopadhyay), International 
Journal of Electric Power & Energy Systems, vol. 27, No. 5-6, pp. 379-388, June/July 2005. 
“Designing the Next Generation of Real-Time Control, Communication, and Computations for Large 
Power Systems,” (with K. Tomsovic, D.E. Bakken and V. Venkatasubramanian), Invited Paper, 
Proceedings of the IEEE, vol. 93, No. 5, pp. 965-979, May 2005. 
“A Failure to Communicate – Next-Generation Communication Requirements, Technologies, and 
Architecture for the Electric Power Grid,” (with C.H. Hauser and D.E. Bakken), IEEE Power & Energy 
Magazine, vol.3, No. 2, pp. 47-55, Mar/Apr 2005. 
“Definition and Classification of Power System Stability,” (with P. Kundur, J. Paserba, V. Ajjarapu, G. 
Andersson, C. Canizares, N. Hatziagyriou, D. Hill, A. Stankovic, C. Taylor, T. Van Cutsem and V. 
Vittal), IEEE Transactions on Power Systems, vol. 19, No. 3, pp. 1387-1401, August 2004. 
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References  
The following people are well qualified to comment on GridStat and its research leaders, as well as how 
strongly a serious pilot project such as the one proposed will greatly benefit the industry at large: 

• BPA: Ken Martin, x2695, Faz Vakili, x2338. 

Ken Martin hosted a related seminar by Dr. Bakken on February 11, and it was attended by 13 
BPA employees from multiple groups (TECM-AMPS, TECR-CSBI, TECS-AMPS, TOTT, TOS, 
TECM).  This lasted 1.5 hours of presentation and discussion, with many coming back for 
another hour or more of discussion after lunch.  Ken also has been very involved with 
synchrophasors for BPA for many years, and has been BPA’s representative to a number of 
NASPI efforts and meetings. 

Faz Vilkili attended Bakken’s BPA seminar, and was so impressed (“others have to hear these 
new ideas” or something like that) that he arranged for Dr. Bakken to give the same presentation 
at WECC’s Data Exchange Working Group in March. 

• Avista: Don Kopczynski, Vice President of Operations, 509-495-4877. 

Don has known of GridStat since 2003, and has been very supportive, including funding a 
number of senior projects.  He is interested in investing much more in GridStat, but Avista’s 
present regulatory situation makes funding such R&D very difficult. 

• PNNL: Jeff Dagle, Chief Electrical Engineer, 509-375-3629. 

Jeff has known of GridStat since circa 2003, and has interacted with the technology and its 
researchers in a wide variety of venues since then. 

• DoE: Phil Overholt, NASPI manager, Office of Electricity Delivery and Energy Reliablity, 
202- 586-8110. 

Phil has been very familiar with GridStat since 2004, and has wanted to deploy it in a pilot 
project since then (but he keeps getting killed by earmarks and the tight federal budget due to 2 
wars). 

• Entergy: Floyd Galvan, PE; Sr. Project Manager for Research & Development; 504-576-6328. 

Floyd has know of GridStat since circa 2004, and has been pushing hard for GridStat 
involvement in a demonstration project in the SouthEastern US.  (Entergy is an electricity utility 
whose headquarters are in New Orleans.) 

See Mr. Galvan’s letter of support in this proposal. 

• TVA: Lisa Beard, Program Manager, Research & Technology Applications, 865-673-2327. 

Ms. Beard’s scope and interest in GridStat is virtually identical to Entergy’s Galvan. 

• SEL:  Dave Whitehead, Vice President of R&D, 509-334-8797.  See Mr. Whitehead’s letter of 
support and donation in this proposal. 

• DHS: Dr. Doug Maughan, Program Manager, Cyber Security R&D, 202-254-6145 (w), 202-
360-3170 (m), HDouglas.Maughan@dhs.gov H. 

There are others in the electric power industry fairly aware of GridStat’s capabilities and able to 
comment on it, including JD Hammerly (formerly of AREVA), John Minnicucci (SoCalEd), Jerry 
Stenbakken (NIST), Paul Myrda (EPRI). 
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XIII. Additional information 
The additional information in this section consists of more rationale for better data delivery services for 
the grid, and then letters of support and collaboration from vendors and utilities. 

Collectively, the information in this section is very strong support not only for the technology in general, 
but for why BPA should fund this project: the benefits of doing it and the risks of not doing it. 

a) 10BRationale 

In this section we describe more rationale for the need for better data delivery services for the power 
grid.   Much more detail on this can be found in [BHG+07]. 

The power grid’s communication network was initially developed as a result of a blackout in New York 
in the 1960s.  Since then, it has been extended piecemeal and in an ad hoc basis.  A big part of the 
reason that it is not nearly as flexible and robust as it should be is that it is largely developed by power 
engineers or at best programmers with just an undergraduate degree.  They are with very few exceptions 
not aware of the advances in the field of distributed computing research over the last few decades.  
(They know about network technology, but distributed computing—the layer above the network, which 
is a much less common expertise than computer networking.  Distributed compuging’s essence is 
embodied knowledge about how to use a network, largely in order to make it more flexible, robust. 

(We note that computer scientists are very ignorant of what advanced power research involves, or for 
that matter anything more than Kirchoff’s laws, so hopefully no offsense was taken at the above 
characterization.  A little knowledge can be dangerous; Drs. Bakken and Hauser can attest that if the 
stability of the power grid depended on computer scientist’s understanding of power dynamics, we 
would be in very big trouble.) 

Data communication projects in the power grid tend to have the following attributes: 

• Cobbled together on a per-project, piecemeal basis.  Because of this, it is very inflexible, and 
there is not nearly as much reuse of design and other things than there could be. 

• Send all real-time data to a single control center at the highest rate anyone may need it at.  This is 
very wasteful of bandwidth.  But it is understandable: in order to do anything else one needs to 
apply results and lessons from the field of distributed computing.  I.e., you need a well-
considered data-delivery service such as GridStat (or the proposed NASPInet). 

• Use TCP/IP at least (inadvisable by computer science researchers), or even web services (highly 
inadvisable by computer science researchers); see our report [BHG+07] for details. 

So-called smart grid applications rely heavily on communication, by definition, and they have a wide 
range of requirements in flexibility and other areas. Indeed, smart grids inherently need smart 
communication: flexible, timely, robust, secure, and self-healing. Clean energy solutions also need close 
integration (and hence communication) of such diverse distributed generation and storage technologies 
as chilled water plants, thermal storage, concentrated solar deployments, fuel cells, batteries, heat 
pumps, bio-mass/bio-fuels, and wind. 

The flexibilities and QoS outlined above are not a unique requirement for the US. The need for better 
communication for the power grid, and the rapid movement towards a smart grid and clean energy, are 
also prevalent in Europe [BBH06], and elsewhere. 
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But don’t just take our word on the above analysis, following are quotations from other notable people 
involved with the electric power grid. 

“To truly transform our electric grid, we must continue to make substantial investments in research 
areas like: …. Information technologies that allow for distributed intelligence.” 

DoE Secretary Samuel Bodman, “US Energy’s Future Presents a Powerful Challenge”, 10 June 
2007. 

As noted in [Cle07] (and by others): 

With the exception of the initial power equipment problems in the August 14, 2003 blackout, the on-
going and cascading failures were almost exclusively due to problems in providing the right 
information to the right place within the right time. 

At GridWeek 2007, a recent gathering in Washington, DC of those interested in modernizing the power 
grid, it was noted in a plenary presentation by DoE staff that, [Hof07] (emphasis is the presenter’s): 

The reliability of the nation’s bulk power system can be improved by developing an interconnection-
wide real-time monitoring system to give system operators a near-instant picture of the transmission 
system’s health.  

Clark Gellings of the official research arm of America’s power utilities, Electric Power Research 
Institute (EPRI), has stated, [EPRI03] (emphasis ours): 

In order to create this new power delivery system, what is needed is a national electricity-
communications superhiway that links generation, transmission, substations, consumers, and 
distribution and delivery controllers…. The ultimate challenge in creating the power delivery system 
of the 21st century is in the development of a communications infrastructure that allows for universal 
connectivity. 

The need for much better data delivery services for the grid thus seems to be understood widely, as 
evidenced by the above quotations.  However, perhaps in part because power regulators, funding 
agencies, and utilities understand the power dynamics problems much better than the IT problems, 
nobody is doing anything significant about it (despite Gellings’ admonition that this was the “ultimate 
challenge” for the 21st century’s power delivery system).  The proposed pilot project thus offers a 
groundbreaking opportunity. 
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b) 11BSupport from Utilities and Vendors 

We now provide letters of support and collaboration from both utilities and vendors for this very 
important project.  This amplifies our earlier analysis of the benefits of BPA doing this project and the 
risks of not doing it. 

The letters are from the following: 

Avista Utilities Mr. Don Kopczynski, VP of Transmission and Distribution Operations. 

In-kind donation: $220K. 

 SEL:   Mr. Dave Whitehead, VP of R&D. 

In-kind donation: $100K. 

Areva T&D  Mr. Randy Berry, VP of North American Sales 

 

EPRI   Mr. Paul Myrda, Technical Executive. 

 

Entergy  Mr. Floyd Galvan, Lead of Technology Delivery R&D 

 

SoCalEd  Mr. Michael Montoya, Director of Engineering Advancement 

   In-kind donation: $140K (for the 7 sites of their PSO software, at market value) 

 

Salt River Project Mr. Kristian Koellner, Supervisor of System Protection 

 





 
 

 

 
May 15, 2008 
 
 
RE: SEL Support for GridStat/WSU Pilot Project (BPA RFO 1038) 
  
To BPA and interested parties: 
  
Schweitzer Engineering Laboratories, Inc. (SEL) is pleased to offer our support for the GridStat 
pilot project proposed by Washington State University. 
  
SEL is a world leader in power system protection, monitoring, and control technologies. We 
believe that an important part of grid modernization is improving data communications 
throughout large geographic utility service regions. The GridStat project offers a technology to 
enable reliable communications for use in power system control systems. A successful wide-area 
demonstration of Gridstat, which this pilot project provides, would demonstrate that very fast 
wide-area protection is possible at much wider geographic scales than is done today. Utilities are 
historically risk-adverse and do not adopt new technologies unless the benefit is first 
demonstrated. This is especially true of such wide-ranging IT technologies like the GridStat pilot 
project. If successful, this project will help persuade utilities to begin the adoption of this and 
similar wide-area technology solutions.  
 
SEL will donate Synchrophasor Measurement Units, GPS clocks, Synchrophasor Vector 
Processors, and other equipment to support this project. In addition, SEL will provide product and 
application training classes. In total, this donation has a value of at least $100,000. 
  
SEL is interested in tracking the progress of this project as it progresses, and will be keen to look 
at other ways to be more involved with this important technology and demonstration. 
 
Best regards, 
 

 
 
David E. Whitehead, PE 
Vice President, Research and Development 
Schweitzer Engineering Laboratories, Inc. 
 
 
 



 
 
 
 
 

 
10865 Willows Rd NE – Willow Creek Bldg. E&F – Redmond, WA 98052 – USA 
Tel : (425) 822-6800 – Fax : (425) 250-1400 

 

May 14, 2008 
 
To Whom it May Concern: 
 
The proposed wide-area pilot project involving the GridStat technology from Washington 
State University could be extremely beneficial to the electric power industry.  With this in 
mind, AREVA T&D,Inc. would like to express our interest in seeing this pilot project 
continue.   

AREVA T&D, Inc. believes the work accomplished to date by the GridStat project is 
timely and pertinent.  This work has shown how data delivery for the power grid can be 
provided in a more flexible and reliable manner than is currently in practice today. 

Through prototyping Washington State University is able to demonstrate the flexibility, 
speed and robustness in addition to overcoming the implementation challenges. 

If applied in the proposed project, this could support the industry in attaining fast and 
robust real-time delivery of operational data.  This advanced data delivery could allow for 
improved grid operation through such advances as better protection and control 
schemes.    

We have known of the GridStat technology for some time, and recently had detailed 
discussions with Associate Professor Bakken.  As a result of these conversations, we 
believe that his team is the only group of applied computer scientists in the world to be 
doing such profound rethinking and implementation of the power grid's data 
communications. 

Suppliers and utilities are looking for proven solutions and so it is important to advance 
beyond the prototype with pilot projects.  The results of the pilot would be the foundation 
for full-scale engineering and development of an operational solution for the industry. 

AREVA T&D, Inc. recognizes the role of Utilities and Government agencies in the 
advancement of the technology for our industry, and will be monitoring the GridStat 
developments with keen interest. 
 
Sincerely, 

 
Randy Berry, Vice-President, North American Sales 
AREVA T&D Inc. - Automation & Information Systems Business, North America 
office: 425.250.2584 
cell: 425.922.0042 
 
cc: Dave Bakken, Associate Professor of Computer Science, 

Washington State University 



 

 

May 14, 2008 
 
To Whom it May Concern: 
 
I have been involved in the electric utility industry for over 30 years on both the research and utility sides 
of the business.  One significant problem with the power grid is that utilities tend to have inadequate 
visibility into their real-time conditions.  Unfortunately, the electric industry tends to move much slower 
than many industries in adopting new technologies, and this is especially true for the information 
technology side of the house (which is the main limitation to better real-time visibility into the grid).  
Power engineers tend to not be deeply familiar with the state of the art in computer networking and 
middleware, so things tend to be accomplished using older methods that require more hard-coded 
methods that tend to be more labor intensive and sensitive to disruptions due to coding errors.  Utilities 
tend to not be clamoring for wholesale changes in the way data delivery is done today, vendors are not 
providing solutions, and certainly are not going to fund leading IT research to demonstrate and validate  
 
As the co-chair of the North American SynchroPhasor Initiative - Data & Network Management Task 
Team (D&NMTT), and in this capacity I have interacted with Dr. Bakken and Dr. Hauser on a number of 
occasions regarding GridStat and NASPI issues, and am grateful that these forward-thinking computer 
researchers with very applied backgrounds are helping us solve some of the power grid’s IT problems.  I 
am familiar with their GridStat technology, and consider it to be an important enabling technology.   A 
wide-area demonstration of GridStat such as the one being proposed to BPA could be key in helping 
utilities realize how fast and robust data delivery services can be, while at the same time being much more 
flexible (much less hard-coded) than today’s data delivery services invariably are.  This in turn would 
help pave the way for wide-area protection and control schemes that are not possible today. 
 
EPRI supports the proposed pilot GridStat-BPA pilot project, and I encourage you to give it strong 
consideration. 
 
Sincerely, 

 
Paul T. Myrda, PE 
Technical Executive  
Power Delivery & Markets 
18026 Voss Dr. 
Orland Park, IL  60467 
708-479-5543 
pmyrda@epri.com 
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May 12, 2008 
 
 
RE: GridStat BPA Pilot Project Proposal (BPA RFO 1038) 
 
To BPA and Interested Parties: 
 
This letter is in support of the WSU/GridStat proposal to BPA’s RFO 1038 that would fund a wide‐area 
pilot project of the GridStat technology directly over fiber.   
 
As project lead for new technologies at Entergy, I am involved with numerous technological 
developments and consortia including the North American Synchrophasor Initiative (NASPI). The value 
of phasors and the technologies being built around a grid‐wide phasor network can only be realized if an 
intelligent communications infrastructure is available.    As such, the development and support of tools 
like Gridstat cannot be understated.   
 
I believe that Gridstat can help support and show how long‐distance data delivery can be transformed 
into an information network which is fast, flexible, secure, and available.  This communications 
infrastructure will cause an enabling generation of new technologies which will usher in a truly 
intelligent grid.  Gridstat would be the first step towards that enabling generation of work.  
 
 I commend BPA on its solicitation and encourage you to be favorable in your evaluation of Gridstat for 
future funding.   
 
Very Truly Yours, 
 
 

 
 
 
 
Floyd Galvan 
Lead, Technology Delivery R&D 
Entergy Corporation 
 





 
 

Date: 5/19/08 

RE:  SRP Support for GridStat/WSU Proposed Pilot Project (BPA RFO 1038) 

 

To Whom It May Concern: 

 

I am pleased to offer my strong support for the proposed wide-area demonstration of the GridStat 

technology. 

 

I am well aware of the GridStat technology, in my role as co-chair of the Data and Network Management 

Task Team (D&NMTT) of the North American Synchrophasor Initiative (NASPI).  GridStat technology in 

general, and Dr. Bakken’s direct help in “rolling up his sleeves” with us has had a huge impact for the 

better on how the NASPInet ideas and specification are proceeding.  There are many important 

requirements for NASPInet in terms of flexibility and robustness that power engineers have typically not 

dealt with.  However, not only has Dr. Bakken identified and articulated many of these requirements, 

and also explained clearly why they are crucial for the power grid, but GridStat technology has 

demonstrated that they are feasible, albeit in a laboratory setting. 

 

This pilot project could demonstrate convincingly to the industry that power grid data delivery can be 

much less hard-coded than it is today, and still be very fast and robust. In my opinion, this would have a 

huge impact on the industry.  Indeed, if this project is funded, SRP will want to closely track this 

technology and see how we may get more involved over time. 

 

But it has to be demonstrated and proven first: electric utilities tend to move very conservatively in 

adopting new technologies, and this is doubly true for sophisticated IT systems such as GridStat or the 

future NASPInet, technologies that power engineers do not understand deeply.  And when utilities are 

not demanding it in large numbers, vendors will not provide it. 

 

I thus urge you to give strong consideration to this novel pilot project proposal that can really show the 

industry how much better data delivery can be done.  BPA has been a leader with its earlier wide-area 

instrumentation, and this pilot project would thus represent a unique chance to move the industry 

forward. 

 
Regards, 

 

 
 

Kristian M. Koellner, PE  

Supervisor, SRP System Protection 
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XIV. Suggested Statement of Work 
The Statement of Work (SOW) items are grouped into tasks that occur before Stage Gate 1 and those 
that occur after it.  All SOW items correspond to the similarly numbered task described earlier and as 
depicted in the project timeline PERT chart.  For example, the SOW item for Task A:1.a (denoted 
T:A.1.a) will be SOW:A.1.a.  Similarly, any deliverable associated with that SOW will be numbered in 
the same way: D:A.1.a.  (Of course, not all SOW tasks have deliverables.) 

Phase 1: Work Before Stage Gate 1 (First 120 Days) 
SOW:A.1.a.1 Write a design document described in T:A.1.a for the software logging tool 

described in T:A.1.b. 

 D:A.1.a.1 is the penultimate draft of this logging design document.  Due: Day 
120. 

SOW:A.1.a.2 Write a design document described in T:A.1.a for the software visualization tool 
described in T:A.1.c. 

 D:A.1.a.2 is the penultimate draft of this visualization design document. Due: 
Day 120. 

SOW:A.1.a.3 Write a user document described in T:A.1.a for the software logging tool 
described in T:A.1.b. 

 D:A.1.a.3 is the penultimate draft of this logging user document. Due: Day 120. 

SOW:A.1.a.4 Write a user document described in T:A.1.a for the software visualization tool 
described in T:A.1.c. 

 D:A.1.a.4 is the penultimate draft of this visualization user document. Due: Day 
120. 

SOW:B.1.a.1 Write a design document described in T:B.1.a supporting hard-coded policies 
for both bandwidth usage and status router capacity. 

 D:B.1.a.1 is the penultimate draft of this policy support design document. Due: 
Day 120. 

SOW:B.1.a.2 Write a user document described in T:B.1.a supporting hard-coded policies for 
both bandwidth usage and status router capacity. 

 D:B.1.a.2 is the penultimate draft of this policy support user document. Due: 
Day 120. 

SOW:C.1.a.1 Write a design document for the build regression verification software, as 
described in T:C.1.a.. 

 D:C.1.a.1 is the penultimate draft of this build regression  design document. 
Due: Day 120. 

SOW:C.1.a.2 Write a user document for the build regression verification software, as 
described in T:C.1.a.. 

 D:C.1.a.2 is the penultimate draft of this build regression  user document. Due: 
Day 120. 
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SOW:D.1.a.1 Write a design document described in T:D.1.a for the link-level logging 
software described in T:D.1.b. 

 D:D.1.a.1 is the penultimate draft of this link-level logging design document. 
Due: Day 120. 

SOW:D.1.a.2 Write a design document described in T:D.1.a for the path-level logging 
software described in T:D.1.c. 

 D:D.1.a.2 is the penultimate draft of this path-level logging design document. 
Due: Day 120. 

SOW:D.1.a.3 Write a user document described in T:D.1.a for the link-level logging software 
described in T:D.1.b. 

 D:D.1.a.3 is the penultimate draft of this link-level logging user document. Due: 
Day 120. 

SOW:D.1.a.4 Write a user document described in T:D.1.a for the path-level logging software 
described in T:D.1.c. 

D:D.a.1.4 is the user document for the path-level logging software, performed in 
SOW:D.1..4.  Due date: Day 120. 

SOW:E.1.a.1 Write a design document described in T:E.1.a for the hard-coded access control 
list (ACL) software described in T:E.1.b. 

 D:E.1.a.1 is the penultimate draft of this hard-coded access control list (ACL) 
design document. Due: Day 120. 

SOW:E.1.a.2 Write a design document described in T:E.1.a for the data encryption software 
described in T:E.1.c. 

 D:E.1.a.2 is the penultimate draft of this data encryption design document. Due: 
Day 120. 

SOW:E.1.a.3 Write a user document described in T:E.1.a for the hard-coded access control 
list (ACL) software described in T:E.1.b. 

 D:E.1.a.3 is the penultimate draft of this hard-coded access control list (ACL) 
user document. Due: Day 120. 

SOW:E.1.a.4 Write a user document described in T:E.1.a for the data encryption software 
described in T:E.1.c. 

D:E.1.a.4 is the penultimate draft of this data encryption user document. Due: 
Day 120. 
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SOW F.1.a Conduct a detailed plan of the first year’s network sites that the demonstration 
will be deployed on, as described in T:F.1.a.  This will be broken down into at 
least 4 sites that we will have confirmed and finalized the details of access to by 
Stage Gate 1 (Day 120), and a list of candidates for the remaining 3 sites as well 
as an analysis of what is required n ext to finalize them in the second phase of 
this project. 

D:F.1.a is a report on the detailed network configuration for the 4 initial sites 
and confirmation of network access for Phase 1. Due: Day 120. Note: this 
deliverable document is what Stage Gate 1’s “Yes/no” decision is based on. 

SOW F.1.b Obtain and plan the initial set of PMU data from the 4 sites chosen in D:F.1.a, as 
described in T:F.1.b. 

D:F.1.b is a report on the initial set of PMU data for Phase 1. Due: Day 120. 

SOW G.1.a.1 Deploy GridStat over the initial set of PMU data from the 4 sites chosen in 
D:F.1.a, as described in TG.1.a. 

Phase 2: Work After Stage Gate 1 (Days 121­360) 
SOW:A.1.b Write and test the code for the software logging tool described in T:A.1.b and 

based on design document D:A.1.a.a above.  Modify the design and user 
documents if necessary changes are discovered during the development and 
testing of this code. 

D:A.1.b.1 is the final draft of this logging design document. Due: Day 270. 

D:A.1.b.2 is the final draft of this logging user document. Due: Day 270. 

SOW:A.1.c Write and test the code for the software visualization tool described in T:A.1.c 
and based on design document D:A.1.a.2 above.  Modify the design and user 
documents if necessary changes are discovered during the development and 
testing of this code. 

D:A.1.c.1 is the final draft of this visualization design document.  Due: Day 360. 

D:A.1.c.2 is the final draft of this visualization user document. Due: Day 360. 

SOW:B.1.b Write and test the code for supporting hard-coded policies for both bandwidth 
usage and status router capacity, based on D:B.1.a.1. Modify the design and user 
documents if necessary changes are discovered during the development and 
testing of this code. 

 D:B.1.b.1 is the final draft of this policy support design document. Due: Day 
360. 

D:B.1.b.2 is the final draft of this policy support design document. Due: Day 
360. 
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SOW:C.1.b Write and test the code for build regression verification, based on D:C.1.a.1, as 
described in T:C.1.b. Modify the design and user documents if necessary changes 
are discovered during the development and testing of this code. 

 D:C.1.b.1 is the final draft of this policy support design document. Due: Day 
360 

D:C.1.b.2 is the final draft of this policy support user document. Due: Day 360 

SOW:D.1.b Write and test the code for link-level logging, based on D:D.1.a.1, as described in 
T:D.1.b. Modify the design and user documents if necessary changes are 
discovered during the development and testing of this code. 

 D:D.1.b.1 is the final draft of this link-level logging design document. Due: Day 
360. 

D:D.1.b.2 is the final draft of this link-level logging user document. Due: Day 
360. 

SOW:D.1.c Write and test the code for path-level logging, based on D:D.1.a.2, as described in 
T:D.1.c. Modify the design and user documents if necessary changes are 
discovered during the development and testing of this code. 

 D:D.1.c.1 is the final draft of this path-level logging design document. Due: Day 
360. 

D:D.1.c.2 is the final draft of this path-level logging user document. Due: Day 
360. 

SOW:E.1.b Write and test the code for hard-coded access control list (ACL), based on 
D:E.1.a.1, as described in T:E.1.b. Modify the design and user documents if 
necessary changes are discovered during the development and testing of this code. 

 D:E.1.b.1 is the final draft of this hard-coded access control list (ACL) design 
document. Due: Day 360. 

D:E.1.b.2 is the final draft of this hard-coded access control list (ACL) user 
document. Due: Day 360. 

SOW:E.1.c Write and test the code for data encryption, based on D:E.1.a.2, as described in 
T:E.1.c. Modify the design and user documents if necessary changes are 
discovered during the development and testing of this code. 

 D:E.1.c.1 is the final draft of this data encryption design document. Due: Day 
360. 

D:E.1.c.2 is the final draft of this data encryption user document. Due: Day 360. 
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SOW:F.1.c Conduct a detailed plan , as described in T:F.1.c, of the remaining 3 sites as well 
as an analysis of what is required next to finalize them in the second phase of 
this project.  Due: Day 150. 

D:F.1.c is a report on the detailed network configuration for the remaining 3 
sites and confirmation of network access for Phase 2. Due: Day 360. 

SOW:F.1.d Obtain and plan the initial set of PMU data from the 4 sites chosen in D:F.1.d, 
as described in T:F.1.d. Due: Day 360. 

D:F.1.d is a report on the initial set of PMU data for Phase 2, i.e. for the 
remaining 3 sites detailed in D:F.1.c. Due: Day 360. 

SOW:G.1.a.2 Deploy GridStat over the initial set of PMU data from the additional 3 sites 
chosen in D:F.1.c, as described in TG.1.a. Due: Day 360. 

SOW:FINAL Write a final report on the performance and robustness of the GridStat software, 
as deployed in the first year’s demonstration. 

D:FINAL-DRAFT is the penultimate draft of the final report from 
SOW:FINAL.  Due: Day 270 (3 months before the end of the first year).  Note: 
this deliverable document is what Stage Gate 2’s “yes/no” decision will be 
based on, i.e., a stop gate before Year 2.  (Of course, the Year 2 Proposal also 
has to be approved by BPA.) 

D:FINAL is the final draft of the final report from SOW:FINAL.  Due: Day 360. 

D:CODE is the final version of the GridStat source code developed on this 
project. Due: Day 360. 
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