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FLEXIBLE FAULT TOLERANCE IN CONFIGURABLE MIDDLEWARE
FOR EMBEDDED SYSTEMS

Abstract

by Kevin Dorow, M.S.
Washington State University
December 2002

Chair: David E. Bakken

As computing resources become smaller and more powerful, along with
the advent of ubiquitous networking via wireless communications, embedded
distributed systems are becoming much more prevalent. An important part of the
success of these systems will be the ease in which they can be developed along
with the interoperability of the internal components (as the technology continues
to evolve). Middleware such as CORBA has been created to help developers
overcome the difficulties associated with developing distributed systems.
However, current middleware tools have not been specifically focused to deal
with issues associated with very small, embedded applications in a systematic
way.

MicroQoSCORBA is a middleware platform that focuses on embedded
applications by providing a very fine level of configurability of its internal

orthogonal components. Using this configurability, a developer can generate a



customized middleware instantiation that is tailored to both the requirements and
constraints of a specific embedded application and the embedded hardware.

The contribution of this thesis is to help develop MicroQoSCORBA, and
in particular to integrate a set of configurable fault-tolerant mechanisms so that
applications requiring a higher level of reliability could be supported. In order to
accomplish this task, research was first done to determine a set of target fault-
tolerant mechanisms that would be useful in the space defined by typical
embedded systems applications. A design phase followed to verify the feasibility
of integrating the selected mechanisms into the MicroQoSCORBA framework in
an orthogonal way. Once the feasibility and design details had been determined,
the selected mechanisms were implemented and incorporated. Testing and
benchmarking of the new mechanisms was then performed on selected platforms.
An analysis of the results along with directions for future work were identified

and documented.
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1 INTRODUCTION

Advancements in computer technology over the past decade have created
an explosion in the number of embedded systems. From airplanes to washing
machines, almost every device we come in contact with has some sort of
computing system inside of it. The number of devices manufactured across this
spectrum is staggering, at eleven billion parts per year. And soon, as ubiquitous
networking becomes more prevalent, each of these systems will have the potential
for connecting and interacting with one another to, hopefully, provide a better and
more integrated level of service.

This explosion obviously opens up a large amount of opportunities for the
computing industry. However, there are drawbacks associated with these
opportunities.  Development on embedded systems is typically fraught with
difficulties. Because of economical congtraints, for example, the available
resources of embedded system devices are extremely restricted, not only with
regard to storage and computing capacity, but also to bandwidth and reliability of
communication connections. Also, embedded systems tend to rely on proprietary,
low-level mechanisms and interfaces that are designed to function in a specific
application. In addition, due to the rapid evolution of computing technology, the
components associated with an embedded system can quickly become obsolete
and unsupported (sometimes even before a system is released into a production

environment).



In order to try and overcome the difficulties associated with distributed
(but not specifically embedded) systems, middleware technologies have been
developed and matured. Middleware is a class of software technologies designed
to help manage the complexity and heterogeneity inherent in distributed systems
[BAKO2]. More specifically, middleware is a genera term for any programming
that serves to “glue together” or mediate between two separate and usually
dready existing programs. It is commonly known as the “plumbing” of an
information system as it routes data and information transparently between
different data sources and end-user applications. It significantly reduces the
burden on application programmers by providing them with high level, platform
independent abstractions that access low level platform specific functions.

Middleware frameworks are designed to help mask some of the kinds of
heterogeneity that builders of distributed systems must deal with [BAKO02]. They
almost always mask heterogeneity associated with communication channels and
the underlying computing hardware platform. They also amost always mask the
heterogeneity associated with different operating systems and programming
languages. A specific example of one of the most popular middleware
frameworks is the Common Object Request Broker Architecture (CORBA),
which was developed by the Object Management Group (OMG) in 1989.
CORBA masks the heterogeneities listed above and also masks the heterogeneity
associated with different vendor implementations of CORBA itself (different

vendor specific implementations of CORBA can interoperate with one another).



Middleware, such as CORBA, has proven to be a valuable tool in dealing
with the many facets of distributed systems [BAKO02]. CORBA provides and
excellent object-oriented and platform-neutra middleware architecture for
developing distributed applications [OMGO02]. It provides an elegant separation
of the interface from the implementation, along with its encapsulation of
communication protocols and processing environments, and a rich set of services
and industry specific Application Programming Interfaces (APIs). This not only
alows for language independence and a high-level programming building block,
but can dso alow for many different implementation configurations and
optimizations that can be employed transparently to the client.

Current middleware frameworks are being applied to small, embedded
systems with varying degrees of success. Many high-end workstations have more
onboard CPU cache than some embedded systems have available memory in both
RAM and ROM. Thus, general-purpose frameworks developed for these memory
rich environments often fail to scale down to memory-starved environments.
Other solutions have been developed for small, embedded devices, but typically
are point solutions, supporting one hard-coded set of constraints and tradeoffs.
Consequently, they do not have the flexibility to cover the wide space of the
embedded systems market, or in many cases to provide the particular embedded
application designer with the right set of constraints appropriate for the specific

application functionality and target hardware.



Recent specifications such as the minimumCORBA and Real-Time
CORBA specifications have begun to address some of the concerns associated
with the embedded systems market, but not to the extent required [CORO02].

Besides addressing the issues associated with embedded systems, existing
middleware solutions such as CORBA aso tend to overlook the two most
fundamental problems which occur in real-world distributed applications, namely
partial failures and consistent ordering of distributed events [LAM78]. In the face
of partia failures, distributed applications may behave in an unpredictable way,
leading to inconsistent data or to other malfunctions. Moreover, reliable
asynchronous communication (part of consistent ordering of distributed events) is
critical when it comes to building scalable distributed applications, asit permits to
overlap computation with communication and hide network latencies [MAF95].

Taking al these issues into account, we have designed and implemented
MicroQoSCORBA, a configurable middleware framework for embedded systems.
It allows the middleware to be tailored both to the precise properties of the
hardware as well as to the application’s configuration requirements. We realized
during its design and development that small, embedded device middleware has
many facets associated with it. Consequently, MicroQoSCORBA has been
designed to address many of these facets, such as fault tolerance, security, power
usage, and system performance. Some of these facets are resource constraints

while others are Quality of Service (Qo0S) properties.



As MicroQoSCORBA ’s architecture was being defined to encompass each
of these facets, it was quickly determined that traditional distributed systems
architectural concepts such as “client”, “server”, “push”, “pull” and so forth were
defined at too coarse a level and were not orthogona enough for use in the fine
grained configuration control required for very small environments. To that end,
we have further refined these terms and broken them down into their respective
orthogonal components. This improved taxonomy of terms proved to be a key
component in the successful design of the MicroQoSCORBA architecture
[MCKO1].

As the embedded system market expands, many developers will transfer
into this area with a limited amount of prior experience. Hence, developing an
application would require a significant amount of research into distributed system
facets. Developers with little to no experience with embedded systems would be
faced with along learning curve in order to be able to fully take advantage of the
great flexibility that MicroQoSCORBA affords. In order to shorten this learning
curve, MicroQoSCORBA provides a set of CASE tools to aid the developer.
Using the CASE tools, the developer can specify the overall system / application
constraints in an easy-to-use graphical user interface. The tools can then use the
information provided to configure MicroQoSCORBA to meet the specified
requirements. Thus, the CASE tools provide a straight forward mechanism for

developers who are not experts in embedded systems, middleware, or quality of



service to leverage the experience of the MicroQoSCORBA development team as
instantiated in the toolkit [HAUOL].

Altogether, the MicroQoSCORBA provides a very powerful middleware
framework that is:

o targeted specifically for embedded distributed systems

e is highly configurable (which is required by the large swing in
requirements by different embedded system applications)

e provides toolkits so that even beginning embedded system programmers
can take advantage of the framework’s flexibility.

The focus of this thesis is to integrate fault-tolerance into the
MicroQoSCORBA framework in a configurable way. Consequently, the
contributions of thisthesis are:

e the analysis, design, and implementation of severa fault-tolerant
mechanisms into the MicroQoSCORBA framework

e the analysis, design, and implementation of a highly configurable fault-
tolerant group communications system.

The rest of this thesis is organized as follows. Section 2 describes
MicroQoSCORBA’s architectural taxonomy of distributed system terms. Section
3 overviews the base architecture of MicroQoSCORBA.. (Sections 2 and 3 are not
the core of this thesis, but are required to better understand the rest of the thesis).
Section 4 explains the fault-tolerant properties that were identified as candidates

to be integrated into MicroQoSCORBA. Section 5 describes the implementation



details associated with each of the fault-tolerant properties listed in section 4.
Section 6 discusses the testing and impact analysis of the fault-tolerant property
implementations on the system (in terms of memory requirements and
performance). Section 7 talks about related work in the field. Section 8 contains
the conclusion.

Appendices are aso included to aid application programmers who may be

interested in developing MicroQoSCORBA applications.



2 ARCHITECTURAL TAXONOMY

Embedded applications are typicaly unique in terms of their interaction with
other applications, the type and size of data transferred, whether or not the
application is active or passive, etc. Moreover, the devices in which embedded
applications are used on aso varies widely in terms of RAM, ROM, power
consumption, and many others. The overall space associated with embedded
system applications and hardware characteristics is quite wide and any
middleware platform designed for these systems should be able to support this
wide space. A characteristic of most embedded systems is that they are typicaly
designed with one task in mind, often a relatively ssmple one, and they are amost
always designed for a specific target hardware platform. To take advantage of
these specific constraints, we divided the properties of embedded systems and
middleware architecture into a more fine-grained definition.

The combined characteristics of the task assigned to an embedded system and
the target hardware platform dictate the tradeoffs and constraints a given
embedded application allows its middleware in order to satisfy its RAM, ROM,
power, and QoS requirements. In process of creating a framework to satisfy these
highly varying tradeoffs and constraints, we found it necessary to categorize some
of the fundamental properties of embedded systems as completely and

orthogonally as possible. As shown in Table 2.1, four key categories of interest



were identified: Hardware, Roles, Software Input/Output, and CORBA's Interface

Definition Language (IDL) sub setting [MCKO01].

Roles (Client/Ser ver /Peer
Embedded Control ( Int)eraction SW 1/0 DL
H/W Data Flow Subsetting
Flow Style
System Comp. Connection Setup | DataDirection Sync Data Message Types
e Homoge e Initiates e BitsIn | (Send/Receive) Representation
nous Setup e Bits Async (One-W e CORB Parameter Types
e Asymm e Receive Out Msy 9 & A CDR | DataTypes
etric Setup e Bits sg e MQC '
Request In/Out CDR Exceptions
HW 1/O Support S Msg Push o Message
* Seid _ _ Parallelism Msg Pull Payload
e 1-Wire | ServiceLocation e 1msy Protocols
e Paalld e Hardwi in _ e TCPIP
(Digital) red transit | Passive e UDP
*  Ethernet Logic * NmSES | pro-Active e PPP
e IrDA e Config. in e l-wire
e  Bluetoot File transit
h ¢ Name
e GSM Service Event & Notif. Direct (i.e., 110P)
© GPRS ¢ Other Services Indirect (i.e, 11OP
Gateway)
Resources
e Memory
e Power
Processing
Capabilities
e  8-hit,
16-bit,
Table 2.1: Refined Distributed Systems Ar chitectural Taxonomy




2.1 Embedded SystemsHardware

A critical factor of an embedded application is the selection of the hardware
that must be supported. Constrained hardware allows the MicroQoSCORBA
designer to constrain code generation. One key choice is the decision regarding
the heterogeneity of the systems’ hardware as well as the hardware to which these
devices will be connecting. Typically, middleware is built to support a large
degree of heterogeneity, but this does not have to be the case with embedded
systems. In most embedded system applications the hardware platforms to be
supported have been identified prior to the designing the system. The designers
therefore can (and often do) dictate a common platform for all devices within the
system as far as possible. This prior knowledge of supported platforms is
extremely important when attempting to configure middleware in an optimized
fashion. Therefore, this knowledge can be fully utilized by MicroQoSCORBA to
more efficiently deploy applications based on different system platforms. On an
aside, it can be less expensive, in a global sense, to deploy asymmetric hardware,
especidly if only a few nodes need to be resource rich and the rest can be
resource poor and thus less expensive.

A specific example of an area of configurability where prior knowledge of
the platforms to be supported can be very valuable is communications. The
hardware support for a communications layer depends on the capability of the

system. Extremely 'small’ devices might not need a full Ethernet solution or
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perhaps Ethernet will be too expensive for the target application. Support for
other communication layers should then be available for those devices.
2.2 Role Definitions

It is easy to see that the role a device plays can have a significant impact on
both the software and hardware that needs to be deployed at a node. We started
our initial design based upon a simple client/server/peer stratification of our
devices. However, it became apparent that a more constrained role taxonomy was
required to allow MicroQoSCORBA more flexibility to package only the most
limited functionality with a given application.

For example, a parasitically powered device cannot initiate a connection to
aremote system, so we can remove code that initiates a connection. Some devices
may only have the capability (or need) to either transmit or receive data. This
being the case, we can remove the modules associated with either receiving or
transmitting data from these devices.

Different types of object location management may aso be applied based
upon the needs of individual applications. Some applications may not need a
naming service to locate the peer, but a hard coded reference or an I0R, found in
a shared memory location, could suffice.

The data flow can be restricted to only bits out, only bitsin, passive, or pro-
active. Restrictions like these can reduce the complexity and memory footprint of

a distributed application by limiting the features of the marshaling library.
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Restrictions can aso be applied to the interaction style such as one-way messages

and message-push or message-pull only.

2.3 Communications Support

Based on limited platform capabilities, it is unreasonable to assume that all
embedded devices will be able to support a full 11OP (CORBA’s Internet Inter-
ORB Protocol) solution. In some applications, the cost of implementing such a
high-level communications protocol could be too expensive. Consequently,
MicroQoSCORBA provides support for additional environment specific
protocols. Some applications may also require support of severa different
protocols ssmultaneously. A server would want to receive requests from different
clients on different communication channels. This alows for great flexibility
when devel oping a distributed system on different platforms.

Extremely resource constrained devices may require a two-tiered approach
in order to communicate. These devices would use a'resource poor' protocol (like
Dallas Semiconductor’s ‘One-Wire’) [DALO2] to connect to a gateway that would
then communicate the data and commands from these devices to the Internet, with
a standardized 110OP protocol. An example of such a device is the iButton. The
iButton speaks only 1-Wire, and needs a gateway/bridge to the Internet to be able
to communicate to other devices connected to the Internet. Such a bridge can be

built using the TINI platform running MicroQoSCORBA.
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2.4 |IDL Subsetting

CORBA has a rich and powerful Interface Definition Language (IDL)
[MCKO2] that is used to define an application’s functionality. Since it was
developed with a desktop computer or higher computing platform in mind, the
full functionality of CORBA IDL is not required (or even supported) by most
embedded systems. Consequently, MicroQoSCORBA allows applications (and
the middleware generated for them) to use a subset of the standard IDL mappings.
For example, an application ideally suited for an 8-bit processor could forgo
support for 32-bit values. Thiswould save both bandwidth (only 8 bits instead of
16 or 32 bits are sent), as well as code size since marshalling / demarshalling code
for 16 and 32 bit values could be éiminated. By itself this is not a large
improvement, but combined with the fact that support for IDL exceptions could
be removed and that message formats might be constrained based on these IDL
subsets, the potential exists for significant gains in both reduced resource usage of
the hardware and simpler software.

Another area were and IDL subset is beneficia is in dealing with floating
point numbers. Some devices do not support floating point numbers, so there is
no point for the generated code and supporting libraries to handle them.
Similarly, many simple applications on small devices do not need exceptions,
because they can do nothing reasonable if one is thrown, so support for this can

also be removed in MicroQoSCORBA if specified by the devel oper.
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3 MICROQOSCORBA BASE ARCHITECTURE
In this section, we first explain the different time epochs in the development
lifecycle and the space of constraints that can potentially be bound in each. We
then describe MicroQoSCORBA'’s base architecture (as it was before the work
associated with this thesis was done) and how its constraints are bound at each
lifecycle epoch. We conclude this section with a discussion of support for QoS,
which isthe major area of contribution for the work associated with this thesis.
3.1 Lifecycle Epochs
During the progressive stages in the lifetime of distributed applications,
designers provide characteristics that define how the application may be
configured, what tradeoffs will be supported, etc. In order to capture this
information for optimization, MicroQoSCORBA has an underlying architecture
and toolkit that span the complete development cycle from first concept in the
design stages to application runtime. We divide the lifetime of a
MicroQoSCORBA project into five epochs. Design, IDL Compilation,
Application Compilation, System/Application Startup, and Run Time. Various
constraints are bound within each of these epochs. This constraint binding
provides opportunities exist for reducing and/or refining many key facets of the
application. A complete list of each constraint that may be bound would be too
large to include in thisthesis, so only afew key constraints are shown in Table 3.1

below:
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Lifecycle Epoch

Constraint Bound

Repr esentative Examples

Design

HW Heterogeneity

Symmetric, asymmetric

HW Choice

X86, TINI, ColdFire

Communications HW

Ethernet, Seridl, Infrared

Processing Capability

50 Mhz, 1 Ghz, 8bit, 32bit

System size small, medium, large (e.g., transducersto jets)
Power Usage line, battery, and/or parasitic power
IDL Compilation Communication Style Passive, Pro-active, Push, Pull
Stub/Proxy Generation Inlinevs. library usage
Message Lengths Fixed, variable length messages

Parameter Marshalling

Fixed Formats

Application
Compilation

Space/ Time Optimizations

Loop unrolling, code migration, function and
proxy inlining

Library Usage Static vs. dynamic library linkage
System /Application | Device Initidization
Startup Network Startup Bootp, dhcp

Major QoS adaptation

Select between QoS modules

Run Time

Minor QoS adaptation

Adjust QoS parameters

Table3.1: Partial listing of Constraint Bounds

One of the first things to be noticed about Table 3.1

15

is that

MicroQoSCORBA’s base architecture focuses on the constraining choices that
are made early on in the lifecycle. Thisis the case, in part, because the dedicated
nature of many embedded systems allows for constraints to be determined early in
the design process. Additionally, for many embedded applications, supporting too
much adaptability during the latter stages (e.g. startup and especialy run time)

would result in additional resource consumption (e.g., memory footprint,




application context switches) that is not desirable (or even feasible in some cases).
Because of this early lifecycle focus, our MicroQoSCORBA approach contrasts
with many other reflective middleware systems such as QuO [ZBS97], which
leaves most constraints to be bound later in the cycle, in order to best facilitate
runtime adaptivity. While MicroQoSCORBA cannot afford such late binding
flexibility, in QuO it is necessary to support the runtime adaptivity necessary to
deal with the dynamic characteristics inherent in the wide-area network

environments it supports.

3.1.1 Design

The choices made in the design stage affect all future stages. Key
decisions regarding the makeup of the embedded system's network will be made
during this stage. An example of some of these key decisions are: Will all systems
deployed share the same hardware configuration (homogeneity), what processor
will be used (type, capability), will some nodes have more resources/processing
power than others (symmetry), and/or what technology will be used for

communication?

3.1.2IDL Compilation

The IDL compilation stage begins to exploit many of the constraints
bound during the previous epoch. For example if an 8-bit processor is being used,
then support for larger data types may be dropped. The communication style and

role of the devices will be set during this stage. Does the developer need this

16



device to proactively push data to other nodes? Is another role more necessary?
The IDL compiler is aso able to change the functionality of the generated code
depending upon hardware and role constraints. For example, is there enough
memory present to inline the proxy/skeleton routines within the client/servant
implementation? Can messages be constrained to be of a given size? Likewise,
can optimization be made to the data marshalling routines?
3.1.3 Application Compilation

Configuration choices that customize the middleware can also be made
during the application compilation stage. In most instances existing “off the shelf”
tools and compilers perform these compilation steps. Implementing a highly
optimized compiler is beyond the scope of the MicroQoSCORBA project to date,
but directing the performance of these compilers and tools have been determined
to be quite beneficia. Thus, if the developer knows that memory will be at a
premium, the MicroQoSCORBA configuration tools can direct the compiler to
optimize the compiled code so that space is conserved. Another constraint that is
bound during this epoch is the choice of static versus dynamic linking of library

code.

3.1.4 System/Application Startup

The binding of a few run-time MicroQoSCORBA constraints may be
delayed until system startup / application execution. The embedded device may
have some hardware configuration options that are set with buttons, switches, etc.

and these settings could control the startup state of the embedded hardware. At

17



startup, the device's networking parameters might be automatically configured
(e.g., DHCP). Another binding constraint is that ROM may be more plentiful than
RAM. Thus, multiple implementations could be written and burned into the
device’s ROM, then at startup the appropriate implementation could be loaded
into RAM. This mechanism would allow a device to adapt to its environment in a

Very coarse way.

3.1.5Run Time

A conscious choice has been made to limit the run time flexibility of a
MicroQoSCORBA system. While it is true that many embedded systems exist
which have sufficient computing resources that can support flexibility at run time,
we have found that the growth area in embedded systems middleware is in the
low end of the market where flexibility is neither required nor cost effective. In a
few cases, increased flexibility might actually be detrimental in the sense that the

predictability of adevice's performance might suffer.

3.2 Architecture

One of the key benefits of MicroQoSCORBA isits ability to support awide
range of embedded devices. This is accomplished by exploiting the various
constraints that are bound in each lifecycle epoch, as well as by using some novel
adaptations in the standard CORBA architecture. The architecture of

MicroQoSCORBA, isshown in 3.2.
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In order to better present the contributions of this thesis, the figure above
does not include the fault-tolerant mechanisms that were developed. The
architecture resulting from this work will be presented in section 4.

Note in Figure 3.2 that the IDL compiler has an increased role, and that the
interaction between the ORBs and the underlying communications technology has
changed. We now discuss each of thesein turn.

3.2.11DL Compiler
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Every CORBA development environment has an IDL compiler. This
compiler is responsible for parsing an application's IDL files and producing the
appropriate stub and skeleton code. In most cases the IDL compiler assumes that
one canonical ORB implementation exists. For the standard desktop/workstation
environment this is a reasonable assumption, since sufficient resources usually
exist at the desktop to bundle in “everything” that is needed into one ORB
implementation.  However, this assumption is inappropriate for
MicroQoSCORBA because “one size fits all” ssimply does not scale down to small
embedded devices. Consequently in the MicroQoSCORBA development
environment, the IDL compiler generates stubs and skeleton code that has been

optimized for a customized ORB.

3.2.2 Customized ORBs and POAs

Resource optimization in the stub and skeleton code for a given
application is fairly limited. Thus, MicroQoSCORBA supports the ability to use
customized ORB instances, severa of which could coexist in the
MicroQoSCORBA development environment. Depending upon the choices
discussed in Sections 2 and 3.1, multiple ORBs and POAs might exist. Some of
these could be automatically generated via the CASE tools or they could be
custom, “hand coded” ORBs that are finely tuned to a given application.

The IDL compiler is made aware of the existence of the customized ORBs

via various configuration settings. When the IDL compilation takes place the
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compiler inserts appropriate statements into the generated stub and skeleton code

so that the desired ORB/POA implementation is used.

3.2.3 Communications L ayer

Increased functionality in communications generally comes with an
associated increase in cost. Thus many embedded devices have very limited
communications abilities. For some applications, the support for 110P
interconnectivity may actually entail more code than is required for the
application logic. Consequently, support for alighter-weight communication layer
is needed. On the client side, the IDL generated stubs have a reference to the
protocol and transport layer to be used. These references are given to the ORB so
messages may be sent / received as needed. We note that the ORB could have
used an abstract factory pattern [GHJIV95], but that would have required linking
in functionality for all of the MicroQOSCORBA's communication layers into a
given application, something that was neither needed nor desired.

UDP is one of the transport options supported in MicroQoSCORBA. TCP
properties—being strictly sequential, with a fixed retransmission model geared for
bulk data, high kernel resource usage, slow-start mode, and impracticality for
wireless links—were the primary reasons for us to look beyond the TCP transport
protocol for MicroQoSCORBA. In addition, not all devices have TCP support, for
example most WAP enabled devices do provide datagram support at the wireless
datagram protocol layer, but have no TCP support [WAPO2]. Also, Wireless

CORBA addresses wireless requirements and mobility, but not low resource
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usage. We alow for both reliable and unreliable UDP, depending on application
requirements. For further information regarding the implementation of
MicroQoSCORBA over UDP, refer to [DAMO02].

We intend for MicroQoSCORBA to eventually support many protocols and
transports, and have designed and built it accordingly. In addition to the standard
[1OP and I1OPlite protocols, other highly constrained protocols will exist. These
protocols will be extreme subsets of the standards and will only work because of
the choices made during the lifecycle epochs that would allow for the removal of
unneeded functionality (e.g., exceptions, large data types, unneeded messages).

Environment-specific transport layers will aso be deployed as needed.

3.2.4 Quality of Service

A key component of MicroQoSCORBA's architecture is the use of
customized ORB and POA components. As mentioned previously, “One size does
not fit all”, and this is even more factual when it comes to quality of service
issues. We are presently designing quality of service subsystems to support real-
time performance, security, and fault tolerance (this areais the focus of thisthesis
and will be discussed in more detail in the next section). In each of these
subsystems, there are multiple implementations of the subsystem, offering
different tradeoffs of quality of service versus resource consumption (e.g.,
encryption strength versus memory and power usage). MicroQoSCORBA's
profiling and CASE tools will allow the user to pick and choose a set of

compatible quality of service subsystem implementations, ruling out ones that do
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not make any sense to combine (something the developer cannot, in general,

know).
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4 CONFIGURABLE FAULT-TOLERANT MECHANISMSFOR
MICROQOSCORBA

Most applications in the realm of embedded systems require some level of
dependability in order to be successful. In this context, dependability can be
defined as follows. "The measure in which reliance can justifiably be placed on
the service delivered by a system” [LAP92]. The need for this dependability
stems from the fact that many embedded systems are mission critical (i.e. fly-by-
wire systems in airplanes, anti-lock braking systems for cars, remote banking
systems, etc.). It is because of this need of dependability that we felt it was
important to add fault-tolerant mechanisms to MicroQoSCORBA.

The first step in adding fault tolerance into MicroQoSCORBA was to
examine the space defined by embedded system applications and identify fault-
tolerant mechanisms that could be beneficial. A review of each identified
mechanisms was then done to determine the feasibility of creating an
implementation in the MicroQoSCORBA architecture.

Table 4 summarizes the fault tolerant mechanisms that were selected to be

incorporated into the MicroQoSCORBA framework
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Table4.1: Fault Tolerant Mechanismsin MicroQoSCORBA

Figure 4.1 shows the new architectural diagram with the fault-tolerant

mechanisms incorporated:
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These mechanisms will be discussed in more detail in the following subsections.
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4.1 Temporal Redundancy

Tempora redundancy consists of doing the same thing more than once, in
the same or in different ways, until the desired effect is achieved. A simple
example of temporal redundancy is the retransmission of a message in order to
tolerate omissions due to electromagnetic noise or temporary receiver overflow
[VRO1].
4.2 Spatial Redundancy

Spatial redundancy consists of having severa copies of the same
component. The same information can be stored in severa disks, tolerating the
loss of one disk (if disks are placed very far apart, we can even tolerate events
such asfloods or fires). Different nodes can compute the same result in parallel to
ensure that, even when one of them crashes, the result is available on time (active
replication). In a distributed system, information can be disseminated along
different network paths, to survive physical media damage [VRO01].
4.3 Value Redundancy

Vaue redundancy consists of adding extra information about the value of
the data being stored or sent. This extra information is normally control data in
the form of codes that alow the detection, or even the correction, of integrity
errors in the data being stored or transmitted. For instance, a parity bit or an error
correcting code can be added to memory chips or to disk structures, respectively

to detect or detect / correct data corruption. Frame check sequences or cyclic
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redundancy checks can be added to the data being transmitted in order to detect
multi-bit corruption by noise.
4.4 Reliability

Reliability is a fault-tolerant property with two underlying mechanisms that
have been selected for implementation in MicroQoSCORBA. These mechanisms

are group communication and failure detection.

44.1 Group Communication

According to [CVKO01], group communication is a means for providing
multi-point to multi-point communication, by organizing processes in groups. A
group is a set of processes which are members of the group. Each group is
associated with a name. Processes communicate with the group members by
sending a message targeted to the group name; the group communication service
delivers the message to the group members.

Group communication systems have two main aspects associated with
them: reliability aspects and ordering aspects [VR0O1]. Reliability aspects deal
with the message delivery guarantees. Ordering aspects deal with the message
ordering guarantees. As we will see in later sections of the thesis, the group
communication system that has been implemented in the MicroQoSCORBA
framework supports multiple levels of both reliability and ordering to provide
even more flexibility.

Group communication systems are a fundamental building block of fault

tolerant distributed systems. Typical applications in which group communication
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systems are used include all forms of replication (active, primary-backup, etc.),
support for distributed and clustered operating systems, distributed transactions

and database replication, load balancing, and collaborative computing.

4.4.2 Failure Detection

Failure detection is any mechanism that can detect and diagnose failed
components in a system. It is fundamenta to fault-tolerance in that a very
important aspect of being able to handle errorsin a system involves being able to
identify where they are coming from. Once this is accomplished, the source can
be either disconnected or repaired—either way resources are no longer wasted

trying use the component, which also helpsin the area of performance.
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5 IMPLEMENTATION AND INTEGRATION

This section will present the implementation and integration details of each of
the fault-tolerant mechaisms described in the previous section. In addition, future
areas of follow-on work along with some lessons learned will be presented.

51 Temporal Redundancy

Tempora redundancy for the communication channel was chosen as the
gpecific implementation of the tempora redundancy mechanism in
MicroQoSCORBA. Thistype of redundancy allows the system to tolerate up to k
omission failures by alowing the user to specify a fixed number of automatic
retransmissions (k+1). The failure model that is supported by this mechanism is
omissive transient faults.

This mechanism is configurable from the CASE tools that are used to
generate a custom ORB that fits the QoS requirements for a particular application.
The user is able to specify the number of omission failures that need to be
tolerated in the CASE graphical user interface (GUI). Based on this selection, the
code for both the client and server portions is generated with the following
functionality: (1) The message sending mechanism for both the client and server,
which resides in the Transport classfiles, is modified to send the required number
of retransmissions of every message delivered. (2) The message receiving
mechanism for both the client and server, which resides in the Delegate class files

for the client and the Handler class files for the server, is modified so that
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duplicate messages are not processed. Specifically, unique messages are
identified by an identification (ID) field in the header of the message. When a
message is received, its ID field value is extracted and then compared against a
message history buffer that stores the ID field values of the last 50 messages that
have been received. If amatch isfound, the message is assumed to be a duplicate
and is not processed further. If amatch isn’t found, the message is assumed to be
a new message—the ID field value is loaded into the message history buffer and
the message is passed on to the ORB for further processing.

An area of follow-on work would be to provide some options for how to
process the duplicate transmissions that are received. For example, in order to
provide a higher quality of service, one may elect to compare the duplicate
messages to identify possible errors in transmission. Above and beyond error
detection, it may be beneficial to support a voting on the agreed upon message
content by amgjority of the retransmissions (in the presence of errors).

5.2 Spatial Redundancy

Spatia redundancy for the communications path was chosen as the specific
implementation of the spatial redundancy mechanism in MicroQoSCORBA. This
type of redundancy allows the user to specify multiple communication paths (i.e.
Ethernet, one-wire) to deliver messages for message omission and channel failure
tolerance. The failure model supported by this mechanism is omissive transient

and permanent faults.
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This mechanism is also configurable from the CASE tools—the user can
specify multiple communication paths to be supported by both the client and
server. The generated client and server codes are then modified to support the
selected paths. On the client, the Delegate class is modified to contain a
collection of transports (which is populated with the transports that correspond to
the selections made in the CASE tools). When message sending and receiving
takes place, it is processed by all transport elements in the collection. On the
server, multiple message handlers are instantiated for the communication types
selected from the CASE tools. This alows the server to process messages from
al different communication paths that need to be supported.

Areas for follow-on work include the following: (1) The client ignores any
duplicate messages that are received from other communication paths. It may
provide value (just as with the tempora redundancy) to provide some options for
how the duplicate messages are processed. These options could range from
simple error detection (detection of differences in any of the messages) to voting
to provide the value agreed upon by maority of the duplicate transmissions
(depending on the number of redundant channels). (2) The server processes all
messages that are received (even the duplicate messages on the redundant
communication channels). This may not be suitable for a server application that
can update its state based on messages received. A way to overcome this may be

to implement a mechanism to detect the duplicate messages that are received and
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be able to respond to them without processing them (by sending the same
response that was sent for the original message).
5.3 Value Redundancy

Value redundancy in the form of a checksum included in messages was
chosen as the specific implementation of the value redundancy mechanism for
MicroQoSCORBA. Thistype of redundancy allows the contents of a message to
be validated before being processed. The fallure model supported by this
mechanism is assertive transient faults.

This mechanism is selectable from the CASE tools GUI. When selected,
the transport classes of both the client and server are modified so that a checksum
value is calculated and included with each message that is sent. Upon receipt the
checksum value is extracted and a checksum is calculated on the rest of the
message to validate the contents. If the computed value does not match included
value, the message isrgjected (sinceit is corrupted).

Areas of follow-on work include incorporating more sophisticated error
correction codes so that a corrupted message could be repaired instead of
dropped. Another option would be to incorporate code to request retransmissions
of messages that were detected as corrupted.

54 Reliability
As mentioned in section 4, reliability is implemented in the forms of group
communication and failure detection mechanisms for MicroQoSCORBA. The

following subsections provide the implementation details for each.
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54.1 Group Communication

In order to provide value to some related projects, it was determined that a
stand-alone group communications system would be created and then integrated
into MicroQoSCORBA. The resulting mechanism is highly configurable and
supports the following types of group communication (note—all algorithms are
based on those found in [BIR95]):

Nonuniform Failure-Atomic Multicast—In this mode, the message sender

adds the membership list for the group at the time of the send to the header of the
message. The sender then sends point-to-point messages to al in the list. Upon
receipt the receiver delivers the message to the application and then stores the
message in a buffer until told that it is okay to delete. It also sends an
acknowledgement (ACK) back to the sender to acknowledge the fact that it
received the message. Meanwhile, the sender waits to receive ACKS from all the
members on the list. Once al the ACKS are received the sender sends a message
to al the members telling them to del ete the message copy (still store the message
ID, though, to be able to handle regjecting duplicates). Upon receipt of this
message the members do as they are told and delete the message copy. The
message ID is stored in afixed length buffer, so eventually it will be purged when
enough future messages are received. The figure below gives a pictorial version

of the algorithm.



\
>> New Message (deliver and store)
/

ACK
%
|  Garbage Collect (keep ID in buffer)

Figure5.1: Nonuniform Failure-Atomic Multicast

Dynamically Uniform Failure-Atomic Multicast—In this mode, the same

procedure described for Non-uniform Failure-Atomic Multicast is used, but
another round of messages is added before the first one. In this round the
message is sent and the receiver must buffer (and not deliver it) until the sender
has received ACKS from all members and then returned the “ok to deliver”

message. The figure below gives a pictoria description of the algorithm.
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New Message (store)
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Figure5.2: Dynamically Uniform Failure-Atomic Multicast

35



FIFO Ordered Multicast—In this mode, FIFO (First-In-First-Out) ordering of

messages is implemented on top of the two Failure-Atomic multicast protocols
listed above by adding an ordered message id for each sender (a counter) to the
message header. When messages are recelved they are delivered to the
application in an order that matches the sequence of message ids (if a message
arrives out of sequence, it is held in a buffer until it is next in the sequence to be
delivered). This process results in fbcast, which is non-uniform multicast with
sender-based FIFO ordering, and safe fbcast, which is dynamically uniform
multicast with sender FIFO ordering.

Causal Ordered Multicast—In this mode, the implementation relies on a

Vector Timestamp protocol to create the ordering (on top of the two failure
atomic protocols to provide reliability). The Vector Timestamp is a count of
causally prior messages for each process. A sender labels a message with the
current Vector Timestamp at its host. The receiver of the message delays
delivering it until (1) it is the next message in the sequence from the sender, and
(2) every causdly prior message from the other processes has been delivered.

The figure below gives a pictorial representation of the algorithm.
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Figure5.3: Causal Ordered Multicast

Totally Ordered Multicast—In this mode, a moving sequencer algorithm was

implemented to supply the total ordering (ignoring the causality requirement). In
the sequencer implementation, a single member of the group is responsible for
supplying the ordering of the messages (the messages are sent to all members and
cached until the sequencer sends the ordering for that message). The “moving”
part provides fault tolerance in that if the sequencer fails, another group member
takes over the sequencer role.

All of the above modes for the group communication system are selectable
from the CASE tools GUI. The group communication package is then integrated
as a member of the server orb class. Also, the server transport classes are
modified to multicast any messages received to all group members. This allows

for replicated serversto be created and maintained.
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There are several areas for follow-on work. The group communication
package could be expanded to support more communication modes (virtua
synchrony, total ordering with causality, etc.). Also, options could be provided to
specify how the responses from replicated servers should be handled (could range
from error detection to voting and maority approved values). Group

communication support among clients could also be explored.

5.4.2 Failure Detection

Faillure detection has been implemented in the context of the group
communication system for MicroQOSCORBA. The user can specify a timeout
period for messages as part of the group communication system configuration in
the CASE tools GUI. Using the value, the group communications package has
code to monitor both the senders and receivers of messages. If responses to
messages do not occur within the specified timeout period, the associated group
member(s) is removed from the group and a view change message is multicast to
the remaining group members. Any messages that were in transit when failures
occur are handled via the failure atomic protocol selected (if the message was
partially delivered to the group, the one of the receiving group members will

assume the responsibility of finishing the message stream).
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6 RESULTSAND ANALYSIS
In this section we will examine the impact of the fault tolerant property

implementations on the performance of MicroQoSCORBA. In particular we will
focus on the impacts on memory footprint and time of execution.
6.1 Test Platform

The testing described in the following subsections was executed on three
test platforms. The first test platform was a desktop system with an Intel Pentium
4, 1.5 GHz processor, 256 MB RAM, running Linux (kernel version 2.4.9). The
second test platform was a Systronix Sale board, which has a 100 MHz alile
Systems a}100 CPU that executes Java byte-code natively. The third platform
was a Dallas Semiconductor TINI board, which is powered by a ~40 MHz
DSB80C390 CPU.
6.2 Impact on Memory Footprint

The “simple” application located in the MicroQoSCORBA sample directory
was chosen for memory footprint analysis. Below are two tables: The first
contains the total size of the class files associated with the server with the various

fault tolerant properties selected.
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Application: Simple -- (use TCP and GIOP unless stated otherwise)
Server Class File Size (bytes)
Linux TINI AJILE

No Fault Tolerance 68,654 32,882 253,985
Temporal Redundancy 69,067| 33,022 254,161
Spatial Redundancy (TCP and Unreliable UDP) 88,287 NA NA
Group Comm (Non-Uniform) 137,800 63,014 NA
Group Comm (Uniform) 142,596 NA NA
Vaue Redundancy 70,109] 33,506| 254,793

Table6.1: Memory Footprint of Server files

Notice that the impact to the server files for the properties other than the ones
associated with Group Communication is amost negligible (the largest is spatia
redundancy with ~20 kilobytes—thisis due to the added support for the additional
Unreliable UDP transport). The impact of the options associated with Group
Communication is significant, though (over double the class file size for
dynamically uniform atomic multicast support). Thisis mostly due to the fact that
the Group Communication package was developed as a stand alone module, and
consequently, has its own transport code incorporated into it. The memory
footprint associated with these modules could be significantly reduced by taking
advantage of the already existing transport mechanism in MicroQoSCORBA.

The next table contains the total size of the class files associated with the

client with various fault tolerant properties selected.
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Application: Simple -- (use TCP and GIOP unless stated otherwise)
Client Class File Size (bytes)
Linux TINI AJILE

No Fault Tolerance 53,189| 26,886 243,496
Temporal Redundancy 53,812 27,805| 243,764
Spatial Redundancy (TCP and Unreliable UDP) 62,488 NA NA
Group Comm (Non-Uniform) 53,307| 26,911 NA
Group Comm (Uniform) 53,307| 26,911 NA
Vaue Redundancy 54,913| 27,594| 244,395

Table6.2: Memory Footprint of Client Files

Notice on the client that the impact to the class file size is negligible (~1 kilobyte
or less) except in the case of Spatial Redundancy, where the extra 10 kilobytes is
the code needed to support the secondary Unreliable UDP transport.
6.3 Impact on Execution Times

The “timing” application located in the MicroQoSCORBA sample directory
was chosen for execution time analysis. It is a simple application that contains
one method in which along value is passed from the client to the server and back
again. Inside the client the call to the method is made iteratively and timing
measurements are captured during each iteration. The average call time is then
calculated and presented. In the subsections that follow, the data acquired for this
application with different fault tolerant properties selected will be presented and

discussed.

6.3.1 Temporal Redundancy
Below are a table and a chart showing the comparison of timing results with
no fault tolerant properties selected and varying levels of tempora redundancy on

the three testing platforms.
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Execution Time (microseconds)

Application: Timing (Use TCP and GIOP unless stated otherwise)

Linux TINI AJLE
No Fault Tolerance 307 212,667 5,355
Temporal Redundancy (2 retrans) 387 278,750 238,177
Temporal Redundancy (4 retrans) 457| 407,750 271,653
Temporal Redundancy (6 retrans) 519 589,000| 26,660

Table6.3: Execution Timesfor Varying Levelsof Temporal Redundancy

Execution Timeswith Temporal Redundancy

550

500

450 -

400 +

350 -

Average Call Time (Microseconds)

300 -

250 ~

200

3 4

Number of Retransmits

Figure6.1: Plot of Execution Timeswith Varying Levels of Temporal
Redundancy

From the data it can be determined that the impact associated with temporal

redundancy is fairly linear for resource rich processing platforms—on the Linux

desktop platform there is a 30 microsecond overhead (approximate) associated

with each additional retransmission.
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additional processing required to send the duplicate transmissions along with
filtering out any duplicate transmissions that are received. As the processing
horsepower of the platform drops down, the impact of this overhead becomes
much more significant, as can be seen by the alile and TINI results. It is aso
evident from the AJILE results that there are some issues on this platform that
have yet to be resolved.

Another important finding in the testing was that it is critical to consider
the message sending rate when selecting the amount of temporal redundancy to
support. The timing application that we used initialy did not limit the message
sending rate—this caused message packet corruption problems with the higher
levels of temporal redundancy. An area of future work may be to modify the
transport code so that it can be configured to throttle the message sending rate to a

given value (which could be set in the CASE tools).

6.3.2 Spatial Redundancy
The table below shows the execution times with no fault tolerant properties

selected and with spatial redundancy (using TCP and UDP transports).

Application: Timing (Use TCP and GIOP unless stated otherwise)
Execution Time (microseconds)

Linux TINI AJILE
No Fault Tolerance 307| 212,667 5,355
Spatial Redundancy (TCP and Unreliable UDP) 564 NA NA

Table 6.4: Execution Timeswith Spatial Redundancy

From the table data it can be seen that spatial redundancy causes a doubling of the

execution time. Thisis caused by the addition of code to filter out and eliminate
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processing of duplicate messages along with overhead associated with sending a
message over an additional transport mechanism. Testing results were not
available for the TINI and aJile platforms due to a lack of support for the current

UDP implementation in MicroQoSCORBA.

6.3.3 Value Redundancy
The table below shows the execution time results when running the
“timing” application with no fault tolerant properties selected and with value

redundancy enabled.

Application: Timing (Use TCP and GIOP unless stated otherwise)
Execution Time (microseconds)

Linux TINI AJILE
No Fault Tolerance 307 212,667 5,355
Value Redundancy 388| 993,800 18,840

Table 6.5: Execution Timeswith Value Redundancy

The data in the table shows a slight increase in the execution time with value
redundancy enabled on the resource rich platforms. This increase is due to the
computing time required to calculate the CRC32 checksum on both the sending
and receiving sides of a message delivery, aong with the incorporation and
extraction of the checksum from the message body. It is evident from the TINI
and alile results that computing the checksum is processor intensive, hence the

much more dramatic increase in average call time.

6.3.4 Group Communication
In order to test the execution time impact of group communication, the

server code of the “timing” application was modified to support active replication.
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This means that whenever any CORBA message was received by a member of the
server group, it used the group communications package to distribute the same
message to al other group members. The table and chart below show the
execution time results when running the modified “timing” application with no
fault tolerant properties selected and with various group communication options
selected (note group communication testing was not performed on the AJILE and
TINI boards because of some issues in converting code to function properly on

these platforms).

Application: Timing (Use TCP and GIOP unless stated otherwise)
Execution Time (microseconds)
Linux

No Fault Tolerance 307
Group Comm (Non-Uniform--2 members no order) 655
Group Comm (Non-Uniform--2 members total order) 795
Group Comm (Non-Uniform--3 members no order) 860
Group Comm (Non-Uniform--3 members total order) 1019
Group Comm (Non-Uniform--4 members no order) 1053
Group Comm (Non-Uniform--4 members total order) 1120
Group Comm (Uniform--2 members no order) 764
Group Comm (Uniform--2 members Total order) 787
Group Comm (Uniform--3 members no order) 921
Group Comm (Uniform--3 members Total order) 1060
Group Comm (Uniform--4 members no order) 1151
Group Comm (Uniform--4 members Total order) 1170

Table 6.6: Execution Timeswith Group Communication
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Execution Timeswith Group Communication
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Figure6.2: Plot of Execution Timeswith Group Communication

From the data in the table and chart it can be seen that the impact to the execution
time is significant (from ~3 times longer to ~5 times longer). This was expected
for severa reasons. As mentioned previoudy, the group communication package
was developed as a stand alone module. Consequently, it uses its own encoding
and transport mechanisms. Large gains in performance could be achieved by
modifying the package to take advantage of communication mechanisms that
aready exist in MicroQoSCORBA (since they are already optimized and
configurable). Another factor that contributed to the time increase is due to the
code necessary to generate the group communication message format (which

increases in complexity and length based on the ordering mechanism selected).
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Theincreaseis aso due, in part, to the fact that group communication requires the
sending of multiple messages to all group members (sending more messages takes

more time).
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7 RELATED WORK

MicroQoSCORBA dlows constraints to be chosen a a much finer
granularity than any other system of which we are aware of. This is because we
are designing it from the device level up rather than top-down from a reflective
architectural reference model. We know of no CORBA or non-CORBA
middleware framework that allows both the application and hardware constraints
to be used to tailor the middleware. We also have not been able to find
middleware for small, embedded devices that has been designed to support
multiple QoS properties. In particular, the QoS properties associated with fault
tolerance tend to be completely overlooked.

Emerging CORBA standards and products are only beginning to address the
deeply embedded systems market. MinimumCORBA [SIEQ1] is a cut-down
version of the full CORBA specification. It is targeted at embedded systems with
limited resources. Support for Dynamic Invocation Interface (DIl), Dynamic
Skeleton Interface (DSI), Dynamic Any, the Interface Repository (IR), and parts
of the Portable Object Adapter (POA) are removed because these are not needed
in a static system after the application has been burned into the ROM on an
embedded system. However, removing these features from a minimumCORBA

implementation only reduces the memory footprint by about half.
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The e*ORB framework by Vertel gets much smaller and closer to what is
needed with respect to memory footprint. However, thisis only a point solution
and alows no flexibility to application developers to tailor their constraints in
waly's appropriate to their applications to meet resource constraints. In addition to
which, memory footprint is only one of a host of resource and QoS issues that
must be addressed for small, embedded devices [VERO02].

LegORB (now the ‘Universal Interoperable Core’ or UIC-CORBA from
Ubicore) [UICO02] is a component based ORB targeted at Embedded devices and
PDA's. It has implementations of 6K (Palm Pilot) and 20K (Windows CE) for the
minimal Client, and 30K for the minima Server [MICO00]. It does allow some
customization. However, while there are very few details available, there seems
to be much less granularity in the choice of constraints than with
MicroQoSCORBA, and there is no support for QoS.

Another related work that is beginning is the OMG Smart Transducers
Interface Request For Proposal (RFP). Smart transducers are small, single purpose
devices (e.g., sensors and actuators) with some level of built-in processing and
communications support. This RFP is seeking to standardize a very lightweight
communications API for these devices. Thus, this effort is focused on only a
small part of the MicroQoSCORBA framework - the communication subsections
[OMGO0].

Other CORBA-based frameworks that have explicit support for Quality of

Service or employ reflection, or both, are not intended to scale down to small
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devices. These systems also generally allow adaptively much later in the design
lifecycle than does MicroQoSCORBA, which is appropriate given they are not
targeting small footprints.

MMLite [HEL98] is a modular system architecture that allows a system to be
built from object-oriented components. Targeted a embedded systems, each
application is built, either statically or dynamically, from a set of components that
determine its behavior. Depending upon the choice of components, a system with
a memory footprint as low as 10 KB has been achieved. Selecting different
subsets of components can change the QoS properties of an MML.ite application.
The primary QoS property that MMLite targets is real-time behavior. This
achieved in part via the use of multiple implementations of the scheduling
component. MicroQoSCORBA has a much broader QoS breadth (e.g., security,
fault tolerance, and real-time behavior). It is being used on processors that are
embedded in a number of multimedia DirectX accelerator boards.

While working with the Aegis Weapon System (AWS), — Lockheed-Martin
found CORBA with the standard TCP/IP transport to be unsuitable for real-time
applications, and developed an implementation of a reliable UDP/IP transport as
an adternative to TCP/IP. Their protocol adds optional reliability through
acknowledgments and retries and provides a mechanism for specifying Quality of
Service (QoS) parameters for protocol properties. Little more is known about this

work at thistime.
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Time-Triggered Architecture (TTA) is a complete commercia solution for
embedded systems created by TTTech Computertechnik AG. It provides standard
software and hardware complemented by individual services to efficiently
develop, prototype, and implement distributed embedded systems. Included in
this system are an embedded real-time operating system and a fault-tolerant
communication layer. The focus of TTA is a the interface level between
components. In contrast, MQC focuses on both the components themselves and

the interfaces between them.
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8 CONCLUSION

81 Summary

MicroQoSCORBA is a middleware framework targeting small, embedded
systems. MicroQoSCORBA is small, highly configurable to a fine level of
granularity, offers support for multi-property Quality of Service and has the
ability to scale down to memory-starved environments. In particular,
MicroQoSCORBA supports a fundamental set of QoS properties related to fault
tolerance, which allows it to address the problems commonly found in real-world
distributed applications—partial failures and consistent ordering of distributed
events. Together with a development toolkit, MicroQoSCORBA architecture
offers a development environment for embedded systems devel opers.

The contribution of this thesis was to help develop MicroQoSCORBA,
and in particular to integrate a set of configurable fault-tolerant mechanisms so
that applications requiring a higher level of reliability could be supported. In
order to accomplish this task, research was first done to determine a set of target
fault-tolerant mechanisms that would be useful in typical embedded system
applications. A design phase followed to verify the feasibility of integrating the
selected mechanisms into the MicroQoSCORBA framework in an orthogonal
way. Once the feasibility and design details had been determined, the selected

mechanisms were implemented and incorporated. Testing and benchmarking of
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the new mechanisms was then performed on selected platforms. An anaysis of

the results along with directions for future work were identified and documented.

8.2 FutureWork

Severa areas of enhancement were mentioned in Section 5 in regards to the

fault tolerant properties that have been incorporated into MicroQoSCORBA as a

part of thisthesis. Below isaquick summary of those areas:

Provide a configurable means of how to deal with duplicate messages that
are received as a result of redundancy, ranging from error detection to
voting.

Incorporate some more sophisticated error correction codes for vaue
redundancy so that corrupted messages may be repaired instead of just
dropped.

Support more modes of communication in the group communication
package (virtual synchrony, total ordering with causality, etc.)

Provide a configurable means for how to deal with responses from
replicated group members (voting, etc.)

Modify group communications package to take advantage of
MicroQoSCORBA’s existing transport mechanisms.

Explore adding group communications support on the client.

Implement failure detection as an independent mechanism (in the current

implementation it istied to the group communications package).
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APPENDIX A: INSTALLATION AND APPLICATION CREATION

INSTRUCTIONS

Installation

The installation of MicroQoSCORBA development toolkit is done in one simple
step. Unpack and un-tar the distribution to your preferred directory on a Unix
system. Assuming the current directory is “WORK_DIR” and the name of the

distribution is “MQC.tar.gz”, the command for unpacking and un-tarring is:

$ tar zxvf M. tar.gz

Thiswill unpack the necessary filesto “WORK_DIR”.

Test of installation
Running one of the example applications that comes with the distribution can test

the installation. Several steps must be taken to ensure correct operation.

1. Assuming the current directory is WORK _DIR, change directory down to
MQC/examples/simple.
2. Edit the Makefilemqcc found in the directory. Make sure the JAVA and

JAVAC variables point to the java command and the javac command
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respectively. Change the IDLPATH variable to

IDLPATH=../WORK_DIR/MQC/CASE/

Run the IDL compiler by executing
$ make -f Makefile.ngcc idl

Next, edit the generated Makefile file. Make sure the JAVAC variable points to
the javac command. Change the CLIENT_TARGET DIR and
SERVER_TARGET_DIR to point to the directories where you want the
application to reside, eg. CLIENT_TARGET _DIR=
/WORK_DIR/MQCltest/client/ and SERVER_TARGET_DIR=
/WORK _DIR/MQCltest/server/. Also change the PATH variable that points to
where the MQC libraries ae sored. This would be PATH=

IWORK_DIR/MQC/.

Next, build the application:

$ make

To dtart the server, change directory to /WORK_DIR/MQC/test/server and

execute

$ java -classpath . Server &

To start the client, change directory to /WORK _DIR/MQC/test/client and execute

$ java —classpath . Cient “cat ../server/sinple.ior’
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If the installation is working correctly, the client and server prints severa
“success” to the terminal, meaning the test was successful.
When making your own MQC application, you will need to write the Client,
Server, idl, and the server implementation java files, and save them in your
application directory.
To run your application, you need to first customize MQC to suit your application
needs by running the GUI and selecting from the various MQC properties.
The GUI can be run by either of two ways:
The first method is to change to the /WORK _DIR/MQC/CASE directory, and
execute

$ java QU . MQCConf i gur at or GUI
The second method is to copy the Makefile from a sample application into your
application directory and execute

$ make -f Makefile.ngcc gu

Select your options from the GUI and check your profile for any conflicting
constraints. Now, save the profile in your application directory as config.mqgcc.
Switch back to your application directory and run the IdICompiler (in the
MQC/CASE/ZEN_IDL directory) either directly or if you have copied the
M akefile from a sample application, by

$ make -f Makefile.ngcc idl
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Y ou now have the client stub code and the server proxy code in your application
directory. You will aso have a Makefile. If you haven’t modified the
MQC/CASE/ZEN_IDL/be/MQCMakefileGen.java file to suit your paths, you
will  need to modify Makefile's JAVAC path, and the
CLIENT_TARGET_DIRECTORY and SERVER_TARGET_DIRECTORY.
Y ou need to make sure that the target directories you specify actually exist since
they are not created.
Now run M akefile with

$ make
This command compiles al the MQC code generated in the application directory.
The client and server directories are the stand-alone directories that contain the
client and server executables that can be downloaded to the devices running the
application.
One thing that you need to be careful about is the fact that the client needs to be
able to read/access the .ior file that existsin the server directory.
To start the server, change directory to
/WORK_DIR/MQC/application_server_directory and execute

$ java Server &

To start the client, change directory to

/WORK_DIR/MQC/application_client_directory and execute

$ java dient “cat ../server/XXXX.ior"
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APPENDIX B: EXAMPLE CLIENT AND SERVER SOURCE

import MQC.*;
import MQC.holders.*;

public class Client
{
public static void main(String[] args)
{
C_ORB orb =new C_ORB();
System.out.printin("ORB created!");

Object object = orb.string_to_object(argq0]);
System.out.printin(" String to object!");

simple.testl remote = simple.test1Hel per.narrow(object);
System.out.printin("Narrow!");

byteres=0;
res = remote.funl((byte) 127);
System.out.printin("Reply: " + res);
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import MQC.*;
import MQC.holders.*;

import java.io.*;

public class Server

{
public static void main(String[] args)
{
S ORB orb=new S_ORB();
System.out.printin("ORB created!");
POA rootPOA = new POA(orb, "RootPOA™);
testlimpl impl = new testlimpl();
Object object = rootPOA .servant_to_reference( impl );
String ior = orb.object_to_string(object);
System.out.printIn("object to string!");
try
{
FileWriter out = new FileWriter(new File("simple.ior"));
out.write(ior);
out.close();
}
catch(IOException €)
{
System.out.printin("Error writing IOR");
return;
}
System.out.printin("Waiting for requests...");
orb.run();
}
}
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