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Goals of My Presentation

e Explain what ambitious/comprehensive
middleware frameworks can do

 Examples of supporting tools that such
frameworks can provide to help programmers

e Examples of WAN QoS issues and mechanisms

 Motivation and context for the loTp2p
framework that | hope to develop on
sabbatical at TUM (AY19-20 hopefully)
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Notes

 Extended slides, and a few papers, can be

found at
https://eecs.wsu.edu/~bakken/MSRS18/

— LOTS of details that are not in papers

— Shuiping: check out GridStat Slides and ProclEEE
2011 (dependable pub-sub)

 GREAT resource for applied distributed
systems projects, applications, deployments,
etc. can be found at BBN’s shadow (guerilla)
web pages at http://ds.bbn.technology/ ...

publications list there is a gold mine!
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https://eecs.wsu.edu/%7Ebakken/MSRS18/
http://ds.bbn.technology/

Overview of Sub-Presentations

e PAST: Quality Objects (QuO): CORBA QoS with
adaptability

e PRESENT: GridStat: Hard real-time pub-sub for
WANs

* FUTURE: loTp2p: Coordination framework

Note: Contrasting WAN QoS

e QuO: not even soft realtime, but make env. as
predictable for app as possible, and adapt

e GridStat: hard real-time
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Timeline of Distributed Computing

e 1969: BBN builds the ARPANET, the first internet
— Builds off of ideas from Kleinrock(UCLA), others

e 1970s: figuring out how to do network programming
— Rick Schantz joins BBN in 1973; PhD in 1974

e 1980s: figuring out how to ship data structures around
(to support distributed app programming)

— Middleware came from this
e 1981: Cronus (BBN), 1989: OMG (CORBA)

e 1990s: Quality of Service (QoS), mainly Layer3
— Bakken at BBN 1994-1999
e 2000s: Cloud Computing

e 2010s: Pervasive usage of mobile phones
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PAST: Quality Objects (QuO)

e Note: full slides on URL above

e | usually take 4 hours to go over all those QuO
slides in the start when | teach an advanced

distributed computing class
— | can do this at TUM later...
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QuO History (1)

 BBN Distributed Systems Dept had lots of experience
since late 1970s
— Distributed Applications over WANSs
— Middleware to support above (CORBA-like Cronus/Corbus)

* New Rome Lab Contract “Distributed Computing over
New Technology Networks” for a study project,
started in 8/1994
— New networking technologies coming....

— But how can they help the application level?
— (1 was hired for this, right after PhD)

e Candidate technologies:
— Multicast (DARPA: AQuA; me(lead), Birman, Sanders)
— “Reservations”/QoS (DARPA DIRM: RSVP)
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QuoO History (2)

 QuO architecture requirements and initial design: Zinky
and Bakken and Schantz (1995-6), a handful of others
since (lead by Joe Loyall)

e Ledto 7+ DARPA ITO and ISO QuO contracts til ~2005
— Flew in a Boeing military aircraft experiment
— Evaluated for use with UAVs

— One demo for US Navy had 7 DARPA technologies integrated
with QuO

— Approx 60-70 person-years of BBN labor invested in it by
DARPA & USAF

— QuO 3.0 released open source
 Used at a number of universities & companies to

integrate their QoS research (CMU, GaTech, Cornell,
U. lllinois, Wash. U. St. Louis., Columbia U, Trusted

WAmlﬁQfmya’gg@Systems(TIS) Boemg, )
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QoS Premises

 Premise 1: Different levels of service (not “all or nothing”)
are possible and desirable under different conditions and
costs

e Premise 2: The level of service in one dimension must be
coordinated with and often traded off against the level of
service in another

 Premise 3: Keep the functional and non-functional
separate if possible (“separation of concerns”)
— Let them be able to change independently (reuse)

— Let them be managed by different people (QoS specialist,
domain specialist)

 Question: How QoS-aware should client app+programmers be:
— Unaware (totally handled by something else)
— “Awareness without pain”
— Immersion (has to handle large amounts of QoS details and issues etc)
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“Awareness without Pain™ ({IB): Users” and
Application Programmers’ Awareness

Desired Utility Curve

Utility
Utility Current Utility Curve

“Working

“Broken” “WorkS” Range”

Resources
Resources . .
Utility Desired Utility Curve
“Working
Resources
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“Awareness without Pain™ ({IB): Users” and

Application Programmers’ Awareness

e Users and application programmers need to be
aware of their demand for resources, and be able to
change!

e Users/applications must understand the utility of
their demand

— know their usage patterns and QoS requirements

e Users/applications must be able to change demand
based on volatility in the environment

— need to be able to determine utility of additional
resources, and ability to do without
e System infrastructure will improve its
“transparency” over time, and its effectiveness of
masking variability
WASHINGTON STATE
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Simplified Distributed Object (CORBA) Runtime Components

bR o

COTS ORB

Client
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App-Level Adaptation Choices (1)

 How can distributed applications become more
predictable and adapt to changing system
conditions?

— Control and Reserve Resources
— Utilize alternate Resources (redundancy)

— Use an alternate mechanism (with different system
properties)
— Take longer
e reschedule for later
* tolerate finishing later than originally expected

— Do less
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App-Level Adaptation Choices (2)

 Note the multiple possible layers of adaptation:
— Client application
— Above the ORB core on client-side
— Inside the ORB
— Above the ORB core on server-side
— Server code

e QuO Premise (gospel): supporting all the above
choices is helpful!

WASHINGTON STATE
@ [JNIVERSITY Db EakkES
A 4




QuO’s Philosophy: Support Monitoring of System

Conditions & Adapting to Changes at All Levels

QoS middleware needs to integrate disparate
information (“QoS meta-data”) over:
— Providers
e QoS APl+middleware designer
QoS contract designer
application program (client)
remote object
operations staff (configure resources)
* network management information, ...
— Locations
e client host
* remote object host
* network
— Times (you bind information as time goes along..)
* language design
application development
application initialization
contract setup
change in network conditions
* invocation, ...

e AOP-like languages provide policies across this space...
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Supporting Monitoring of System Conditions and
Adapting to Changes at All Levels(cont.)

e Guarantees/correctness versus Advice/Improvement for
Predictable Behavior

— It is not feasible to provide absolute “guarantees” over WANs with
an arbitrary mix of hosts, resources, operating systems, etc.
— Yet it is very useful to be able to

e Organize information about an application’s requirements and
expected usage

* Reserve as much of the end-to-end resources as possible to make the
application more predictable (lower variance)

* QoS contracts are crucial for adaptivity, i.e., regions
representing state of QoS expectations vs. actual conditions

 Need to provide for a new role -- QoS engineer -- to help
simplify the application developer’s task

WASHINGTON STATE
@ [JNIVERSITY Db EakkES
N\ 4




Simplified CORBA Runtime Components
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CORBADOC MODEL
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~_QuO Development Steps, Tools, and Modules
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PRESENT: GridStat

WASHINGTON STATE
@ UNIVERSITY © 2018 David E. Bakken
A 4




Comms Baseline: You Can Assume
e Data delivery over WAN can be (with GridStat etc):

— Very fast: less than ~1 msec added to the underlying network
layers across an entire grid

— Very available: think in terms of up to 5+ 9s (multiple
redundant paths, each with the low latency guarantees)

— Very cyber-secure: for long-lived embedded devices and
won’t add too much to the low latencies
e E.g., RSA adds >>60 msec so not for RAS or closed-loop
e Shared keys (61850-90-5): subscriber can spoof publisher ®
e GridStat solution not vulnerable and only adds ~1msec

— Tightly managed for very strong guarantees (MPLS)

— Adaptive: can change pre-computed subscriptions

~INSTANTLY (and dynamic requests FAST)
WASHINGTON STATE
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Wide Range of QoS+ Requirements

e QoS+:

— network/middleware “QoS” (latency, rate),
availability/criticality

— Also things an implementer/deployer of WAMS-DD?
needs to know: geographic scope, quantity.

e Comparing Apples and Apples:
— Normalize each from 1 (very easy) to 5 (very hard)

 Wide ranges
— Across application families

— Sometimes within them (each configuration is
different)

WASHINGTON STATE IWAMS-DD=WAMS Data Delivery
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Normalized Values of Parameters

Difficulty Criticality/ | Quantity Geography
(5is Availability
hardest)
5 5-20 >240 Ultra Very High Across grid or
multiple
ISOs/RTOs
4 20-50 120- Very High  High With an
240 ISO/RTO
3 50-100 30- High Medium Between a
120 few utilities
2 100-1000 1-30 - Low Within a
utility
1 >1000 - - Very Low Within sub.

FA
7
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Diversity of Extreme

Apps

System [Situationall Stability jJ| Wide- | System
AnalysisiAwareness|/Assessmenf| Area (Protection
Control
Inputs | Lat. 1 2 3 — 4—
Rate 3-4 2-3 2-5 34 4-5
Crit. 3 4 4 5 5
Quan 5 34 4 2-4 24
IGeog 2-5 2-5 2-5 1-5 14
Outputs| Lat. — 1 — 3-5 5
Rate — — — 2—4 —
Crit. — 4-5 — 5 5
|Quan - 1-2 — 1— 1-3
|Geog — 2-5 — 1-5 1-3
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Internet vs. NASPInet/WAMS-DD

Network Size ~10° hosts worldwide 10° hosts on a grid, 103
“routers”

Per-Flow State Death (RIP RSVP) Very feasible

Network Design Goal Best-effort delivery for any Strong guarantees of QoS+ in

user and purpose several dimensions for grid-

specific users and purposes

Admission Cntl Perimeter None Complete

Fraction of Managed Traffic None/Very Little Almost all. All traffic subject to
policing. >>90% periodic.

Central Knowledge of Not attempted: large scale Feasible: small scale and

Topology and dynamicity relatively slow changes

Topology changes (w/o Often & without warning Not often & virtually always

failures) with warning

Frequency of Route Changes Frequent; can converge slowly Infrequent = use static topo.

WASHINGTON STATE
@ l ]lQIVERSITY © 2018 David E. Bakken
A 4




Internet vs. NASPInet/... (cont.)
Characteristic | Internet | NASPInet/WAMS-DD

Latency Achievable Slow to Medium Very fast
Latency Predictability Poor Very Good to Excellent
Recovery Delay after High (timeout waiting  Zero (redundant copies sent over
dropped packet (with for data or disjoint paths arrives virtually at
“reliable” delivery)?! acknowledgement; same time) = DO NOT USE
then two one-way post-error recovery, be
msgs) proactive!
Forwarding Unit Uninterpreted packet Update of a sensor variable
Traffic Predictability = Low Very High
Elasticity of QoS None/Low Potentially Medium-High (if
requirements power apps programmed per

previous guestions)

ll.e., latency in the case of a
WASHINGTON STATE failure, vghlch is what ultimately

IVERSITY 2018 David E. Bakken
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Other IT Guidelines for WAMS-DD

e Don’t depend on priority-based “guarantees”
(including “fairness”) for hard real-time

— They really don’t guarantee anything!
— This rules out MPLS (but 6 classes is worse for MPLS...)

* Exploit a priori knowledge of traffic
e Optimize for rate-based sensor updates

e Use static, not dynamic, routing
— Can still have adaptations to update routing tables

 Reject unauthorized messages quickly & locally
e Provide per-subscriber QoS+ ({P-Multicast)
 Don’t over-design consistency and (re)ordering
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Middleware in One Slide

e Middleware == “A layer of software above the
operating system but below the application program
that provides a common programming abstraction
across a distributed system”

 Middleware exists to help manage the complexity and
heterogeneity inherent in distributed systems

 Middleware provides higher-level building blocks
(“abstractions”) for programmers than the OS provides
— Can make code much more portable
— Can make them much more productive
— Can make the resulting code have fewer errors
— Programming analogy — MW:sockets = HOL':assembler

* Considered best practices in other (non-power)
industries for 15-20 years! (Ouch!)

'HOL=Higher Order Language

WASHINGTON STATE
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What is GridStat?

e Bottom-up re-thinking of how and why the power grid’s
real-time data delivery monitoring services need to be

e Comprehensive, ambitious WAMS-DD middleware for
power grid in coding since 2001
— Rate-based publish-subscribe middleware with
e Predictably low latency
e Predictably high availability
e Predictable adaptation

— Different subscribers to same variable can get different
QoS+ {rate, latency, #paths}

 Implementation: tightly managed overlay network
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GridStat: Rate-Based Forwarding

GridStat Management Plane (GMP)

F 3 [ F 3
Qo3 Meta-Data | ",' 1 | Qo5 Requirements
" ' T tramer o Tk
Instrumentation Instrumentation | | Control nstrumentation
]
[
ik J Sub,
Power | ; |
App
|Pr1:rxie5 * ’ Proxies

-

¥, ¥ updates ¥, ¥ updates
[ B e ] [ B e ]
Su
- — - Power --
o © Q&
App Proxies
Proxy ?
Z update ¥, Z updates

WASHINGTON STATE Note: GMP, not programmer, finds paths
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What Really is GridStat?
e GridStat at two layers

— APIs & services (including management, monitoring, ...)
at edges (e.g., last DNMTT comment)
e |.e., Middleware ~overlay with mechanisms only at edges (P2P)
— Augmented with core software defined network (SDN)
utilizing rate-based, in-network router-like Layer-3
forwarding engines (FEs)
e Also then richer management that exploits them
 Even with only 10% penetration of FEs you
have much more control and monitoring over
data degivery, and at fine granularity
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Overlay Middleware Integrating Legacy (Sub)Systems

Flow start (publisher) could GS subscriber could GridStat is

also be RTU, substation be RTU, substation * Real-Time

router, OpenPDC, etc. i.e. router, OpenPDG, ... e Overlay (sometimes)
not just a single sensor. e Middleware

GridStat Management Plane

L
'

Pt%lisher 1 b Subscriber 1
Publisher 2

M / Subscriber M

v

D = Cntl Wrapper

- P
Publisher N |_T J ) ] I_I N D = Data Wrapper

WASHINGTON STATE “«ss” could be BPL/PLC, 4G teleco,
[ INIVERSITY 801.1TSN, even best-effort internet, etc.
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Getting There from Here
Issue: how to integrate existing legacy protocols and

transition to newer ones and not break apps’ data delivery?

Existing Legacyl Protocol Infrastructure

‘*sﬁﬁxﬁ‘-Sugfgﬁberl

Leg2
Leg>/€
— N Leg?2

Existing Legacy2 Protocol Infrastructure

Legend Leg = Legacy D = Sender <] = Receiver |:|5 Data Wrapper
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Overview of GridStat Implementation & Perf.

e Coding started 2001, demo 2002, real data 2003, inter-lab (DOE)
demo 2007-8
— But power industry moves very, very slowly......

e “Utilities are trying hard to be first to be second” Jeff Dagle, PNNL

e “Utilities are quite willing to use the latest technology, so long as every other
utility has used it for 30 years” unknown

— And NASPI is pretty dysfunctional in a number of dimensions

e Implementations

— Java: < 0.05 msec/forward, 1M+ forwards/sec
e Adds less than 1 msec over underlay network (fiber, etc) over entire grid

— Cversion should be 10X-20X faster (efficient 1/0)

— Network processor: 2003 HW ~.01 msec/forward, >1M fwds/sec
e Current network processors are ~10-20x better, and you can use >1 ...

— Future: ASIC (on a chip)

* Should be competitive w/IP routers in scale: doing much less, on purpose!
 Note: no need to use IP for core ...... (ssshhhhh!): less jitter and
likely more bullet-proof (no IP vulnerabilities)
WASHINGTON STATE
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GridStat Modes

e QObservation
— Path allocation algorithms complex, not for a crisis 103+
— But power grid adaptations planned way ahead of time

e GridStat supports operational modes
— Can switch (preloaded) forwarding tables very fast

— Avoids overloading subscription service in a crisis
— Can have modes for different contingencies/modes/etc
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FUTURE: loTp2p
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Outline of loTp2p Slides

 DCBlocks baseline
e |0Tp2p taking it much further than DCBlocks
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Background

* Dominant architecture in power grid: centralized
control center (CC)
— With limited local control: protection, transformer tap

changes, reactive power control

* Big changes in the “smart grid” need
decentralized apps
— Renewables
— Much larger #sensors in field

— Faster response (w/higher availability) than round trip
to CC

— Intermittent loads (batteries: charging and DER)
— CCis single point of failure AND attack
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Challenges Abound!

e Challenges for CC based monitoring and control
— Large amount of measurement data
— Large set of system variables

— Intermittent nature of DERs (e.g. wind farms) and
battery operated loads (e.g. EVs)

— Slow control action response
 Challenges for completely local control

— Based on local disturbance and limited network visibility
— Possible cascading effect on the neighboring areas
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Distributed Computing is HARD

 Two huge facts of life:
— Variable (computer) network delay
— Partial failures

e So different cooperating processes can see
— Different message arrival order
— Different failures
— Different timeouts
— Different group membership

e Very subtle boundary cases for power engineers
to program! Can result in inconsistent decisions.
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Distributed Coordination R&D

e Since 1979!

 Theoretical papers, most algorithms never
programmed

e Papers hard for a MSCS student to
understand, very hard for him/her to program

— Impossible for a power engineer to deeply
understand, or even find

— Ergo lots of boundary cases certainly being missed
across the industry
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DCBlocks

e Decentralized Coordination Blocks

 Package up and make useable solutions to the
most useful coordination problems (open source)

e Group discovery/formation
e Group membership Power Application Logic
* Agreement/consensus
° Group Leader | ABCAST | Consensus/ | Mutual
G rou p mand ge ment Management | Election Block Agreement | Exclusion DCRBlocks
e |Leader election Block Block Block Block
e \/otin g Distributed Computing Software Platform
e Ordered multicast (ABCAST)
)

Mutual Exclusion

e \Version 0: Shwetha Niddodi, Decentralized Coordination Building
Blocks (DCBlocks) for Dedentralized Monitoring and Control of
Smart Grids, WSU MS Thesis, December 2015.
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Overview of DC Algorithms

e Consensus — Processes agree on one or more values from a set of proposed values.
Name Failure Model Computational Complexity
Message complexity Time complexity
(Number of rounds)

Simple Consensus Crash, Omission, N(F + 1) F+1
Byzantine

Interactive Consistency Crash, Omission, N(F + 1) F+1
Byzantine

K-set Crash, Omission, F/K+1 F/K+1
Byzantine

Paxos Crash, Omission, (2F+1)(N- 3) 4T
Byzantine

2 Phase Commit None 2(N-1) 2

3 Phase Commit Crash 3(N-1) 3to6

N = Number of processes

F = Number of faulty processes

K = Max possible decision values in K-set algorithm
T = Message delay
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Use Cases Identified So Far

e Power: LOTS (next slide)

e Smart Transportation:
— Intersection management for city-wide throughput management
— Countryside peer-peer (generic) coordination of vehicles
— Platoons: who will join, who rides “shotgun”, when to switch, ...

e UAV swarms: collective decisions
— May later add in specification/constratins for emergent behavior
e Both Smart Transportation & UAV Swarms need much faster
group management (future research)
— Maybe imperfect (how imperfect? Which apps can handle?)

— Maybe using position and velocity vector to predict when out of
range
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Power Use Cases So Far ([Nid15])

Decentralized Power
Applications

Distributed Voltage Stability

Distributed State Estimation

Distributed Remedial Action
Schemes

Decentralized Wind Power
Monitoring and Control
Distributed Frequency Control

Decentralized Optimal Power
Flow

Decentralized Reactive Power
Control

Decentralized Inverter Control

Applicable DC Blocks “

Group Membership, Leader Election, ABCAST [LNS+16]
Group Membership , Leader Election, ABCAST [LSA+16]
Group Membership, Simple Consensus, ABCAST [LSA+16]

Group Membership, Leader Election, ABCAST

Group Discovery, Group Membership, Leader Election,
Supply Agreement, ABCAST

Group management, Supply Agreement, ABCAST

Group management, Interactive Consistency Algorithm

Group management

e |dentified 3 more at a DOE review meeting a year ago....

WASHINGTON STATE
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Outline of loTp2p Slides

 DCBlocks baseline
e loTp2p taking it much further than DCBlocks
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loT-Coord Core

Management/ Blocks
Monitoring (Mechanisms)

Domain-Specific ACgreement/
Runtime Systms & onsensus

I O I 2 Monitoring Mech.
Leader Election

Tuneable Failure
Deteectors Negotiation

GridStat OIS OpenFMB "

DDS see e MUIticaSt UDP/IP

Cyber-sensors, physical sensors, COORD msgs /
r

WASHINGTéN STATEA Cyber-sensors, COORD msgs
@UNIVERSITY ‘
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What Can Domain Layers Add?

 Domain-specific APIs: simplified, specialized, ...

 Domain-specific policy languages Domain-
specific Coordination languages (that generate
domain-specific APl code; ~“FSA-like?)

* Domain-specific state machines to describe
negotiations (generates code)

 Domain-specific management/monitoring
mechanisms

e ...moreIBD....
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Additional loTp2p Features

e Extensible

— (Advanced) users can add new policy/constraint
language and compiler to generate loTp2p code

e |l.e., loTp2p defines containers for them

e Start out with QuO runtime system for contracts and system
condition objects

— Failure Detection
e Managed
e Adaptive
e Cyber-Physical
— Including criteria for leader election etc.
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Reusing Existing Software

e Bakken’s
— Condition: QuO-RTS and SysCond Objects
— Block::Voting: Voting VM, Mr. Fusion
— Pub/Sub and reliable delivery: GridStat (can do 1:1)
— loTp2p baseline (NOT reuse code): DCBlocks

e “Plan on throwing one version away. You’re going to, anyway’,
Fred Brooks, The Mythical Man-Month, ~1975

e Others’

— Agreement: RAFT, Paxos, ...

— Group Communication: comes with Acka Java (which we
built DCBlocks with)
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Hybrid Failures
e TOLERATE benign failures by default

e MONITOR for evidence of Byzantine behavior

e SWITCH failure models (and of course implementations
of Blocks such as agreement that use them)

— Disable some in Byzantine: leader election, others?

e Some open research here: how to cleanly switch
agreement (etc) instances between

— Different implementations w/same failure model

— Different failure models

e Maybe simple: just stop new agreements/blocks, flush

ongoing/pending ones, switch failure assumptions, restart..
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Validation & Testing

* Integrate tightly with DETER for emulation
— Get to run actual code, not just domain models
— Main installation (USC/ISI) has ~4000 nodes

— | hope to team with these folks, and BBN, for DARPA
funding (maybe DARPA cooperates with Germany/EU)

* Exploit extensive toolkit
— Topology generation

— Nodes can have system code, app code, delay/drop
nodes

— Ability to crash nodes
— Systematic monitoring
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loTp2p: A “Stone Soup” Approach

e First: Build the “pavement” (loTp2p solid
framework implementation)

 Next: get others involved
— Domain use cases
— Distribute coordination experts whose results

 Have never been programmed (by anyone!)
e Let alone used in the real world!
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