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USE-INSPIRED BAYESIAN OPTIMIZATION

FOR ENGINEERING DESIGN:

FROM MATERIALS AND 3D PRINTING TO CIRCUITS

Abstract

by Alaleh Ahmadianshalchi, Ph.D.
Washington State University

December 2024

Chair: Janardhan Rao Doppa

The problem of adaptively selecting a sequence of experiments to optimize multiple conflict-

ing objectives has been a challenging obstacle in many real-world scenarios. This process,

often referred to as adaptive experimental design arises in many real-world domains includ-

ing material discovery, analog circuit design, and additive manufacturing. For instance, in

analog circuit design, one of the key challenges is optimizing circuit parameters that balance

objectives efficiency, voltage, and ripple by conducting the fewest number of expensive circuit

design simulations. Similarly, in biomedical engineering, optimizing a 3D printer’s param-

eters for creating the perfect presurgical organ models while spending the least amount of

money on required materials, involves trading-off print quality, speed, and cost of material.

In such multi-objective optimization (MOO) problems, we have the ability to evaluate

any candidate solution by performing expensive experiments, where the cost is measured in

terms of consumed resources, be it computational or physical resources (e.g., cost of materials

required to perform a lab experiment). The overarching goal is to approximate the optimal

Pareto set, a set of non-dominated solutions that represent the best possible trade-offs among

objectives, while minimizing the total resource cost of experiments.



This thesis studies new challenges in adaptive experimental design within the framework

of Bayesian optimization (BO) that are directly inspired by use-cases in real-world engi-

neering design problems. First, we need to perform expensive experiments to determine if

an input design is feasible or not (aka black-box constraints); design space contains a small

fraction of feasible inputs; and there are preferences over multiple conflicting objectives. Sec-

ond, we need to select a batch of experiments to find high-quality and diverse Pareto front

solutions. Third, we have a small experimental resource budget which requires a planning

or non-myopic approach to find high-quality Pareto solutions within the resource budget.

For the first challenge, we introduce a preference-aware constrained multi-objective Bayesian

optimization algorithm that allows practitioners to specify preferences over objectives, en-

suring that the optimization process aligns with domain-specific priorities while handling

expensive black-box constraints. For the second challenge, we propose a Pareto front-diverse

Batch Bayesian Optimization algorithm that selects diverse batches of candidate solutions for

parallel evaluation by improving the exploration of the Pareto front. For the third challenge,

we introduce non-myopic Bayesian optimization algorithms that plan several steps ahead,

balancing immediate gains with long-term benefits. These algorithms are particularly valu-

able in scenarios with strict resource limitations, where strategic planning can significantly

enhance overall efficiency.

To demonstrate the practical utility of our proposed algorithms, we apply them to mul-

tiple challenging real-world problems, including optimizing 3D printer parameters to pro-

duce accurate and precise organ models for presurgical training, discovering high-performing

nanoporous materials for hydrogen storage, and designing efficient analog circuits for sus-

tainable computing. Through extensive experiments on synthetic benchmarks and real-world

applications, we show that our algorithms substantially improve resource-efficiency to un-

cover high-quality solutions compared to existing methods. By effectively incorporating user

preferences, handling constraints, utilizing batch evaluations, and planning under resource

constraints, this dissertation advances the state-of-the-art in multi-objective BO.
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CHAPTER ONE

Introduction

Over recent years, advancements in computational methods and algorithmic strategies using

Arti�cial Intelligence (AI) and Machine Learning (ML) have led to signi�cant progress in

various scienti�c and engineering �elds, eliciting exceptional breakthroughs. These advances

include optimizing tra�c signal control to reduce congestion and emissions (Wei et al., 2019),

accelerating antibiotic discovery by balancing e�cacy and toxicity (Stokes et al., 2020), and

improving resource allocation in cloud computing by balancing performance and cost (Mao et

al., 2016). These achievements have been facilitated by sophisticated optimization techniques

capable of handling complex, multi-objective problems. However, many of these successes

have relied on large training datasets and substantial computational resources. In contrast,

numerous real-world challenges operate under constraints of limited data availability and

high costs for each experimental evaluation, necessitating methods that are e�ective where

a small training dataset is available.

Numerous real-world problems exist in a small-data setting, where data is scarce, and each

data point is expensive to obtain. In such settings, traditional AI and ML methods may not

be directly applicable or e�cient. This group of problems can be formulated asmulti-objective

optimization problems(MOO), where multiple con�icting expensive-to-evaluate objectives

must be balanced to �nd optimal Pareto solutions. The overall goal is to approximate the

optimal Pareto set with the fewest number of expensive function evaluations.

In this chapter, we explore the importance of these problems through the lens of their

real-world applications in science and engineering domains including materials discovery,

hardware engineering, and additive manufacturing. We begin by discussing the importance

of multi-objective optimization in addressing complex real-world scenarios, highlighting use-

cases such as optimizing a 3D printer's settings for e�cient and accurate creation of organ
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models for presurgical training, designing e�cient analog circuits guided by simulations, and

optimizing hydrogen storage in metal-organic frameworks guided by physical lab experiments

(James, 2003).

Adaptive Experimental Design in Multi-Objective Optimization. The challenge

of adaptively selecting a sequence of experiments to optimize multiple con�icting expensive

black-box objectives arises in numerous scienti�c and engineering applications. We provide

several examples to illustrate this problem:

ˆ In materials science, discovering new metal-organic frameworks (Deshwal, C. Simon,

and Doppa, 2021) with optimal properties, such as maximizing hydrogen storage ca-

pacity, requires balancing multiple objectives. Each candidate material must be syn-

thesized and tested, which is time-consuming and costly.

ˆ In biomedical engineering, optimizing the parameters of 3D printers (e.g., nozzle speed

and layer thickness) to produce accurate and precise organ models for presurgical

training involves optimizing multiple objectives like print quality, printing speed, and

material usage. Each trial print consumes signi�cant resources and time.

ˆ In hardware design, engineers aim to design analog circuits that optimize e�ciency,

settling time, ripple, and voltage levels. Simulating or fabricating each circuit design

is computationally expensive or physically resource-intensive.

In these examples, the common challenge is to develop an e�ective strategy for selecting

which experiments or evaluations to perform next in order to e�ciently explore the trade-o�s

among con�icting objectives and identify Pareto-optimal solution of non-dominated points

while minimizing the number of experiments to save cost and time. This strategy should be

adaptive, incorporating information from past experiments, andgoal-driven, focusing on the

speci�c objectives of interest.
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Bayesian Optimization (BO) (Shahriari et al., 2015) is a powerful and e�cient framework

for the global optimization of expensive black-box functions. It is particularly well-suited for

problems where each function evaluation is costly in terms of time, computational resources,

or material consumption, such as hyperparameter tuning of machine learning models (Jia

Wu et al., 2019), engineering design optimization (W. Lyu, Xue, et al., 2017), and exper-

imental sciences (Liang et al., 2021). BO addresses the challenge of limited evaluations

by constructing a probabilistic surrogate model of the objective function, typically using

Gaussian Processes (GPs) (Williams and Rasmussen, 2006). This surrogate model provides

a predictive mean and uncertainty estimates of the function values at unsampled points,

allowing the optimization process to make informed decisions about where to sample next.

The core of BO lies in its use of an acquisition function to guide the search for the

global optimum. The acquisition function leverages the surrogate model's predictions to

balance exploration (sampling in regions of high uncertainty) and exploitation (sampling

where the predicted objective value is high). Common acquisition functions include Ex-

pected Improvement (EI) (Mockus, Tiesis, and Zilinskas, 1978), Thompson Sampling (TS)

(Thompson, 1933), and Upper Con�dence Bound (UCB) (Auer, 2002). At each iteration, BO

selects the next evaluation point by maximizing the acquisition function. It then conducts

the expensive function evaluation at this point and updates the surrogate model with the

new data. This iterative process e�ciently navigates the search space, converging towards

the global optimum while minimizing the number of costly function evaluations.

In this thesis, we design MOO algorithms based on the BO framework tailored to new

use-inspired challenges from real-world problems arising in scienti�c and engineering do-

mains. We demonstrate the practical utility of our algorithms by applying them to optimize

3D printer parameters for producing accurate and high-�delity organ models for presurgical

training (E. S. Chen et al., 2024), to discover high-performing Metal-Organic Frameworks

(MOFs) (Deshwal, C. Simon, and Doppa, 2021) for hydrogen storage, and to design ana-
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log circuits with enhanced e�ciency (Ahmadianshalchi, Belakaria, and Doppa, 2022). In

biomedical engineering, our methods e�ectively navigate the large parameter space of 3D

printer settings, leading to improved model �delity and reduced material usage, thereby en-

hancing presurgical practices. In materials science, by e�ciently exploring the vast MOF

search space, we accelerate the discovery of materials with optimal adsorption properties,

contributing to advancements in hydrogen storage technology. In electrical engineering, our

algorithms assist in �nding analog circuit con�gurations that o�er better performance while

satisfying all necessary constraints (Ahmadianshalchi, Belakaria, and Doppa, 2024b). In all

these cases, our methods signi�cantly reduce the number of expensive experiments required

to achieve high-quality solutions, highlighting their e�ectiveness and e�ciency in practi-

cal settings and underscoring the potential of our MOBO algorithms to address complex

optimization problems across various scienti�c and engineering domains.

In the next section, we delve into the current challenges in this domain, including the

computational expense of evaluating objective functions, the di�culties in navigating high-

dimensional and complex design spaces, and the limitations of traditional optimization meth-

ods in e�ectively handling multiple objectives and constraints. Recognizing these challenges,

we present a concise explanation of our proposed methods, which involve the development

of advanced Bayesian Optimization algorithms tailored for multi-objective scenarios. These

methods aim to improve upon existing approaches by e�ciently managing expensive evalu-

ations, leveraging parallel computing resources, and strategically exploring the design space

to identify high-quality Pareto-optimal solutions.

1.1 Real-World Challenges

A wide range of science and engineering applications involve making design choices to op-

timize multiple con�icting objectives. Some well-known examples of this problem include

electric power systems design (J. Wang et al., 2018; Belakaria, Jackson, et al., 2020; Be-
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lakaria* et al., 2021), design of aircrafts (Yu Wang et al., 2014; Cai, Rajaram, and Mavris,

2019; Iemma, Pisi Vitagliano, and Centracchio, 2017), design of analog circuits and hardware

accelerators (X. Yang, Belakaria, et al., 2021; Joardar, R. G. Kim, et al., 2018; Deshwal,

Nitthilan Kannappan Jayakodi, et al., 2019; Nitthilan Kanappan Jayakodi, Belakaria, et al.,

2020; R. G. Kim, Doppa, et al., 2018; X. Yang, Belakaria, et al., 2021; Das et al., 2017a;

Choi et al., 2018a; Doppa, Rosca, and Bogdan, 2019; Musavvir et al., 2020; Joardar, Arka,

et al., 2021; D. Lee et al., 2018; D. Lee et al., 2019; H. Sharma et al., 2022; Belakaria, Sheth,

et al., 2022; Nitthilan Kanappan Jayakodi, Belakaria, et al., 2020; Choi et al., 2018b; Joar-

dar, Doppa, et al., 2021; Bing Li et al., 2020; Arka, Joardar, Doppa, et al., 2021c; Joardar,

Deshwal, et al., 2022; Das et al., 2017b; Arka, Gopal, et al., 2020; Arka, Joardar, R. G.

Kim, et al., 2021; Nitthilan Kannappan Jayakodi, Chatterjee, et al., 2018; Nitthilan Kanap-

pan Jayakodi, Doppa, and Pande, 2020a; Nitthilan Kanappan Jayakodi, Doppa, and Pande,

2020b; Nitthilan Kannappan Jayakodi, Doppa, and Pande, 2021; X. Yang, H. Yang, et al.,

2023; Arka, Doppa, et al., 2021; Arka, Joardar, Doppa, et al., 2021b; Arka, Joardar, Doppa,

et al., 2021a; Ogbogu, Arka, Joardar, et al., 2022; Ogbogu, Arka, Pfromm, et al., 2023), dy-

namic resource management in computing systems (Deshwal, Belakaria, Bhat, et al., 2021;

Narang et al., 2023; R. G. Kim, Choi, et al., 2017; Mandal, Bhat, C. A. Patil, et al., 2019;

Mandal, Bhat, Doppa, et al., 2020), materials design (M. Ashby, 2000; Gopakumar et al.,

2018; Deshwal, C. M. Simon, and Doppa, 2021; Gantzler et al., 2023), biological sequence

design (Taneda, 2015; Chin, Chung, and D.-Y. Lee, 2014; Boada et al., 2016), and drug

and vaccine design (Nicolaou and Brown, 2013; Luukkonen et al., 2023; Lambrinidis and

Tsantili-Kakoulidou, 2021; Y. Li, L. Zhang, and Zhenming Liu, 2018).

There are many real-world challenges that can be addressed by multi-objective optimiza-

tion (MOO). Some of these problems are listed below.

ˆ Number of Objectives. Many real-world problems involve optimizing two or more

con�icting objectives, requiring methods that can e�ciently handle multi-dimensional
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trade-o�s.

ˆ Expensive black-box functions. The objective functions are unknown, and we

need to perform expensive experiments to evaluate each candidate design choice in

terms of multiple objectives. Each potential choice requires thorough testing, which

can be costly regarding resources used, be they physical materials or computational

power. This is particularly evident in scenarios such as optimizing hardware through

computational simulations (Z. Zhou et al., 2020) or developing new materials through

hands-on laboratory experiments (Deshwal, C. Simon, and Doppa, 2021).

ˆ Con�icting objectives. The objectives are con�icting in nature, and they can not

all be optimized simultaneously. For example, tuning the settings on a 3D printer in

order to increase the precision of a 3D-printed model results in a higher printing time.

ˆ Resource constraints. There is a limited experimental budget available due to the

expensive nature of the objective functions. For example, a 3D printing job may take

hours and require costly materials. This urges the scientist to develop plan-ahead

methods using non-myopic strategies.

ˆ Constraint satisfaction. In many real-world cases, the problem includes several con-

straints that must be satis�ed for the solution to be considered feasible and valuable to

domain practitioners (Belakaria, Deshwal, and Doppa, 2020a). However, calculating

and verifying these unknown constraints also requires performing expensive experi-

ments.

ˆ Small feasible input space. In some cases, only a tiny fraction of the input design

space is feasible (i.e., satis�es all constraints) (Ahmadianshalchi, Belakaria, and Doppa,

2024b). Therefore, we need to �nd the Pareto optimal set of solutions from this small

(unknown) subset of feasible inputs, akin to �nding needles in a haystack.
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ˆ Preferences over objectives. In several real-world applications, the practitioners

have speci�c preferences over the objectives that should be taken into account by the

proposed solution (Abdolshah et al., 2019; Ahmadianshalchi, Belakaria, and Doppa,

2022). For example, the analog circuit designer prefers e�ciency over settling time

when optimizing analog circuits. Hence, if a circuit with a desirably low settling time

is discovered, it is not useful to the practitioner if its e�ciency is too low.

ˆ Solution diversity. The solution to MOO problems must be diverse, as practitioners

care about diversity in solutions and their outcomes in real-world settings (Konakovic

Lukovic, Tian, and Matusik, 2020; Ahmadianshalchi, Belakaria, and Doppa, 2024a).

For example, diverse solutions for objectives in a penicillin production application

(F. C. Lee, Rangaiah, and A. K. Ray, 2007) include solutions with a wide range of

penicillin production, the time to ferment, and theCO2 byproduct.

ˆ Parallel function evaluation. Given the advances made in computational resources,

running multiple experiments in parallel is highly advised when possible (Manumachu

and Lastovetsky, 2017). This ability should be leveraged to accelerate the discovery of

high-quality solutions.

Considering the challenges mentioned above, our primary goal is to estimate the Pareto

optimal set of solutions closely, ensuring that the resources spent on experiments are kept

to a minimum. The solution to the MOO problem is a Pareto optimal set of points. A set

of solutions is called Pareto optimal if no two solutions Pareto dominate each other.

This study focuses on creating AI-driven strategies for �exible experiment planning. The

proposed methods are tailored to address multi-objective optimization challenges commonly

encountered in scienti�c, engineering, and industrial �elds. There's a critical requirement to

meticulously choose experiments that can optimize intricate design landscapes in these areas.

The MOO problem is an instance of sequential decision-making under uncertainty, where

it is essential to carefully consider the resources invested in experimenting and evaluate the
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signi�cance of the information obtained about our optimization objectives. Our proposed

algorithms are applicable to both continuous and combinatorial search spaces (Doppa, 2021;

Deshwal, Belakaria, Doppa, and Fern, 2020; Deshwal, Belakaria, and Doppa, 2021b; Deshwal

and Doppa, 2021; Deshwal, Belakaria, and Doppa, 2021a; Deshwal, Ament, et al., 2023;

Deshwal, Belakaria, Doppa, and D. H. Kim, 2022).

1.2 Technical Contributions

The key contribution of this study is the development and evaluation of use-inspired multi-

objective Bayesian optimization algorithms for addressing existing challenges in science and

engineering real-world problems to signi�cantly improve the existing methods of applied

adaptive experimental design research area. Speci�c contributions include:

1. Development of the Preference-Aware Constrained Multi-Objective Bayesian

Optimization (PAC-MOO) Framework (Ahmadianshalchi, Belakaria, and Doppa,

2024b):

ˆ We introduce PAC-MOO, a novel algorithm that integrates practitioner prefer-

ences directly into the MOBO process. This allows for the prioritization of certain

objectives over others, aligning the optimization outcomes with domain-speci�c

importance levels.

ˆ PAC-MOO e�ectively handles expensive black-box constraints common in real-

world scenarios where the feasible region is unknown and only a small fraction

of the design space is viable. By modeling both objectives and constraints using

Gaussian Processes (GPs), the algorithm e�ciently navigates large design spaces

to �nd feasible, high-quality solutions that re�ect user preferences.

ˆ The framework includes theoretical analysis demonstrating convergence proper-

ties and provides guarantees under certain conditions. Extensive experiments
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on synthetic benchmarks and practical applications, such as analog circuit de-

sign optimization, validate the e�ectiveness of PAC-MOO compared to existing

methods.

ˆ We include the implementation of PAC-MOO at https://github.com/Alaleh/PAC-

MOO

2. Development of the Pareto-Diverse Batch Bayesian Optimization (PDBO)

Algorithm (Ahmadianshalchi, Belakaria, and Doppa, 2024a):

ˆ We propose PDBO, an algorithm designed to leverage parallel computational re-

sources by selecting diverse batches of candidate solutions for simultaneous evalu-

ation. This is particularly useful in settings where evaluations are time-consuming

but can be performed in parallel, thereby accelerating the optimization process.

ˆ PDBO employsDeterminantal Point Processes(DPPs) (Kulesza, Taskar, et al.,

2012) to maintain diversity among the selected solutions. By ensuring that the

batch covers a wide range of the Pareto front, the algorithm balances exploration

and exploitation, leading to a more comprehensive set of high-quality solutions.

ˆ PDBO addresses the challenge of selecting an appropriate acquisition function

for BO in varying problem settings by employing anadaptive acquisition function

selectionstrategy. This approach formulates the acquisition function selection at

each iteration as a multi-armed bandit problem, where each acquisition function

represents an arm of the bandit. The algorithm updates the estimated rewards

for each acquisition function based on their performance in previous iterations,

regardless of whether they were selected in the current iteration. By leveraging

information gained from prior iterations, this adaptive method dynamically selects

the acquisition function expected to perform best at each step. This strategy

mitigates the di�culty of manually choosing a suitable acquisition function for
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di�erent problem scenarios, thereby enhancing the e�ciency and e�ectiveness of

the optimization process.

ˆ We provide theoretical insights into the properties of PDBO, including diversity

preservation and convergence behavior. Empirical results on synthetic bench-

marks and real-world problems demonstrate that PDBO outperforms state-of-the-

art batch MOBO methods in terms of convergence speed and solution diversity.

ˆ We include the implementation of PDBO at https://github.com/Alaleh/PDBO

3. Development of Non-Myopic Bayesian Optimization Algorithms with Trade-

o�s Between Accuracy and Resource Usage :

ˆ We introduce three non-myopic MOBO algorithms� NMMO-BINOM , NMMO-

Joint , and NMMO-Nested , which approach the optimization problem from a

planning perspective. These algorithms consider the long-term impact of current

decisions by planning multiple steps ahead rather than making greedy, myopic

choices.

ˆ The algorithms strategically balance the trade-o� between optimization accuracy

and computational resource consumption. By modeling the optimization process

as a �nite-horizon decision problem, they allocate resources e�ciently to achieve

better overall performance within given resource constraints.

ˆ We conduct theoretical analyses to establish the convergence properties and per-

formance guarantees of these non-myopic algorithms. Experiments on benchmark

problems illustrate that they signi�cantly reduce resource consumption while

maintaining or improving optimization accuracy compared to traditional myopic

methods.

ˆ We include the implementation of all NMMO methods at https://github.com/Alaleh/NMMO
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4. Application of Developed MOBO Algorithms to Diverse Real-World Prob-

lems in Collaboration with Domain Experts :

ˆ We apply several BO algorithms to complex, real-world problems across vari-

ous �elds, including chemistry and biomedical engineering, demonstrating their

practical utility and versatility.

ˆ In chemistry, we utilize non-myopic MOBO algorithms to discover high-performing

Metal-Organic Frameworks (MOFs)for hydrogen storage. Our methods e�ciently

explore the vast chemical design space, identifying materials with optimal adsorp-

tion properties while reducing the number of costly experiments.

ˆ In biomedical engineering, we optimize 3D printer parameters for producing ac-

curate and precise presurgical organ models. By applying BO using the expected

hypervolume improvement acquisition function (Emmerich, Kaifeng Yang, et al.,

2016), we improve print quality and reduce material usage, enhancing presurgical

training and patient outcomes.

ˆ In hardware design, we optimize the design of analog circuits for producing high-

e�ciency circuits. By applying BO using the preference-aware constrained multi-

objective Bayesian optimization method, we improve circuit e�ciency, ensuring

the circuits meet all design constraints and designer preferences.

ˆ Collaborations with domain experts in these �elds validate the e�ectiveness of our

algorithms in practical settings. The results showcase signi�cant improvements

over existing optimization techniques, highlighting the potential for widespread

adoption in industry and research.

Collectively, these contributions advance the state-of-the-art in Multi-Objective Bayesian

Optimization. By addressing critical challenges such as user preference incorporation, con-

straint handling, batch optimization, and non-myopic planning, we provide robust and ef-

11



�cient tools for adaptive experimental design. Our algorithms demonstrate signi�cant im-

provements in both theoretical and practical aspects, o�ering valuable solutions for complex

optimization problems in various scienti�c and engineering domains.

1.3 Outline of the Thesis

The remainder of this thesis is structured as follows:

In Chapter 2 , we present the problem setup for multi-objective optimization and in-

troduce the fundamental concepts of Bayesian Optimization (BO). This chapter provides a

comprehensive overview of the BO framework, including surrogate modeling with Gaussian

Processes (GPs), acquisition functions, and the extension to multi-objective settings. We

discuss key concepts such as Pareto optimality, preference modeling, and constraint handling

in the context of Multi-Objective Optimization (MOO). Additionally, we outline the evalu-

ation metrics and performance indicators used throughout the thesis, such as hypervolume

and convergence metrics, to assess the e�ectiveness of optimization algorithms.

In Chapter 3 , we propose a novel framework calledPreference-Aware Constrained

Multi-Objective Bayesian Optimization (PAC-MOO) . This framework addresses real-

world problems where user preferences over objectives are incorporated directly into the

optimization process and where black-box constraints limit the feasible design space. We

begin by formulating the constrained MOO problem with preference modeling using GPs

and develop an output space entropy search-based acquisition function with respect to a

linear combination of the preferences over objectives. The chapter details the technical

aspects of PAC-MOO, including how user preferences are integrated into the acquisition

function and how constraints are handled using GP models. We provide a theoretical analysis

demonstrating the convergence properties of PAC-MOO and its advantages over traditional

methods. Extensive experiments on synthetic benchmarks and real-world applications, such

as analog circuit design optimization, validate the e�ectiveness of our approach in �nding
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high-quality solutions that align with practitioner preferences.

In Chapter 4 , we extend the multi-objective optimization problem by proposing the

Pareto-Diverse Batch Bayesian Optimization (PDBO) algorithm. PDBO leverages

Determinantal Point Processes(DPPs) (Kulesza, Taskar, et al., 2012) to maintain diversity

among solutions while parallelizing the optimization process by selecting multiple new points

in each iteration. Diversity is an important aspect of the solution in batch-selection methods

due to the inherent need to maximize information gain in each batch. The chapter pro-

vides a detailed explanation of PDBO's formulation, including the integration of DPPs into

the acquisition function and an adaptive strategy for acquisition function selection using

multi-armed bandits. We also present theoretical properties of PDBO, such as guaran-

tees on diversity maintenance and convergence behavior. Experimental results on synthetic

benchmarks and real-world applications, including gear train design and material discovery

problems, demonstrate that PDBO signi�cantly improves convergence speed and solution

diversity compared to state-of-the-art batch MOBO methods.

In Chapter 5 , we introduce three versions ofnon-myopic Bayesian optimization al-

gorithms � NMMO-BINOM , NMMO-Joint , and NMMO-Nested �that balance ac-

curacy and resource usage. These algorithms are designed for long-term experimental plan-

ning under limited resource budgets, as they plan multiple steps ahead to make more in-

formed decisions. We start by formulating the non-myopic optimization problem and discuss

the challenges of planning in the BO context, including computational complexity and un-

certainty propagation. The chapter details each algorithm's strategy for trading o� between

immediate rewards and long-term gains, including how they model future observations and

resource consumption. We provide theoretical analysis of their convergence properties and

computational e�ciency. Through experiments on benchmark problems, we show that these

non-myopic algorithms signi�cantly reduce resource consumption while maintaining strong

optimization performance compared to traditional myopic methods.

13



In Chapter 6 , we present an application of multi-objective Bayesian optimization to

3D printing for high-�delity presurgical organ models in the �eld of biomedical en-

gineering. Collaborating with domain experts, we optimize printer settings�such as nozzle

size, printing speed, and layer height�to improve print quality, accuracy, and material us-

age for two di�erent organ models for presurgical training. We describe the speci�c problem

setup, including the objectives relevant to medical 3D printing and the practical constraints

involved. By applying expected hypervolume improvement as the BO acquisition function,

we e�ectively navigate the complex parameter space to �nd optimal printer con�gurations.

The chapter presents experimental results demonstrating signi�cant improvements in organ

model �delity and resource e�ciency. We also discuss the impact of these improvements on

presurgical planning and patient outcomes, highlighting the practical utility of our optimiza-

tion techniques in real-world biomedical applications.

In Chapter 7 , we conduct an in-depth study on the application of multi-objective

Bayesian optimization to identify high-performingMetal-Organic Frameworks (MOFs)

for hydrogen storage. We begin by introducing MOFs and their signi�cance in sustainable

energy solutions due to their customizable pore structures and high surface areas. The multi-

objective optimization problem is formulated with objectives such as maximizing volumetric

and gravimetric hydrogen uptake capacity. We apply our non-myopic MOBO algorithms

algorithm to e�ciently explore the vast MOF search space. The chapter details the ex-

perimental setup, including the use of simulation data and surrogate modeling techniques.

Through extensive experiments, we demonstrate that our methods signi�cantly reduce the

computational e�ort required to identify optimal MOFs compared to random search and

existing optimization methods. The results highlight the potential of our algorithms to ac-

celerate material discovery and contribute to advancements in hydrogen storage technologies.

In Chapter 8 , we conclude the thesis by summarizing the key contributions and �ndings.

We discuss the theoretical advancements made in multi-objective Bayesian optimization, in-
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cluding preference incorporation, constraint handling, batch optimization, and non-myopic

planning. The chapter re�ects on the practical impact of our algorithms in various scienti�c

and engineering domains, emphasizing how they address real-world challenges in adaptive ex-

perimental design. We also outline potential directions for future research, such as extending

the algorithms to handle high-dimensional spaces more e�ciently, incorporating robustness

to noise and uncertainties, and exploring applications in other �elds like environmental sci-

ence and economics.

Each chapter builds upon the previous ones, progressively introducing more complex

and practical elements of multi-objective Bayesian optimization. By integrating theoretical

development with empirical evidence and real-world applications, this thesis advances the

state-of-the-art in adaptive experimental design and provides robust tools for solving complex

optimization problems across various domains.
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CHAPTER TWO

Background, Problem Setup, and Related Work

In this chapter, we begin by formally de�ning the general Multi-Objective Optimization

(MOO) problem, followed by the di�erent MOO problem settings addressed in this work.

These settings encompass a range of real-world challenges, such as preference-based opti-

mization in analog circuit design, batch optimization leveraging parallel computing resources

for gear train design, and non-myopic strategies for scenarios with limited optimization re-

sources, such as optimizing hydrogen storage using metal-organic frameworks. By elucidating

the unique constraints and objectives of each problem setting, we establish the context for

the advanced algorithms developed in subsequent chapters, highlighting how they improve

upon existing methods to e�ectively solve complex, real-world MOO problems.

Following the problem introduction, we provide a comprehensive overview of the Bayesian

Optimization (BO) framework, detailing its fundamental concepts and methodologies as

they pertain to sequential decision-making under uncertainty. This includes a discussion of

surrogate modeling, acquisition functions, and the exploration-exploitation trade-o� inherent

in BO. Next, we discuss the performance metric for MOBO problems and �nish the chapter

by discussing existing work on the same topic.

2.1 Overview of the Multi-Objective Optimization Problem

Multi-objective optimization problems can be formally de�ned in terms of several key ele-

ments, such as the number of objectives, the dimensionality of the input space, the existence

and type of black-box constraints, the availability of cheaper approximations, the potential

for parallel computation resources, the presence of objective preferences, and the availability

of side information. Additionally, various other conditions pertinent to real-world problems

may in�uence the problem formulation. In this thesis, we address multiple MOO problem
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settings characterized by these factors. Below, we provide a brief overview of the di�erent

MOO problem settings tackled in this work, noting that a more detailed problem setup is

speci�ed in each technical section.

Multi-Objective Optimization Problem

We consider a multi-objective optimization problem where the goal is to simultaneously

optimize multiple con�icting functions where a single expensive function call can be made

at any time. Let X � Rd be the input space ofd design variables, where each candidate

input x 2 X is a d-dimensional input vector. And let f f 1; � � � ; f K g with K � 2 be the

objective functions de�ned over the input spaceX where f 1(x); � � � ; f K (x) : X ! R. We

denote the functions evaluation at an inputx as y = [ y1; � � � ; yK ], where yi = f i (x) for

all i 2 f 1; � � � ; K g. Without loss of generality, we assume minimization for allK objective

functions.

Solution. The optimal solution of the MOO problem is a set of inputsX � � X such that

no input x 2 X nX � Pareto-dominates another inputx0 2 X � . An input x Pareto-dominates

another point x0 if and only if 8j : f j (x) � f j (x0) and 9j : f j (x) < f j (x0). The set of input

solutions X � is called the optimal Pareto setand the corresponding set of function values

Y � is called the optimalPareto front.

Batch Multi-Objective Optimization

Batch Multi-Objective Bayesian Optimization is a variant of the MOO problem used when

the problem setting and computational infrastructure allow for multiple experiments to be

conducted in parallel. This approach is particularly bene�cial in scenarios where evaluating

the objective functions is time-consuming. In batch MOO, rather than selecting a single

input for evaluation in each iteration (as in traditional sequential MOO), at each iteration

of the algorithm, we choose a set ofB inputs for evaluating the expensive experiments
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simultaneously, leading to a signi�cant decrease in experiment duration and, occasionally,

cost.

In a sequential setting, the optimization algorithm bene�ts from a continuous feedback

loop. Each iteration allows the model to incorporate the latest data, re�ning its understand-

ing and predictions about the objective space. This iterative learning process enables the

algorithm to make informed decisions about where to probe the space next, gradually honing

in on the most promising areas. However, in a batch setting where multiple inputs are se-

lected for parallel evaluation, the algorithm confronts a signi�cant constraint: It must choose

these points based on the information available up to the previous iteration without the ben-

e�t of incremental learning that comes from sequential evaluations. This restriction poses

two main challenges: 1) Reduced Adaptability: The algorithm loses some of its adaptability,

as it cannot immediately respond to the new information gleaned from recent evaluations. 2)

Compromised Exploration-Exploitation Balance: The balance between exploring new areas

and exploiting known promising regions becomes harder to manage, as the algorithm must

commit to multiple decisions at once.

Constrained Multi-Objective Optimization

Constrained multi-objective optimization is the problem of optimizingK � 2 real-valued ob-

jective functionsf f 1(x); � � � ; f K (x)g while satisfyingL black-box constraints (without loss of

generality) of the formc1(x) � 0; � � � ; cL (x) � 0 over the given design spaceX � Rd. A func-

tion evaluation with the candidate parametersx 2 X generates two vectors, one consisting

of objective values and one consisting of constraint valuesy = [( yf 1 ; � � � ; yf K ); (yc1 ; � � � ; ycL )]

where yf j = f j (x) for all j 2 f 1; � � � ; K g and yci = ci (x) for all i 2 f 1; � � � ; Lg. We de�ne

an input vector x as feasible if and only if it satis�es all hard constraints and is within a

pre-de�ned range of all soft constraints.

The optimal solution of the MOO problem with constraints is a set of input vectors
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X � � X such that no input vector x0 2 X n X � Pareto-dominates another inputx 2 X � and

all con�gurations in X � are feasible. The solution setX � is called the optimal constrained

Pareto setand the corresponding set of function valuesY � is called the optimal constrained

Pareto front.

Constrained Multi-Objective Optimization with Preferences

In several real-world problems, di�erent objectives and constraints have various levels of

importance, and the optimization of some objective functions is of higher priority than other

objectives. In these cases, the domain expert/practitioner can de�ne input preferences over

multiple black-box functions through the notion of preference speci�cation, which is de�ned

as a vector of scalarsp = f pf 1 ; � � � ; pf K ; pc1 ; � � � ; pcL g with 0 � pi � 1 and
P

i 2I pi = 1 such

that I = f f 1; � � � ; f K ; c1; � � � ; cL g. Higher values ofpi mean that the corresponding objective

function f i is highly preferred. In such cases, the solution to the MOO problem should

prioritize producing design parameters that optimize the preferred objective functions.

Non-myopic Multi-Objective Optimization problem.

Our goal is to approximate the optimal Pareto front for a MOO problem within a maximum

experimental budgetT, which is typically small (i.e., �nite-horizon SED). This problem can

be formulated as:

max
X 2 P (X)

max
x 2 X

f 1(x) � � � f K (x); s.t. jX j = T; (2.1)

whereP(X) denotes the power set ofX and X = f x1 : : : xT g is the set of inputs selected

for function evaluation. We solve this problem using a non-myopic decision policy, where, at

each iteration, the algorithm selects one input for evaluation while reasoning about candidate

experimental design plans within the budgetT.
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2.2 Bayesian Optimization Framework

Bayesian optimization (BO) is a general framework for solving expensive black-box opti-

mization problems in a sample-e�cient manner, i.e., minimizing the number of calls for

expensive function evaluations. BO iterates within a feedback loop between (i) conducting

an expensive experiment with candidate design parameters, (ii) updating our beliefs in the

form of surrogate models about the relationship between design parameters and output ob-

jective(s), and (iii) selecting candidate design parameters for the next experiment. This way,

the algorithm searches for an optimal solution at a low cost.

Without loss of generality, letX � Rd represent the input space, where each vectorx 2 X

representsd real-valued features. We are given an expensive black-box real-valued objective

function f : X ! R which can evaluate each candidate input vectorx 2 X as f (x) = y.

Each expensive evaluation off (x) can be expensive in terms of required resources (Oropallo

and Piegl, 2016) or the time it takes to perform the evaluation (Z. Zhou et al., 2020). The

goal is to �nd an input x � 2 X , which optimizes the expensive black-box objective function

f (x) by performing the minimum possible number of function evaluations. BO algorithms

utilize a cheap surrogate model to learn from the training data gathered from past function

evaluations. They select the next input for evaluation by trading o� exploitation (selecting

the input vector parameters with high utility predictions from the surrogate model) and

exploration (selecting the input vector parameters for which the model is highly uncertain)

to direct the search toward optimal inputs quickly. The BO framework comprises three key

elements.

1) Statistical Model (surrogate model): The surrogate modelf̂ (x) of the black-box

function f (x) is a probabilistic model (e.g., Gaussian process (Williams and Rasmussen,

2006)) that captures the relationship between the design parameters and output objectives.

It is trained on all the training data from past expensive experiments. The surrogate model

cheaply predicts the output objective of the newly discovered unevaluated design parameters
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and critically quanti�es the uncertainty in its predictions. Gaussian Processes (GPs) are the

most commonly used statistical models in Bayesian Optimization. This is mainly because

of their �exibility in function approximation, which gives us a measure of uncertainty and

their compatibility with regression problems. In BO, we use GPs to predict the behavior

of black-box functions based on a small number of observations. A GP over a spaceX is a

random process over domain spaceX ! R, characterized by its mean function� : X ! R

and covariance (kernel) function� (x; x0). If a function f is sampled fromGP(�; � ) then f (x)

is distributed normally N (� (x); � (x; x)) for a set of inputsx 2 X . The predictive mean and

uncertainty of a GP for each inputxn 2 X is de�ned as:

� (xn ) = � x n ;X [� X;X + � 2I ]� 1(Y � m(X )) + � (xn )

� 2(xn ) = � x n ;x n � � x n ;X [� X;X + � 2I ]� 1� X; x n

Where

� x n ;x n = � (xn ; xn ) And � X;X = � (X; X ); And � x n ;X = [ � (xn ; x i )]8i

X is the set of evaluated inputs andY is their corresponding function values.

A kernel function measures the similarity between a pair of inputs(x; x0) and allows

GPs to model correlations between function values for di�erent inputs. Examples of kernel

functions that are commonly used over continuous input spaces are:

Radial Basis Function (RBF): � (x; x0) = � f � exp(
jjx � x0jj 2

2l2
) (2.2)

Matern 5/2: � (x; x0) = � f (1 +

p
5jjx � x0jj

l
+

5jjx � x0jj 2

3l2
)exp(�

jjx � x0jj
l

) (2.3)

Each kernel possesses the hyperparameter� f , the signal variance, which is a scale factor

controlling the range of the function values represented by a GP. The RBF kernel and Matern

21



kernel contain a length-scale hyperparameterl that controls the similarity of x and x0. l is

also known as the smoothness parameter.

2) Acquisition Function: The acquisition function � is a utility function that is used

to balance exploration and exploitation in the search for the global optima of the objective

function. It is used to score the utility of evaluating a candidate inputx 2 X based on the

surrogate model. Some popular acquisition functions in the single-objective BO literature

include expected improvement (EI) (Mockus, Tiesis, and Zilinskas, 1978), upper con�dence

bound (UCB) (Auer, 2002), and Thompson sampling (TS) (Thompson, 1933) and the iden-

tity function (ID).

EI (x) = � (x)( 
 �( 
 ) + � (
 )) ; � = (
� � � (x)

� (x)
) (2.4)

UCB(x) = � (x) +
p

�� (x) (2.5)

LCB (x) = � (x) �
p

�� (x) (2.6)

TS(x) = f̂ (x) with f̂ � Gp (2.7)

ID (x) = � (x) (2.8)

Where � is a parameter to balance exploration and exploitation in the UCB acquisition

function (Srinivas et al., 2009),� is the best-uncovered function value, and� and � are

the cumulative distribution function (CDF) and probability density function (PDF) of a

standard normal distribution respectively.

3) Optimization Procedure : The optimization step is done by selecting the best-

scoring candidate input according to the acquisition function, depending on the surrogate

model. A popular approach in acquisition function optimization is DIRECT (Jones, Pert-

tunen, and Stuckman, 1993).
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2.3 Multi-Objective Bayesian Optimization

We e�ectively use BO to solve the multi-objective optimization problem, the goal of which

is to optimize multiple black-box objective functions using Bayesian Optimization.

The goal of multi-objective BO is to approximateX � while minimizing the number of

expensive function evaluations. For example. in the problem of tuning the settings on a 3D

printer to create an optimal preseurgical organ model,x 2 X is a candidate printer setting.

Evaluation of designx refers to printing a predetermined organ model to acquire output

objective values such as precision and printing time. Each instance of using the 3D printer

requires expensive materials and a long printing time. Our goal is to �nd the optimal Pareto

set of printer settings to trade o� shape precision and printing time.

Multi-Objective Bayesian Optimization Probabilistic Models: GPs have proven

to be the most e�ective probabilistic surrogate models in BO (Belakaria, Deshwal, Nitthilan

Kannappan Jayakodi, et al., 2020; Samuel Daulton, Balandat, and Bakshy, 2020; Belakaria,

Deshwal, and Doppa, 2019; Garrido-Merchán, Fernández-Sánchez, and D. Hernández-Lobato,

2023; J. M. Hernández-Lobato, M. W. Ho�man, and Ghahramani, 2014; Z. Wang and

Jegelka, 2017). We model the objective functionsf 1(x); � � � ; f K (x) using K independent

GP models GP1; GP2; � � � ; GPK with zero mean and i.i.d. observation noise. LetD =

f (x i ; yi )g1;��� ;t � 1 be the training data from past t � 1 function evaluations, wherex i 2 X is

an input and yi = f yi 1; yi 2; � � � ; yi K g is the output vector resulting from evaluating functions

f 1; � � � ; f K at x i . We learn surrogate modelsGP1; GP2; � � � ; GPK from D.

2.4 Evaluation Metrics

Pareto Hypervolume Indicator

The Pareto Hypervolume (PHV) indicator (Zitzler and Thiele, 1999) is a commonly used

metric for assessing the quality of Pareto fronts in multi-objective optimization. It quanti�es
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the volume enclosed between the Pareto front and a prede�ned reference point, which is

typically set outside the feasible region of the objective space. The PHV is instrumental in

evaluating both the convergence of the solutions toward the optimal Pareto front and their

diversity across the objective space.

We formally de�ne the pareto hypervolume indicator: Let P be a Pareto front approxima-

tion in a K -dimensional output space and given a reference pointr 2 RK , the hypervolume

H(P) is de�ned as

H(P) =
Z

RK
1H (P )(z)dz (2.9)

where

H(P) = f z 2 Z j 9i � jPj : r � z � P (i )g :

Here, P(i ) is the i -th solution in P, � is the relation operator of objective dominance,

and 1H (P ) is a Dirac delta function that equals 1 ifz 2 H (P) and 0 otherwise. A higher

hypervolume value is an indication of a better approximation of the true Pareto front byP .

The PHV indicator serves as a comprehensive measure, capturing how much of the ob-

jective space is dominated by the Pareto front relative to the reference point. This dual

assessment of convergence and diversity makes the PHV a valuable tool for comparative

analysis of di�erent Pareto fronts. A larger hypervolume indicates a Pareto front that not

only is closer to the ideal set of solutions but also represents a wider range of trade-o�s

among the objectives.

Metrics for Quality and Diversity of Pareto Front.

Our goal is to �nd high-quality and diverse Pareto fronts. The diversity of the Pareto

front has not been formallyevaluatedin any previous work. We introduce an appropriate
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evaluation metric to measure the diversity of the Pareto front and discuss an existing measure

of Pareto front quality below.

Diversity of Pareto Front. Diversity is an important criterion for many optimization

problems. Prior work on batch BO, both in the single-objective and MO settings focused

on evaluating diversity with respect to the input space (Jain et al., 2022). However, in most

real-world MOO problems, diversity in the input space does not necessarily re�ect diversity

in the output space. In MOO, practitioners might care more about the diversity of the Pareto

front rather than the Pareto set. Yet, little work has gone into understanding, formalizing,

and measuring Pareto front diversity in MOO. In most cases, �nding a more diverse set

of points in the output space leads to a higher hypervolume (Zitzler and Thiele, 1999).

However, a higher hypervolume does not necessarily correspond to a more diverse Pareto

front. (Konakovic Lukovic, Tian, and Matusik, 2020) is the only prior work that proposed

a diversity-guided approach for batch MOO. However, the diversity of the produced Pareto

front was not evaluated. To �ll this gap, we propose an evaluation metric to �ll this gap

to assess theDiversity of the Pareto Front (DPF). Given a Pareto front Yt , DPF (Yt ) is

the average pairwise distance between points (i.e., output vectors) in Pareto frontYt . It is

important to clarify that the pairwise distances are computed in the output space between

di�erent vector pairs (y ; y0) 2 Y t , unlike previously used metrics to assess input space

diversity in the single-objective setting (Angermueller et al., 2020).

DPF (Yt ) =

P
(i;j )2I jj y i � y j jj

jI j
with I = f (i; j )8i; j 2 f 1� � � tg; i < j g

To ensure a comprehensive evaluation, we utilize the hypervolume measure alongside

DPF, allowing us to e�ectively assess both the diversity and quality of the solutions generated

by our algorithms.
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2.5 Related Work

There is a large body of work on Bayesian Optimization BO for single-objective optimiza-

tion (Shahriari et al., 2015). Standard BO methods have been applied to a variety of prob-

lems, including solving simple analog circuit design optimization and synthesis problems (W.

Lyu, Fan Yang, et al., 2018), hyperparameter tuning for machine learning models (Snoek,

Larochelle, and Adams, 2012), material science for optimizing new compounds (P. I. Frazier,

Powell, and Dayanik, 2016), and robotics for safe and e�cient control policies (Calandra

et al., 2016).

There are three families of approaches for solving multi-objective optimization prob-

lems with expensive black-box functions. First, we can employ heuristic search algorithms

such as multi-objective variants of simulated annealing (Laarhoven and Aarts, 1987; Gielen,

Walscharts, and Sansen, 1990; Goodrick, Dall'Anese, and Maksimovi¢, 2021), genetic algo-

rithms (Goldberg, 1989; Golonek and Rutkowski, 2007), and particle swarm optimization

(Kennedy and Eberhart, 1995; Fakhfakh et al., 2010; Thakker, Baghini, and M. B. Patil,

2009; Vural and Yildirim, 2010) to solve them. The main drawback of this family of methods

is that they require a large number of expensive function evaluations. Second, methods that

build analytical models using a given functional form to model the black-box function be-

havior. Typical examples include approaches based on geometric programming (Du�n and

Peterson, 1973; S. P. Boyd et al., 2005; Mar Hershenson et al., 1999; J. Kim et al., 2004) and

general polynomials (Ye Wang, Orshansky, and Caramanis, 2014; Pang, Radecka, and Zilic,

2010). The key limitation of these methods is that the accuracy of solutions critically de-

pends on the accuracy of analytical models over the entire input space, and the construction

of accurate models requires a considerable number of expensive function evaluations. Third,

Bayesian optimization (BO) methods employ surrogate statistical models to overcome the

drawbacks of the previous families of approaches. The surrogate models are initialized using

a small set of randomly sampled training data, i.e., input-output pairs of design parameters
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and objective evaluations. They are iteratively re�ned during the optimization process to

actively collect a new training example in each iteration through an acquisition function.

Recent advancements in single-objective Bayesian Optimization (BO) have focused on

enhancing e�ciency, scalability, and applicability to complex problems. Predictive Entropy

Search (PES) (J. M. Hernández-Lobato, M. W. Ho�man, and Ghahramani, 2014) is an

information-theoretic approach to BO that selects the next evaluation point by maximizing

the expected reduction in the entropy of the distribution over the function's minimum (or

maximum). By focusing on the uncertainty about the location of the optimum rather than

the function's value at speci�c points, PES prioritizes evaluations that are expected to pro-

vide the most informative data about where the optimum lies. This is achieved by computing

the expected decrease in di�erential entropy of the posterior distribution of the optimum after

observing a potential function value at a candidate point. To address the high-dimensional

challenges in BO, methods likeTrust Region Bayesian Optimization (TuRBO) (Eriksson

et al., 2019) have been developed. TuRBO maintains multiple trust regions, each modeled

with a local GP, and adapts their sizes based on recent performance. By focusing on local

areas of the search space, TuRBO e�ciently balances exploration and exploitation without

relying on a global surrogate model, making it well-suited for high-dimensional optimization

tasks. Additionally, scalable global optimization techniques such as high-dimensional BO

with neural networks (Matej Mutny and Krause, 2018) leverage neural networks as surro-

gate models to capture complex, nonlinear relationships in high-dimensional data. These

methods use neural networks' expressive power and scalability to handle larger input spaces

where traditional GP models become computationally infeasible.

Furthermore, the inclusion ofbatch methods(Gonzalez et al., 2016) has signi�cantly im-

proved BO's e�ciency by enabling parallel evaluations. Batch BO algorithms select multiple

input points in each iteration by optimizing a batch acquisition function that accounts for

the interactions between points, thus reducing the overall optimization time and making
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better use of available computational resources. Moreover,multi-�delity approaches (Swer-

sky, Snoek, and Adams, 2013) enhance e�ciency by incorporating evaluations of varying

�delities into the BO process. These methods utilize cheaper, lower-�delity approximations

to inform the optimization, strategically allocating computational resources to balance cost

and accuracy. By modeling the correlation between �delities, multi-�delity BO accelerates

convergence to optimal solutions in real-world problems across various domains.

Multi-objective BO (MOBO) is a relatively less-studied problem setting compared to the

single-objective problem. Prior work builds on the insights from single-objective methods

(Shahriari et al., 2015; J. M. Hernández-Lobato, M. W. Ho�man, and Ghahramani, 2014;

Z. Wang and Jegelka, 2017; Hvarfner, Hutter, and Nardi, 2022) for MOO. Recent work on

MOBO includes Predictive Entropy Search (D. Hernández-Lobato et al., 2016) (PESMO)

which extends the Predictive Entropy Search (PES) (J. M. Hernández-Lobato, M. W. Ho�-

man, and Ghahramani, 2014) framework to the multi-objective setting by selecting points

that minimize the expected di�erential entropy of the Pareto set. By focusing on reducing

uncertainty about the Pareto front, PESMO e�ectively guides the search towards optimal

trade-o�s among objectives, Max-value Entropy Search (MESMO) (Belakaria, Deshwal, and

Doppa, 2019; Belakaria, Deshwal, and Doppa, 2020b), which generalizes the Max-value

Entropy Search (Z. Wang and Jegelka, 2017) method to multiple objectives. It aims to re-

duce the uncertainty about the maximum (or minimum) values of the objectives by selecting

points expected to provide the most information about the Pareto front, thus improving con-

vergence, Multi-Objective Regionalized BO (Samuel Daulton, Eriksson, et al., 2022), which

partitions the search space into regions and performs BO within each region. By regionalizing

the optimization, enhancing scalability and e�ciency in high-dimensional problems, allow-

ing for more e�ective exploration and exploitation of the search space, Uncertainty-aware

Search framework for Multi-Objective Bayesian Optimization (USeMO)(Belakaria, Deshwal,

Nitthilan Kannappan Jayakodi, et al., 2020), leveraging uncertainty estimates from surro-
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gate models to guide the search in MOBO. It uses scalarization techniques to transform

the multi-objective problem into single-objective sub-problems, promoting exploration in re-

gions with high uncertainty and improving the diversity and quality of the obtained Pareto

front. Other noteworthy methods in MOBO include, Pareto-Frontier Entropy Search (Suzuki

et al., 2020), Multi-Objective Bayesian Optimization over High-Dimensional Search Spaces

(Samuel Daulton, Eriksson, et al., 2022),Pareto-Frontier Entropy Search (PFES) (Suzuki

et al., 2020), MVAR Approximation via Random Scalarizations (Samuel Daulton, Cakmak,

et al., 2022), and Expected Hypervolume Improvement (Samuel Daulton, Balandat, and

Bakshy, 2020; Emmerich and Klinkenberg, 2008). Each of these methods has been shown to

perform well on a variety of MOO problems.

BO for constrained multi-objective optimization. Recent work extended existing ap-

proaches in MOBO to the multi-objective constrained setting to account for black box con-

straints, notably Predictive Entropy Search for Multi-objective Bayesian Optimization with

Constraints (PESMOC) (Garrido-Merchán and D. Hernández-Lobato, 2019), Parallel Pre-

dictive Entropy Search for Multi-objective Bayesian Optimization with Constraints (PPES-

MOC) (Garrido-Merchán, Fernández-Sánchez, and D. Hernández-Lobato, 2023), Max-value

Entropy Search for Multi-Objective Bayesian Optimization with Constraints (MESMOC)

(Belakaria, Deshwal, and Doppa, 2020a; Belakaria, Deshwal, and Doppa, 2021), and Uncer-

tainty aware Search Framework for Multi-Objective Bayesian Optimization with Constraints

(USeMOC) (Belakaria, Deshwal, and Doppa, 2020c).
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CHAPTER THREE

Preference-Aware Constrained Multi-Objective Bayesian Optimization

In many real-world optimization problems, practitioners are often faced with the challenge

of optimizing multiple con�icting objectives while satisfying complex constraints. Moreover,

certain objectives may hold higher importance due to user preferences or domain-speci�c re-

quirements. For example, in analog circuit design, engineers may prioritize power e�ciency

over other performance metrics like gain or bandwidth. Similarly, in materials science, re-

searchers might prefer materials with lower environmental impact even if it means compro-

mising on cost or performance (Michael F Ashby, 2012). Incorporating such preferences into

the optimization process is crucial for generating solutions that are not only Pareto-optimal

but also aligned with the speci�c needs and priorities of the users.

Traditional multi-objective optimization methods aim to approximate the Pareto front

without explicitly considering user preferences, potentially resulting in solutions that are

suboptimal from the decision-maker's perspective. Additionally, many practical problems

involve expensive black-box constraints, where the feasibility of a solution cannot be deter-

mined without costly evaluations (Gardner et al., 2014). This combination of con�icting

objectives, user preferences, and complex constraints poses signi�cant challenges for opti-

mization algorithms.

In the context of optimizing the design of analog circuits, practitioners often prioritize

the circuit's e�ciency over other factors such as settling time, ripple, and voltage. For

example, a domain expert would prefer a circuit with a longer settling time if it achieves

higher e�ciency, compared to one with a very short settling time but lower e�ciency. While

settling time is an important objective that should not be overlooked, there is a greater

preference for achieving optimal e�ciency, even if it means accepting a sub-optimal settling

time. This prioritization is crucial because a circuit's real-world applicability is limited if it
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does not exhibit high e�ciency, regardless of its performance in other areas.

The complex nature of circuit design often makes it challenging to pinpoint the exact

domain space of feasible circuit features. Practitioners typically provide an extended range

that encompasses feasible regions as a subset. Consequently, an additional responsibility for

the Bayesian Optimization algorithm is to identify these feasible regions within the broader

design space. This requirement adds complexity to the optimization process, highlighting

the need for sophisticated, preference-aware algorithms in analog circuit design optimization.

In this chapter, we consider the constrained multi-objective optimization problem with

practitioner preferences over di�erent objectives. The common challenges in such constrained

multi-objective optimization (MOO) problems include the following. 1) The objective func-

tions are unknown, and we need to perform expensive experiments to evaluate each candidate

design choice. 2) The objectives are con�icting in nature and all of them cannot be optimized

simultaneously. 3) The constraints need to be satis�ed, but we can not evaluate them for

a given input design without performing expensive experiments. 4) Only a small fraction

of the input design space is feasible (i.e., satis�es all constraints). Therefore, we need to

�nd the Pareto optimal set of solutions from this small subset of (unknown) feasible inputs.

5) In several real-world applications, practitioners have speci�c preferences regarding the

objectives.

We propose a novel and e�cient information-theoretic approach referred to asPreference-

A wareConstrainedM ulti-Objective BayesianOptimization (PAC-MOO) . PAC-MOO builds

surrogate models for both output objectives and constraints based on the training data

from past function evaluations. Consequently, it employs an acquisition function in each

iteration to select a candidate input design for performing expensive function evaluations.

The selected input design maximizes the information gain about the constrained optimal

Pareto front while factoring in the designer preferences over objectives. The experimental

results on two challenging real-world analog circuit design benchmarks demonstrate that
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PAC-MOO was able to �nd circuit con�gurations with higher preferred objective values

(e�ciency) as intended by sacri�cing the overall Pareto hypervolume indicator.

3.1 Problem Setup

Constrained MOO is the problem of optimizingK � 2 real-valued objective functions

f f 1(x); � � � ; f K (x)g while satisfying L black-box constraints (without loss of generality) of

the form c1(x) � 0; � � � ; cL (x) � 0 over the given design spaceX � Rd. A function evaluation

with the candidate parametersx 2 X generates two vectors, one consisting of objective values

and one consisting of constraint valuesy = ( yf 1 ; � � � ; yf K ); (yc1 ; � � � ; ycL ) where yf j = f j (x)

for all j 2 f 1; � � � ; K g and yci = ci (x) for all i 2 f 1; � � � ; Lg. We de�ne an input vector x

as feasible if and only if it satis�es all hard constraints and is within a pre-de�ned range

of all soft constraints. In several real-world problems, di�erent objectives and constraints

have various levels of importance, and the optimization of some objective functions is of

higher priority than other objectives. In these cases, the domain expert/practitioner can

de�ne input preferences over multiple black-box functions through the notion of preference

speci�cation, which is de�ned as a vector of scalarsp = f pf 1 ; � � � ; pf K ; pc1 ; � � � ; pcL g with

0 � pi � 1 and
P

i 2I pi = 1 such that I = f f 1; � � � ; f K ; c1; � � � ; cL g. Higher values ofpi

mean that the corresponding objective functionf i is highly preferred. In such cases, the

solution to the MOO problem should prioritize producing design parameters that optimize

the preferred objective functions.

3.2 Related Work

A comprehensive overview of the existing related work in multi-objective Bayesian optimiza-

tion and constrained Bayesian optimization is included in Section 2.5.

There has been previous work on incorporating preferences in multi-objective optimiza-

tion using evolutionary techniques (J.-H. Kim et al., 2012; Thiele et al., 2009; Branke, 2008).
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A parallel line of work includes several proposed optimization approaches to incorporate pref-

erences between di�erent objectives (Abdolshah et al., 2019; Z. J. Lin et al., 2022; Paria,

Kandasamy, and Póczos, 2020; Chugh, 2022; Gibson, Everson, and Fieldsend, 2022). How-

ever, simultaneously handling constraints and preferences is not well-studied. The goal of

this paper is to �ll this gap that is motivated by real-world problems in analog circuit design

and electric power systems design.

Existing algorithms can handle constraints that are evaluated using expensive function

evaluations. However, they might not perform well when the fraction of feasible designs in

the input space is small because they are hard to locate. Additionally, none of them supports

preference speci�cations over the output objectives.

3.3 Preference-Aware Constrained Multi-Objective BO

The general strategy behind the BO process for this problem is to employ a preference-

aware acquisition function to iteratively select a candidate input (i.e., design parameters)

to evaluate using the information provided by the surrogate models. The surrogate models

are updated based on new training examples (design parameters as input and evaluations of

objectives and constraints from function evaluations as output), constraints are checked to

ensure feasibility, and a solution is selected.

Overview of PAC-MOO. PAC-MOO algorithm is an instance of the BO framework,

which takes as input the input spaceX , preferences over objectivesp, expensive objective

functions and constraints evaluator, and produces a Pareto set of candidate inputs as per

the preferences afterT iterations of PAC-MOO as shown in Algorithm 1. In each iteration

t, PAC-MOO selects a candidate input designx t 2 X to perform a function evaluation.

Consequently, the surrogate models for both objective functions and constraints are updated

based on training data from the function evaluations.

Surrogate Modeling. We use Gaussian Processes (GPs) (Williams and Rasmussen,
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Figure 3.1 A high-level overview of the PAC-MOO algorithm. It takes as input
the input spaceX and preferences over objectivesp, and produces a Pareto set of
candidate points as per the preferences afterT iterations of PAC-MOO. In each iter-
ation t, PAC-MOO selects a candidate pointx t 2 X to perform expensive function
evaluations, and the surrogate models for both objective functions and constraints
are updated based on training data from the evaluated point.

2006) as suitable statistical models for solving these preference-aware black-box optimization

problems with expensive function evaluations. GPs are rich and �exible models which can

mimic any objective function. Intuitively, two candidate design parameters that are close

to each other will potentially exhibit approximately similar performance in terms of output

objectives. We model the objective functions and black-box constraints by independent GP

modelsGPf 1 ; � � � ; GPf K ; GPc1 ; � � � ; GPcK with zero mean and i.i.d. observation noise.

Acquisition Function. The multi-objective optimization method MESMO (Belakaria,

Deshwal, and Doppa, 2019) approach for solving MOO problems proposed to select the

input that maximizes the information gain about the optimal Pareto front for evaluation

at each iteration. However, this approach did not address the challenge of handling black-

box constraints which can be evaluated only through expensive function evaluators. To

overcome this challenge, the MESMOC (Belakaria, Deshwal, and Doppa, 2020a) algorithm

was introduced which utilizes MESMO's powerful acquisition function while being able to

incorporate constraint functions into the optimization by maximizing the information gain
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Algorithm 1 PAC-MOO Algorithm

Require: Input space X ; black-box functions f f 1; : : : ; f K ; c1; : : : ; cL g; preferencesp =

f pf 1 ; : : : ; pf K ; pc1 ; : : : ; pcL g; initial data D; number of iterationsT

1: Initialize Gaussian processes modeling black-box functionsGPf 1 ; : : : ; GPf K and con-

straints GPc1 ; : : : ; GPcL by evaluating them on initial data

2: for t = 0 to T do

3: if x feasible =2 D then

4: Select design parametersx t  arg max
x 2X

� prob (x) # eq. 3.13

5: else

6: Select design parameters

7: x t  arg max
x 2X

� pref(x; p) in Algorithm 2

8: s.t. � c1 � 0; : : : ; � cL � 0

9: end if

10: Perform function evaluations using the selected design parametersx t :

11: y t  
�
f 1(x t ); : : : ; f K (x t ); c1(x t ); : : : ; cL (x t )

�

12: Aggregate data:D  D [ f (x t ; y t )g

13: Update modelsGPf 1 ; : : : ; GPf K and GPc1 ; : : : ; GPcL using D

14: end for

15: return The Pareto set of feasible design parameters fromD

between the next candidate input for evaluationx and the optimal constrained Pareto front

Y � :

� (x) = I (f x; yg; Y � j D) = H (y j D; x) � EY � [H (y j D; x; Y � )] (3.1)

In this case, the output vectory is K + L dimensional:y = (yf 1 ; yf 2 ; � � � ; yf K ; yc1 ; � � � ; ycL )

where yf j = f j (x) 8 j 2 f 1; 2; � � � ; K g and yci = Ci (x) 8 i 2 f 1; 2; � � � ; Lg. Con-

sequently, the �rst term in Equation (3.1), entropy of a factorizable(K + L)-dimensional
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Gaussian distribution P(y j D; x), can be computed in closed form as shown below:

H (y j D; x) =
(K + C)(1 + ln(2 � ))

2
+

KX

j =1

ln(� f j (x)) +
LX

i =1

ln(� ci (x)) (3.2)

where � 2
f j

(x) and � 2
ci

(x) are the predictive variances ofj th function and i th constraint

GPs respectively at inputx. The second term in Equation (3.1) is an expectation over the

Pareto front Y � . We can approximately compute this term via Monte-Carlo sampling as

shown below:

EY � [H (y j D; x; Y � )] '
1
S

SX

s=1

[H (y j D; x; Y �
s )] (3.3)

whereS is the number of samples andY �
s denote a sample Pareto front. There are two

key algorithmic steps to compute this part of the equation: 1) How to compute constrained

Pareto front samplesY �
s ?; and 2) How to compute the entropy with respect to a given

constrained Pareto front sampleY �
s ? We provide solutions for these two questions below.

1) Computing constrained Pareto front samples via cheap multi-objective

optimization. To compute a constrained Pareto front sampleY �
s , we �rst sample functions

and constraints from the posterior GP models via random Fourier features (J. M. Hernández-

Lobato, M. W. Ho�man, and Ghahramani, 2014; Rahimi and Recht, 2008) and then solve a

cheap constrained multi-objective optimization over theK sampled functions andL sampled

constraints.

Cheap MO solver.We sample ~f i from GP model GPf j for each of theK functions and

~Cj from GP model GPcj for each of theL constraints. A cheapconstrained multi-objective

optimization problem over the K sampled functions ~f 1; ~f 2; � � � ; ~f k and the L sampled con-

straints ~C1; ~C2; � � � ; ~CL is solved to compute the sample Pareto frontY �
s . Note that we refer

to this optimization problem as cheap because it is performed over sampled functions and

constraints, which are cheaper to evaluate than performing expensive function evaluations.

We employ the popular constrained NSGA-II algorithm (Feliot, Bect, and Vazquez, 2017;
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Deb, Pratap, et al., 2002) to solve the constrained MO problem with cheap sampled objective

functions and constraints.

2) Entropy computation with a sample constrained Pareto front. Let Y �
s =

f v1; � � � ; v lg be the sample constrained Pareto front, wherel is the size of the Pareto front and

eachv i is a (K + L)-vector evaluated at theK sampled functions andL sampled constraints

v i = f vi
f 1

; � � � ; vi
f K

; vi
c1

; � � � ; vi
cL

g. The following inequality holds for each componentyj of

the (K + L)-vector y = f yf 1 ; � � � ; yf K ; yc1 ; � � � ycL g in the entropy term H (y j D; x; Y �
s ):

yj � maxf v1
j ; � � � vl

j g 8 j 2 f f 1; � � � ; f K ; c1; � � � ; cL g (3.4)

The inequality essentially says that thej th component ofy (i.e., yj ) is upper-bounded by

a value obtained by taking the maximum ofj th components of alll (K + L)-vectors in the

Pareto front Y �
s . This inequality had been proven by a contradiction for MESMO (Belakaria,

Deshwal, and Doppa, 2019) for all objective functionsj 2 f f 1; � � � ; f K g. We assume the same

for all constraints j 2 f c1; � � � ; cL g.

By combining the inequality (3.4) and the fact that each function is modeled as an inde-

pendent GP, we can approximate each componentyj as a truncated Gaussian distribution

since the distribution of yj needs to satisfyyj � maxf v1
j ; � � � vl

j g. Let yci �
s = maxf v1

ci
; � � � vl

ci
g

and yf j �
s = maxf v1

f j
; � � � vl

f j
g. Furthermore, a common property of entropy measure allows

us to decompose the entropy of a set of independent variables into a sum over entropies of

individual variables (Cover and Thomas, 2012):

H (y j D; x; Y �
s ) =

KX

j =1

H (yf j jD; x; yf j �
s ) +

LX

i =1

H (yci jD; x; yci �
s ) (3.5)

The r.h.s is a summation over entropies of(K + L)-variablesy = f yf 1 ; � � � ; yf K ; yc1 ; � � � ycL g.

The di�erential entropy for each yj is the entropy of a truncated Gaussian distribution

(Michalowicz, Nichols, and Bucholtz, 2013) and is given by the following equations:
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H (yf j jD; x; yf j �
s ) '

(1 + ln(2 � ))
2

+ ln( � f j (x)) + ln �( 
 f j
s (x)) �


 f j
s (x)� (
 f j

s (x))

2�( 
 f j
s (x))

(3.6)

H (yci jD; x; yci �
s ) '

(1 + ln(2 � ))
2

+ ln( � ci (x)) + ln �( 
 ci
s (x)) �


 ci
s (x)� (
 ci

s (x))
2�( 
 ci

s (x))
(3.7)

Consequently, we have:

H (y j D; x; Y �
s ) '

KX

j =1

"
(1 + ln(2 � ))

2
+ ln( � f j (x)) + ln �( 
 f j

s (x)) �

 f j

s (x)� (
 f j
s (x))

2�( 
 f j
s (x))

#

+
LX

i =1

�
(1 + ln(2 � ))

2
+ ln( � ci (x)) + ln �( 
 ci

s (x)) �

 ci

s (x)� (
 ci
s (x))

2�( 
 ci
s (x))

�
(3.8)

where 
 ci
s (x) = y

ci �
s � � ci (x )

� ci (x ) , 
 f j
s (x) =

y
f j �
s � � f j (x )

� f j (x ) , and � and � are the p.d.f and c.d.f of

a standard normal distribution respectively. By combining equations (3.2) and (3.8) with

equation (3.1), we get the �nal form of our acquisition function as shown below:

� (x) '
X

i 2I

AF (i; x ) with i 2 I and I = f c1 � � � cL ; f 1 � � � f K g (3.9)

AF (i; x ) =
SX

s=1


 i
s(x)� (
 i

s(x))
2�( 
 i

s(x))
� ln �( 
 i

s(x)) (3.10)

3.3.1 Convex Combination for Preferences

We now describe how to incorporate preference speci�cation (when available) into the acqui-

sition function. The derivation of the acquisition function proposed in Equation 3.9 resulted

in a function in the form of a summation of an entropy term de�ned for each of the objective

functions and constraints asAF (i; x ). Given this expression, the algorithm will select an

input while giving the same importance to each of the functions and constraints. However,

as an example, in problems such as circuit design optimization, e�ciency is typically the
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most important objective function. The designer would like to �nd a trade-o� between the

objectives. Nevertheless, candidate circuits with high voltage and very low e�ciency might

be useless in practice. Therefore, we propose to inject preferences from the designer into our

algorithm by associating di�erent weights to each of the objectives. A principled approach

would be to assign appropriate preference weights resulting in a convex combination of the

individual components of the summationAF (i; x ). Let pi be the preference weight associ-

ated with each individual component. The preference-based acquisition function is de�ned

as follows (see Algorithm 2):

� pref (x) '
X

i 2I

pi � AF (i; x ) with i 2 I s:t
X

i 2I

pi = 1 (3.11)

It is important to note that in practice if a candidate design does not satisfy the con-

straints, the optimization will fail regardless of the preferences over objectives. Therefore,

the cumulative weights assigned to the constraints have to be at least equal to the total

weight assigned to the objective functions:

X

i 2f c1 ��� cL g

pi =
X

i 2f f 1 ;��� ;f K g

pi =
1
2

(3.12)

Given that satisfying all the constraints is equally important, the weights over the con-

straints would be equal. Finally, only the weights over the functions will need to be explicitly

speci�ed.

3.3.2 Finding Feasible Regions of Design Space

The acquisition function de�ned in equation 3.11 will build constrained Pareto front samples

Y �
s by sampling functions and constraints from the Gaussian process posterior. The posterior

of the GP is built based on the current training dataD. The truncated Gaussian approxima-

tion de�ned in Equations 3.6 and 3.7 requires the upper boundyf j �
s and yci �

s to be de�ned.
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Algorithm 2 Preference-Based Acquisition Function (� pref)

Require: � pref(x; p)

1: for each samples 2 f 1; : : : ; Sg do

2: Sample functions ~f j � M f j ; 8j 2 f 1; : : : ; K g

3: Sample constraints~Ci � M ci ; 8i 2 f 1; : : : ; Lg

4: SolvecheapMOO over ( ~f 1; : : : ; ~f K ) constrained by( ~C1; : : : ; ~CL ):

5: Y �
s  arg max

x2X
( ~f 1; : : : ; ~f K ) s.t. ( ~C1 � 0; : : : ; ~CL � 0)

6: end for

7: De�ne I = f c1; : : : ; cL ; f 1; : : : ; f K g

8: for eachi 2 I do

9: Compute AF (i; x ) based onS samples ofY �
s via Equation 3.10

10: end for

11: return
P

i 2I pi � AF (i; x )

However, in the early Bayesian optimization iterations of the algorithm, the con�gurations

evaluated may not include any feasible design parameters. This is especially true for sce-

narios where the fraction of feasible design con�gurations in the entire design space is very

small. In such cases, the sampling process of the constrained Pareto frontsY �
s is susceptible

to failure because the surrogate models did not gather any knowledge about feasible regions

of the design spaceyet. Consequently, the upper boundsyf j �
s and yci �

s are not well-de�ned

and the acquisition function in 3.11 is not well-de�ned. Intuitively, the algorithm should �rst

aim at identifying feasible design con�gurations by maximizing the probability of satisfying

all the constraints. We de�ne a special case of our acquisition function for such challenging

scenarios as shown below:

� prob(x) =
LY

i =1

Pr(ci (x) � 0) (3.13)

This acquisition function enables an e�cient feasibility search due to its exploitation char-
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acteristics (Gardner et al., 2014). Given that the probability of constraint satisfaction is bi-

nary (0 or 1), the algorithm will be able to quickly prune unfeasible regions of the design space

and move to other promising regions until it identi�es feasible design con�gurations. This ap-

proach will enable a more e�cient search over feasible regions later and accurate computation

of the acquisition function. The complete pseudo-code of PAC-MOO is given in Algorithm 1.

3.3.3 Regret Bound Analysis

The state-of-the-art MESMO approach (Belakaria, Deshwal, and Doppa, 2019) for multi-

objective BO, possesses a regret analysis for multi-objective cumulative regret. Given well-

�tted Gaussian processes for the objective functions and constraints, the cheap multi-objective

algorithm will be able to generate designs that are Pareto optimal and satisfy the constraints

with high probability. Under these conditions, the regret bound developed in MESMO also

extends to MESMOC (Belakaria, Deshwal, and Doppa, 2020a; Belakaria, Deshwal, and

Doppa, 2021).

Given the incorporation of the preference vector within the PAC-MOO framework, the

theoretical regret bound takes on a distinct form. Speci�cally, the regret analysis for PAC-

MOO yields a weighted summation of the regret for each individual objective, re�ecting the

preferences encoded by the user. This extension of regret formulation allows PAC-MOO

to hold its regret bound in a diverse range of multi-objective optimization scenarios, where

objectives may not possess uniform importance. Therefore, the regret analysis of PAC-MOO

degenerates to MESMO's regret analysis in the absence of preferences and constraints. This

theoretical insight underscores the versatility and practicality of PAC-MOO, as it extends

the utility of prior regret analysis to settings where user preferences play a pivotal role in

guiding the optimization process.
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3.4 Experiments and Results

In this section, we present an experimental evaluation of PAC-MOO on a synthetic con-

strained multi-objective optimization problem as well as two challenging real-world analog

circuit design problems.

Baselines. We compare PAC-MOO with state-of-the-art constrained MOO evolutionary

algorithms, namely, NSGA-II (Deb, Pratap, et al., 2002) and MOEAD (Q. Zhang and Hui Li,

2007a). We also compare to the constrained multi-objective optimization method, the Un-

certainty aware search framework for multi-objective Bayesian optimization with constraints

(USeMOC) algorithm (Belakaria, Deshwal, and Doppa, 2020c). We evaluated two variants

of the USeMOC wrapper framework: USeMOC-EI and USeMOC-TS, using expected im-

provement (EI) and Thompson sampling (TS) acquisition functions. We also compare our

method to the Max-value Entropy Search for Multi-Objective Bayesian Optimization with

Constraints (MESMOC) (Belakaria, Deshwal, and Doppa, 2020a), which is a special case of

the PAC-MOO problem: equal preferences over all the black-box functions and without the

approach to �nd feasible regions of input space (Section 4.4). Note that the acquisition func-

tion behind MESMOC is not well-de�ned when there are no training examples for feasible

inputs. Hence, our PAC-MOO-0 (PAC-MOO with no preferences) mitigates the feasibility

issue of MESMOC by incorporating our proposed approach to handle the lack of feasible

training examples.

PAC-MOO setup : We employ a Gaussian process (GP) with squared exponential

kernel for all our surrogate models. We evaluated several preference values for the e�ciency

objective function. PAC-MOO-0 refers to the preference being equal over all objectives and

constraints. PAC-MOO-1 refers to assigning 80% preference to one preferred objective (e.g.

e�ciency in the HCR and SCVR problems) and equal importance to other functions and

constraints, resulting in a preference valuepi = 0:5 � 0:8 = 0:4 for the preferred objective.

With PAC-MOO-2, we assign a total preference of 85% to the objective functions with 92%
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importance to one preferred objective resulting in a preference value ofpi = 0:85� 0:92 =

0:782. We assign equal preference to all other functions. With PAC-MOO-3, we assign a

total of 0.65 preference to the objective functions and 0.35 to the constraints. Additionally,

we provide 88% importance to the preferred objective resulting in a preference value of

pi = 0:65� 0:88 = 0:572.

Evaluation Metrics : The Pareto Hypervolume (PHV) indicator is a commonly used

metric to measure the quality of the Pareto front (Zitzler, 1999) as de�ned in section 2.4.

After each expensive experiment (iteration), we measure the PHV for all algorithms and

compare them. To demonstrate the e�cacy of the preference-based PAC-MOO for real-

world analog circuit design problems, we compare all baselines using the maximum discovered

preferred objective (e�ciency in the case of real-world analog circuit design benchmarks) of

the optimized problem as a function of the number of algorithm iterations.

Benchmarks: We employ one synthetic and two challenging real-word engineering

design problems to show the e�cacy of the proposed PAC-MOO method.

1. The OSY problem. We solve the constrained multi-objective optimization OSY test

problem (Osyczka and Kundu, 1995) as a synthetic benchmark with a minor modi�cation.

To increase the complexity of the problem, each dimension in the input space is expanded to

1.5 times its original size, resulting in a search space approximately 11 times larger than the

original problem. Additionally, we introduce a new constraint that renders any input outside

the original input space as infeasible. Consequently, the modi�ed OSY problem exhibits a

signi�cantly reduced rate of feasible points. This variant of the OSY problem is initialized

with 12 random initial points and comprises 6 input dimensions, 2 objective functions that

we are maximizing, and 7 constraints.

2. Switched-Capacitor Voltage Regulator (SCVR) design optimization setup.A �ying-

capacitor crossing technique (FCCT) is used in the multi-output SCVR to achieve dynamic

capacitor optimization, as discussed in (Z. Zhou et al., 2020). The constrained MOO problem
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(a) Hypervolume - OSY (b) Maximum discovered value ofF1

Figure 3.2 Hypervolume and preferred objective of the OSY benchmark with pref-
erences de�ned to prioritize objective functionF1 vs. number of BO iterations.

(a) Hypervolume (b) Maximum discovered feasible e�ciency

Figure 3.3 Plots showing the Hypervolume and maximum discovered e�ciency
of a feasible design in the SCVR circuit with preferences vs. Number of circuit
simulations.

for SCVR circuit design consists of 33 input design variables, 9 objective functions, and 14

constraints. Every baseline is initialized with 24 randomly sampled circuit con�gurations.

3. High Conversion Ratio (HCR) design optimization setup.For the HCR converter

experiments, we use an inductor-�rst hybrid power stage, which has been previously intro-

duced in (Tang et al., 2020). The constrained MOO problem for HCR circuit design consists

of 32 design variables, 5 objective functions, and 6 constraints. Considering that the fraction

of feasible circuit con�gurations in the design space is extremely low (around 4%), every

baseline is initialized with 32 initial feasible designs provided by a domain expert.
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(a) Hypervolume (b) Maximum discovered feasible e�ciency

Figure 3.4 Plots showing the Hypervolume and maximum discovered e�ciency of a
feasible design in the HCR circuit with preferences vs. Number of circuit simulations.

In all our preference-based experiments, we assign a preference value to one high-priority

objective and assign all other black-box functions (the rest of the objectives and the con-

straints) equal preference. The preferred objective is set to e�ciency in the case of the two

real-world analog circuit design problems, and it is set toF1 in the synthetic benchmark.

It is noteworthy that neither evolutionary algorithms nor the baseline BO method USe-

MOC are capable of handling preferences over objectives. This is an important advantage

of our PAC-MOO algorithm, whose bene�ts we demonstrate through our experiments.

Hypervolume of Pareto set vs. the number of BO iterations. Figures 3.2a, 3.3a,

and 3.4a show the results for Pareto hypervolume of Pareto set as a function of the number of

BO iterations for SCVR, HCR, and OSY problems, respectively. An algorithm is considered

relatively better if it achieves higher hypervolume with a lower number of BO iterations. We

make the following observations.

1) PAC-MOO with no preferences (i.e., PAC-MOO-0) outperforms all the baseline meth-

ods. This is attributed to the e�cient information-theoretic acquisition function and the

exploitation approach to �nding feasible regions in the circuit design space.

2) At least one version of USeMOC performs better than all evolutionary baselines:

USeMOC-EI for both SCVR and HCR designs, and the OSY problem. These results demon-
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strate that BO methods have the potential for accelerating analog circuit design optimization

over evolutionary algorithms.

3) The performance of PAC-MOO with preference (i.e., PAC-MOO-1, 2, 3) may slightly

decline in some cases in terms of the hypervolume. This is because the hypervolume metric

evaluates the quality of the general Pareto front, while our algorithm focuses on speci�c

regions of the Pareto front through preference speci�cation. Although this behavior is ex-

pected, we have observed that the PHV of PAC-MOO-1 and PAC-MOO-2 remains compet-

itive and even outperforms PAC-MOO-0, especially in the case of the OSY problem. The

performance of PAC-MOO degrades only when a signi�cantly high preference is given to one

objective function and when there is a large number of objective functions available (e.g.,

PAC-MOO-3 in the HCR problem).

Value of the preferred objective vs. the number of BO iterations. Since ef-

�ciency is the most important objective for both SCVR and HCR circuits, we evaluate

PAC-MOO by giving higher preference to e�ciency over other objectives. In the case of the

synthetic OSY constrained MOO problem, we assign a higher preference to the �rst objec-

tive function, F1. Figures 3.2b, 3.3b, and 3.4b show the results for the maximum discovered

feasible value of the preferred objective as a function of the number of BO iterations.

1) As intended by design, PAC-MOO with preferences outperforms all baseline methods,

including PAC-MOO without preferences, by �nding feasible input designs with higher values

of the preferred objective function.

2) In the real-world analog circuit design problems, the improvement in maximum ef-

�ciency of uncovered circuit con�gurations for PAC-MOO with preferences comes at the

expense of loss in hypervolume metric as shown in Figure 3.3a and Figure 3.4a.

3) In problems involving a small number of objective functions (e.g., 2 objective functions

in the case of the OSY problem), the increase in the value of the preferred objective can
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outweigh the negative e�ects of emphasizing speci�c regions of the Pareto front through ob-

jective preferences. This e�ect is particularly noticeable when considering the hypervolume.

As a result, PAC-MOO with preferences (PAC-MOO-2) can achieve a higher hypervolume

value compared to PAC-MOO without preferences (PAC-MOO-0). This trend is evident in

Figure 3.2a and Figure 3.2b.

Complexity Analysis. When comparing PAC-MOO to conventional methods, such

as evolutionary baselines, it is evident that PAC-MOO introduces slightly more computa-

tional complexity. This increased complexity arises from the utilization of the sophisticated

information-theoretic approach, which can result in slightly slower computational perfor-

mance. Nonetheless, it's imperative to contextualize this additional computational time

within practical applications such as circuit design optimization. In such practical scenarios,

the additional computational overhead becomes almost negligible. For instance, in the con-

text of the HCR problem, a single simulation takes approximately 20 minutes, whereas one

iteration of PAC-MOO consumes around 30 seconds of time. This relatively minor increase

in computational time becomes inconsequential, especially when considering the substan-

tial bene�ts PAC-MOO o�ers. It consistently outperforms its counterparts, even with a

slight increase in time, establishing itself as a compelling choice for real-world expensive

multi-objective optimization tasks.

3.5 Summary

Motivated by challenges in hard engineering design optimization problems (e.g., large design

spaces, expensive simulations, a small fraction of con�gurations are feasible, and the exis-

tence of preferences over objectives), this paper proposed a principled and e�cient Bayesian

optimization algorithm referred to as PAC-MOO. The algorithm builds Gaussian process-

based surrogate models for both objective functions and constraints and employs them to

intelligently select the sequence of input designs for performing experiments. The key in-
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novations behind PAC-MOO include a scalable and e�cient acquisition function based on

the principle of information gain about the optimal constrained Pareto front, an e�ective

exploitation approach to �nd feasible regions of the design space, and incorporating prefer-

ences over multiple objectives using a convex combination of the corresponding acquisition

functions. Experimental results on one synthetic constrained multi-objective optimization

problem with a small region of feasible points and two challenging real-world analog circuit

design optimization problems demonstrated that PAC-MOO outperforms baseline methods

in �nding a Pareto set of feasible points with high hyper-volume using a small number of

BO iterations. With preference speci�cation, PAC-MOO was able to �nd design parameters

that optimize the preferred objective functions better.
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CHAPTER FOUR

Pareto Front-Diverse Batch Multi-Objective Bayesian Optimization

We consider the problem of multi-objective optimization over expensive-to-evaluate functions

to �nd high-quality and diverse Pareto fronts when we are allowed to perform a batch

of experiments and when the diversity of the Pareto front is of high importance to the

practitioner. As an example, in the context of the multi-objective optimization (MOO)

problem for gear train design (Deb and Srinivasan, 2006), the motivation for conducting

batches of parallel experiments is twofold. Firstly, parallel experiments signi�cantly expedite

the research process. Given the complexity of optimizing gear units with objectives like gear

sizes, the process inherently involves a substantial number of experimental runs to explore the

vast design space. Conducting these experiments sequentially would be time-consuming. By

leveraging parallel experimentation, enabled by the availability of advanced computational

resources and infrastructure, the overall time to reach optimal solutions is drastically reduced.

Secondly, the requirement for diversity in the Pareto front is crucial in the gear train design

MOO problem due to the varying demands of di�erent applications.

Optimizing gear trains by determining the optimal sizes and con�gurations of gears is

fundamental in mechanical engineering for e�cient power transmission and operational re-

liability. Di�erent applications have unique requirements: some may prioritize maximizing

torque transmission while minimizing size and weight for compactness, while others might

focus on reducing noise and vibrations to enhance user comfort. A diverse set of solutions

on the Pareto front provides a broad spectrum of optimal choices to address these varying

priorities. By exploring a wide range of results for each objective, multi-objective optimiza-

tion facilitates the identi�cation of various optimal solutions, ensuring that the speci�c needs

of di�erent applications are met. Employing Bayesian Optimization (BO) in this context

is particularly advantageous due to its e�ciency in handling expensive evaluations and its

capability to e�ectively explore complex design spaces. This diversity is not just a byproduct
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of multi-objective optimization; it is a fundamental requirement to ensure that the solutions

are comprehensive and applicable to the wide array of application-speci�c requirements.

We propose a novel approach referred to asPareto front-D iverse Batch Multi-Objective

BO (PDBO) . PDBO selects a batchB of inputs for evaluations in each iteration using

two main steps. First, it employs a principled multi-arm bandit strategy to dynamically

select one acquisition function (AF) from a given library of acquisition functions within the

single-objective BO literature. A cheap MOO problem is solved by assigning the selected

acquisition function for each expensive objective function to obtain a Pareto set. Second, a

principled con�guration of determinantal point processes (DPPs) (Borodin, 2009; Kulesza,

Taskar, et al., 2012) for multiple objectives is used to selectB inputs for evaluation from the

Pareto set of the �rst step to improve the diversity of the uncovered Pareto front. PDBO

updates the key parameters of the algorithms for these two steps (dynamic selection of

acquisition function and selectingB Pareto-front diverse inputs from a candidate Pareto set)

after obtaining the objective function evaluations. Our experiments on multiple benchmarks

with varying input dimensions and number of objective functions demonstrate that PDBO

outperforms prior methods in �nding high-quality and diverse Pareto fronts.

4.1 Problem Setup

We consider a MOO problem where the goal is to optimize multiple con�icting functions.

Let X � Rd be the input space ofd design variables, where each candidate inputx 2 X is ad-

dimensional input vector. And letf f 1; � � � ; f K g with K � 2 be the objective functions de�ned

over the input spaceX wheref 1(x); � � � ; f K (x) : X ! R. We denote the functions evaluation

at an input x as y = [ y1; � � � ; yK ], where yi = f i (x) for all i 2 f 1; � � � ; K g. Without loss

of generality, we assume minimization for allK objective functions. The optimal solution

of the MOO problem is a set of inputsX � � X such that no input x0 2 X n X � Pareto-

dominates another input x 2 X � . An input x Pareto-dominates another pointx0 if and
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only if 8j : f j (x) � f j (x0) and 9j : f j (x) < f j (x0). The set of input solutionsX � is called

the optimal Pareto setand the corresponding set of function valuesY � is called the optimal

Pareto front. We can selectB inputs for parallel evaluation in each iteration, and our goal

is to uncover a high-quality and diverse Pareto front while minimizing the total number of

expensive function evaluations.

4.2 Related work

Batch Multi-objective BO. The Batch BO problem in the multi-objective setting is

even much less studied. Diversity-Guided E�cient Multi-Objective Optimization (DGEMO)

(Konakovic Lukovic, Tian, and Matusik, 2020) approximates and analyzes a piecewise-

continuous Pareto set representation which allows the algorithm to introduce a batch se-

lection strategy that optimizes for both hypervolume improvement and diversity of selected

samples. However, DGEMO's work did not study or evaluate the Pareto-front diversity of

the solutions that were produced. qEHVI (Samuel Daulton, Balandat, and Bakshy, 2020)

is an exact computation of the joint EHVI of q new candidate points (up to Monte-Carlo

integration error).

qPAREGO is a novel extension of ParEGO (Knowles, 2006; Samuel Daulton, Balandat,

and Bakshy, 2020) that supports parallel evaluation and constraints. More recent work (X.

Lin et al., 2022) proposed an approach to address MOO problems with continuous/in�nite

Pareto fronts by approximating the whole Pareto set via a continuous manifold. This ap-

proach enables a better preference-based exploration strategy for practitioners compared

to prior work (Abdolshah et al., 2019; Paria, Kandasamy, and Póczos, 2020; Astudillo

and P. Frazier, 2020). However, it is typically unknown to the user if the Pareto front

is dense/continuous, especially in expensive function settings where the data is limited.It is

not known whether any of these batch methods produce diverse Pareto fronts or not, as they

were not evaluated on diversity metrics. We perform an experimental evaluation to answer
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this question.

DPPs for Batch Single-Objective BO. DPPs are elegant probabilistic models (Borodin

and Olshanski, 2005; Borodin, 2009) that characterize the property of repulsion in a set of

vectors and are well-suited for the selection of a diverse subset of inputs from a prede�ned

set. Prior work used DPPs for selecting batches for evaluation in the single-objective BO

literature (Kathuria, Deshpande, and Kohli, 2016; Nava, Mojmir Mutny, and Krause, 2022;

Z. Wang, C. Li, et al., 2017). In the context of MOO for cheap objective functions using

evolutionary algorithms, DPP was deployed using non-learning-based kernels such as cosine

function applied to points in the Pareto front while disregarding the input space (M. Wang

et al., 2022; P. Zhang et al., 2020; Okoth et al., 2022). However,to the best of our knowledge,

there is no work on using DPPs for multi-objective BO to uncover diverse Pareto fronts us-

ing a learned kernel that captures the trade-o� between multiple objectives, similarity in the

input space, and diversity of the Pareto front.

Adaptive Acquisition Function Selection. There has been a plethora of research

on �nding e�cient and reliable acquisition functions (AFs). However, prior work has shown

that no single acquisition function is universally e�cient and consistently outperforms all

others. GP-Hedge (M. Ho�man, Brochu, De Freitas, et al., 2011) proposed to use a port-

folio of acquisition functions. The optimization of each AF will nominate an input, and

the algorithm will select one of them for evaluation using the selection probabilities. The

GP-Hedge method uses the Hedge strategy (Freund and Schapire, 1997), a multi-arm bandit

method designed to choose one action amongst a set of di�erent possibilities using selection

probabilities calculated based on the reward (performance given by function values) collected

from previous evaluations. (Vasconcelos, D. A. d. Souza, et al., 2019) extended (M. Ho�-

man, Brochu, De Freitas, et al., 2011) by proposing to use discounted cumulative reward

and (Vasconcelos, D. A. R. d. Souza, et al., 2022) suggested using Thompson sampling to

automatically set the hedge hyperparameter� .
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Figure 4.1 High-level overview of PDBO algorithm illustrating its three key com-
ponents.

4.3 Proposed PDBO Algorithm

We start by providing an overview of the proposed PDBO algorithm illustrated in Figure

4.1. Next, we explain our algorithms for two key components of PDBO, namely, adaptive

acquisition function selection via a multi-arm bandit strategy and diverse batch selection via

determinantal point processes for multi-objective output space diversity.

Overview of PDBO. PDBO is an iterative algorithm. It introduces novel methods for

selecting varying acquisition functions and for bringing the diversity of inputs into the multi-

objective BO setting. The method buildsK independent Gaussian processesGp1; � � � ; GpK

as surrogates for each of the objective functions. Its three key steps at each iterationt to

selectB inputs for evaluation are:

1. Solving multiple cheap MOO problems:PDBO takes as input a portfolio of acquisi-

tion functions, P = f Af 1; � � � ; Af M g for single-objective BO. It constructsM cheap MOO

problems, each corresponding to one AF. The multiple objectives de�ning the cheap MOO

problems are acquisition functions, respectively, corresponding to theK objective functions.

Solving cheap MOO problems will generateM cheap Pareto-sets of solutionsX 1
c � � � X M

c .

2. Diverse batch selection:From each cheap Pareto setX j
c , a batchX B j

t � X j
c of B inputs
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is selected using a diversity-aware approach based on DPPs. Importantly, the adapted DPP

is con�gured to favor the diversity in the output space and to handle multiple objective

settings by using a principally �tted convex combination of the kernels of theK Gaussian

processes. The convex combination scalars are strategically set to maximize the likelihood

of selecting a diverse subset of inputs with respect to the Pareto front.

3. Acquisition function selection: From f X B j
t ; 8 j 2 [1; � � � ; M ]g, only one nominated

subset would be selected using a multi-arm bandit strategy. The keys to this selection are

probabilities p1; � � � ; pj , one for each acquisition function to capture their performance based

on past iterations. pj is the probability of selecting the batch generated by the acquisi-

tion function Af j , de�ned in equation 4.5. These probabilities are updated based on the

discounted cumulative rewardr j of each of the respective acquisition functions. The re-

ward valuesr j are updated based on the quality of the batches nominated by the respective

acquisition functions.

Algorithm 3 provides a pseudocode with high-level steps of the PDBO approach. The

DPP-Select and Adaptive-Af-Select represent the second and third key steps. The

details of these methods and their corresponding pseudocodes are provided in Sections 4.3.1

and 4.3.2, respectively.

4.3.1 Multi-arm Bandit Strategy for Acquisition Function Selection

In this section, we propose a multi-arm bandit (MAB) approach toadaptively select one

acquisition function (AF) from a given library of AFs in each iteration of PDBO.

Multi-arm Bandit Formulation. We are given a portfolio ofM acquisition functions

P = f Af 1; � � � ; Af M g and our goal is to adaptively select one AF in each iteration of PDBO.

Each acquisition function inP corresponds to one arm, and we need to select an arm based

on the performance of past selections for solving the MOO problem. Inspired by the previous

work on AF selection and algorithm selection in the single objective setting (M. Ho�man,
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Algorithm 3 Pareto front-Diverse Batch Multi-Objective BO
Input : X input space; {f 1; � � � ; f K }, K black-box objective functions; P = { Af 1; � � � ; Af M } portfolio of

acquisition functions; B batch size; andTmax number of iterations

1: Initialize data D0 = fX 0; Y0g with N0 initial points

2: for each iteration t 2 [1; Tmax ] do

3: Fit statistical models Gp1; � � � ; Gpk using Dt � 1

4: for each acquisition function Af j 2 P do

5: X j
c  argmin x 2 X (Af j (Gp1; x); � � � ; Af j (Gpk ; x)) // Solve cheap MOO problem

6: X B j
t  DPP-Select (X j

c ; f Gp1; � � � ; Gpk g; Dt � 1)

// Select a batch of inputs from X j
c using DPPs

7: end for

8: Af j �  Adaptive-AF-Select (Dt � 1; f X B j
t � 1gM

j =1 )

// Select an AF using previously aggregated data

9: X B
t = X

B j �

t // Choose the batch nominated by Af j �

10: Y B
t  f [f 1(x); � � � ; f k (x)]; 8 x 2 X B

t g

// Evaluate objective functions for batch of inputs X B
t

11: Dt = fX t ; Yt g  fX t � 1; Yt � 1g [ f (X B
t ; Y B

t )g

12: end for

13: return Pareto set XTmax and Pareto front YTmax

Brochu, De Freitas, et al., 2011; Vasconcelos, D. A. d. Souza, et al., 2019; Vasconcelos,

D. A. R. d. Souza, et al., 2022), we propose an adaptive acquisition function selection

approach for the MOO setting (see Algorithm 2). We explain the two main steps of this

approach below.

Nominating Promising Candidates via Cheap MOO. In each PDBO iteration, we

employ the updated statistical modelsf Gp1 � � � GpK g and the portfolio P to generateM sets

of candidate points. For eachAf j , the algorithm constructs a cheap MOO problem with the

objectives de�ned asAf j (Gp1; x) � � � Af j (GpK ; x). Assuming minimization, the cheap MOO

generateM Pareto-sets of solutionsX 1
c � � � X M

c (one for each acquisition function) de�ned
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as:

X j
c  arg min

x 2 X
f Af j (Gp1; x); � � � ; Af j (GpK ; x)g (4.1)

We employ the algorithm proposed by (Feliot, Bect, and Vazquez, 2017) to solve cheap

MOO problems de�ned in 4.1. From eachX j
c , a batch X B j

t � X j
c of B points is selected

in iteration t using a diversity-aware approach described in Section 4.3.2. We denote the

function evaluations of inputs inX B j
t by Y B j

t .

Multi-Objective Reward Update. We employ the relative hypervolume improvement

as the quality metric to de�ne our reward. The Pareto hypervolume captures the quality

of nominated batches from a Pareto-dominance perspective and carries information about

the represented trade-o� between the multiple objectives. De�ning the immediate reward

as the raw Pareto hypervolume of the nominated batchIR j
t = HV (Y j

t ) can lead to an

undesirable assessment of the suitable acquisition function since a batch of points can have

a large hypervolume value at iterationt but does not provide a signi�cant improvement over

the previous Pareto frontYt � 1 while another batch nominated in iterationt � 1 may have a

smaller hypervolumeHV (Y j
t � 1) yet provides a higher improvement overYt � 2. Additionally,

initial iterations might provide drastic hypervolume improvements even if the selected points

are not optimal. To mitigate these issues, we use the relative hypervolume improvement as

the immediate reward instead of the hypervolume. In each BO iterationt, the immediate

reward IR j
t for each acquisition functionAf j ; 8 j 2 f 1� � � M g is de�ned as follows.

IR j
t =

HV ( ~Yt � 1 [ ~Y j
t ) � HV ( ~Yt � 1)

HV ( ~Yt � 1)
(4.2)

where ~Yt � 1 is the Pareto front at iteration t � 1 and ~Y j
t is the evaluation of the batch

of points X j
t nominated by Af j computed using thepredictive mean of the updated GP

based statistical models. As optimization progresses, statistical models provide a better

representation of the objective functions, and the batches nominated by each AF become

more informative about the quality of its selections. Hence, the impact of the early iterations
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may become irrelevant later. Consequently, we employ adiscounted cumulative rewardfor

each acquisition functionAf j at iteration t (denotedgj
t ).

gj
t = 
g j

t � 1 + IR j
t =

X

t0� t


 t0� 1IR j
t0 (4.3)

Where 
 is a decay rate that trades o� past and recent improvements. The use of

the decay rate can lead to equal or comparable rewards in advanced iterations, causing

the algorithm to select the acquisition function randomly. To address this problem, the

discounted cumulative rewardgj
t should be normalized (Vasconcelos, D. A. d. Souza, et al.,

2019). The rewards at the �rst iteration are all initialized to zero and then updated at each

iteration t using the following expression:

r j
t =

gj
t � gj

max

gj
max � gj

min

(4.4)

Where gj
max = max(f gj

t0; t0 2 [1; t]g) and gj
min = min(f gj

t0; t0 2 [1; t]g). Finally, the proba-

bility of selection of each AF at each iterationt is calculated using equation 4.5.

pj
t =

exp(�r j
t )P M

l=1 exp(�r l
t )

for j = 1 : : : M (4.5)

The proposed MAB approach is an extension of the Hedge algorithm but is fundamen-

tally distinct in its methodology and applicability. While it does generalize certain aspects of

Hedge, it introduces critical variations that make it unique within the context of this study.

Our approach diverges from the original Hedge algorithm by incorporating two key modi-

�cations: 1) The use of discounted rewards and the application of normalization. Unlike

the conventional Hedge, where rewards are typically used without any discounting or nor-

malization, our strategy accounts for these factors, enhancing its adaptability to the speci�c

problem domain. 2) Another signi�cant departure lies in the problem setting itself. Hedge

was initially designed for single-objective optimization while our proposed approach solves

the more challenging problem of multi-objective optimization. This shift in focus has sub-

stantial implications, as it requires an entirely di�erent set of considerations and techniques

to address the complexities introduced by multiple con�icting objectives.
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Algorithm 4 Adaptive-AF-Select
Input : training data Dt ; Batches nominated by di�erent AFs f X B j

t ; 8j 2

f 1 � � � M gg

1: if t == 0 then

2: r j
t = 0 for j = 1 � � � M

3: else

4: Compute rewards: r j
t for j = 1 � � � M using Equation 4.4

5: Update probabilities: pj
t = exp ( �r j

t )
P M

l =1 exp ( �r l
t )

for j = 1 � � � M

6: end if

7: SelectAf j � according to the probabilities f pj
t gM

j =1

8: return acquisition function Af j �

Remark. It is important to note that we are using a full information multi-arm bandit

strategy that requires the reward to be updated for all possible actions (i.e., for all acquisition

functions) at each iteration. Since we evaluate only the batch nominated by the selected AF,

we achieve this by computing the reward using the predictive mean functions of theupdated

surrogate models. For this reason, we solve a cheap MOO problem for eachAf j 2 P even

though the acquisition function is selected based on the data from the previous iterations.

Algorithm 4 provides the pseudocode of the adaptive AF selection based on the estimated

rewards and probabilities.

4.3.2 DPPs for Batch Selection

We explain our approach to select a batch of diverse inputs by con�guring DPPs to promote

output space diversity.

Determinantal Point Processes. (DPPs) (Kulesza, Taskar, et al., 2012) are well-

suited to model samples of a diverse subset ofk points from a prede�ned set ofn of points.

Given a similarity function over a pair of points, DPPs assign a high probability of selection

to the most diverse subsets according to the similarity function. The similarity function

is typically de�ned as a kernel. Formally, given a DPP kernel de�ned over a setS of n
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elements, thek-DPP distribution is de�ned as selecting a subsetS0 of sizek with S0 � S

with probability proportional to the determinant of the kernel:

P r(S0) =
det(� (S0))

P
jsj= k det(� (s))

(4.6)

(Kathuria, Deshpande, and Kohli, 2016) introduced the use of DPP for batch BO in the

single-objective setting. Given the surrogate GP of the objective function, the covariance of

the GP is used as the similarity function for the DPP. The approach selects the �rst point

in the batch by maximizing the UCB acquisition function. Next, it creates a set of points

referred to as relevance region by bounding the search space with the maximizer of the LCB

acquisition function and manually discretizing the bounded space into a grid ofn points.

DPP selects the remaining(k � 1) points out of the n points in the relevance region. (Z.

Wang, C. Li, et al., 2017; Oh et al., 2021; Nava, Mojmir Mutny, and Krause, 2022) used

similar techniques to apply DPPs to high-dimensional and discrete spaces.

There exist two approaches to selecting a diverse subset with a �xed size via DPP: 1)

Choosing the subset that maximizes the determinant referred to asDPP-max; and 2) Sam-

pling with the determinantal probability measure referred to asDPP-sample. In this paper,

we will focus on DPP-max. Although selecting the subset that maximizes the determinant

is an NP-Hard problem, several approximations were proposed (Nikolov, 2015). A greedy

strategy (Kathuria, Deshpande, and Kohli, 2016) provides an approximate solution and was

adopted in several BO papers (Z. Wang, C. Li, et al., 2017)

Limitations of Prior Work and Challenges for MOO. We list the key limitations

of prior methods for DPP-based batch selection in the single-objective setting as they are

applicable to the multi-objective setting too. L1) How can we overcome the limitation of

selecting the �rst point separately regardless of the DPP diversity?L2) How can we prevent

the potential limitation of under-explored search space caused by the discretization of the

space to create the relevance region set?

The key challenges to employing DPPs for batch selection in the MOO setting include
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Algorithm 5 DPP-Select
Input : cheap Pareto set Xc; surrogate models Gp1; � � � ; Gpk ; data

Dt .

1: C t = [ HV C(y); 8 y 2 Y t ] // Calculate the individual hypervolume contribution for each input 2 D t

2: � DP P =
P K

i =1 � i � � i st:
P K

i =1 � i = 1

// Construct � DP P as a convex combination of function kernels

3: � � = arg min � 2 [0;1]K logp(C t jX t ) s:t
P K

i =1 � i = 1

// Select � i values by maximizing the LML

4: Use the �tted � DP P kernel to select the most diverse pointsX B
t from the cheap Pareto setXc via

DPP-max

5: return the selectedB inputs, X B
t

C1) How to de�ne a kernel that captures the diversity for multiple objectives given that we

have K separate surrogate models and their corresponding kernel?C2) How can the DPP

kernel capture the Pareto front diversity and the trade-o� between the objectives without

compromising the Pareto quality of selected points?

DPPs for Multi-objective BO. We propose principled methods to address the limi-

tations of prior work on DPPs for batch BO (L1 and L2) and the challengesC1 and C2 for

MOO.

Multi-objective Relevance Region.Our proposed algorithm naturally mitigates the two

limitations of the single-objective DPP approach. Recall that the �rst step of PDBO al-

gorithm (Section 4.3.1) proposes to generate cheap approximate Pareto-sets which capture

the trade-o�s between the objectives in the utility space and might include, with high prob-

ability, optimal points (Belakaria, Deshwal, Nitthilan Kannappan Jayakodi, et al., 2020;

Konakovic Lukovic, Tian, and Matusik, 2020). We consider the cheap Pareto sets as the

multi-objective relevance region. Our approach allows for generating the relevance region

without manually discretizing the search space. Also, the full batch is selected from the

multi-objective relevance region leading to a better diversity among all the points in the

batch.
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Multi-objective DPP Kernel Fitting. To overcome the challenges of using DPPs in the

MOO setting, we build a new kernel� dpp that is de�ned as a convex combination of the

K kernels of the statistical models (GPs) representing each of the black-box objective func-

tions. Let � = [ � 1; � � � ; � K ] be a vector of sizeK where each� i corresponds to the convex

combination scalar associated with kernel� i of the objective function f i . The DPP kernel

� DP P is de�ned as:

� DP P =
KX

i =1

� i � � i st:
i = KX

i =1

� i = 1 (4.7)

The hyperparameters of the kernels� i 8 i 2 f 1; 2; � � � K g are �xed during the �tting of

the GPs. To set the convex combination scalars� in a principled manner that promotes

diverse batch selection, we propose to set the� by maximizing the log marginal likelihood

of selecting points with the highest individual hypervolume contribution.

The individual hypervolume contribution (HVC) of each point in the evaluated Pareto

front Yt (via evaluated training data D t ) is the reduction in hypervolume if the point is

removed from the Pareto front. HVC is considered a Pareto front (PF) diversity indicator

(Samuel Daulton, Eriksson, et al., 2022). Points in crowded regions of the Pareto front have

smaller HVC values. Therefore, more Pareto front points with high HVC indicate more

output space coverage and consequently, higher PF diversity.

HV C(y) = HV (Yt ) � HV (Yt n f yg) 8 y 2 Y t (4.8)

Given equation 4.8, we can construct the training set for the �tting of� . Let C t =

[HV C(y); 8 y 2 Y t ] be a vector of the individual HV contributions of evaluated points

Xt 2 D t .

� � = argmin� 2 [0;1]K logp(C t jX t ) s.t.
KX

i =1

� i = 1 (4.9)

where logp(C t jX t ) = �
1
2

CT
t KDPP

� 1C t �
1
2

logjK DPP j �
n
2

log 2� (4.10)
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Algorithm 5 provides the pseudo-code for selecting the diverse batch from a given candi-

date/cheap Pareto setXc.

4.4 Theoretical Analysis

Prior work developed regret bound for di�erent single objective acquisition functions includ-

ing UCB (Srinivas et al., 2009; Belakaria, Deshwal, Nitthilan Kannappan Jayakodi, et al.,

2020). However, the theoretical analysis of our proposed MAB algorithm is more challeng-

ing as it involves input selection based on di�erent acquisition functions at each iteration

t. The choices made at any given iterationt in�uence the state and subsequent rewards

of all future iterations (M. Ho�man, Brochu, De Freitas, et al., 2011) and therefore there

is a need to adapt prior theoretical analysis. Additionally, regret bounds for Hedge MAB

strategies have been developed independently outside the context of acquisition function se-

lection (Cesa-Bianchi and Lugosi, 2006). We follow similar steps suggested by (M. Ho�man,

Brochu, De Freitas, et al., 2011) to derive a suitable regret bound for our MOO setting.

We assume maximization of objectives and further assume that the UCB acquisition

function is in the portfolio of acquisition functions used by PDBO. We make this choice

for the sake of clarity and ease of readability as we build our theoretical analysis on prior

seminal work (Srinivas et al., 2009; M. Ho�man, Brochu, De Freitas, et al., 2011). Notably,

this is not a restrictive assumption, and with minimal mathematical manipulations, the same

derived regret bound holds for the case of minimization with the LCB acquisition function

being in the portfolio instead.

To simplify the proof and solely for the sake of theoretical regret bound, we consider the

instant reward at iteration t to be the sum of predictive means of the Gaussian processes

IR t =
kX

i =1

� i;t � 1(x t ) (4.11)

where� i;t � 1 is the posterior mean of functioni . The cumulative reward overTmax itera-
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tions that would have been obtained using acquisition functionAF j is de�ned as:

r j
Tmax

=
TmaxX

t=1

IR t =
TmaxX

t=1

kX

i =1

� i;t � 1(x j
t ): (4.12)

It is important to note that in our proposed PDBO algorithm, we use a di�erent and

better instant reward IR t and cumulative rewardr i
Tmax

. The rewards in equation 4.11 is a

design choice to achieve the following regret bound. In Section 4.4, we provide a discussion

accompanied by an experimental ablation study comparing the reward function used in

theory to the reward function used in PDBO.

Theorem 4.4.1. Let x � be a point in the optimal Pareto setX � . Let x be a point in the

Pareto setXt estimated by PDBO via solving cheap MOO problem at thet th iteration. Let the

cumulative regret for the multiple objectives be de�ned asRTmax (x � ) =
P Tmax

t=1

P k
i =1 f i (x � ) �

f i (x t )

Assuming maximization of objectives and that UCB is in the portfolio of acquisition

functions, let � t be the UCB parameter and
 i
Tmax

be the bound on the information gained

for function i at points selected by PDBO afterTmax iterations, then with probability at least

1 � � the cumulative regret is bounded by

RTmax (x � ) � O (
p

Tmax ) +
TmaxX

t=1

kX

i =1

p
� t � i;t � 1(xUCB

t ) +
q

Ci Tmax � Tmax 
 i
Tmax

:

We provide complete proof in the Appendix. The theorem suggests that our regret is

bounded by two sublinear terms and another term that might include points suggested by

UCB but not necessarily selected by the Hedge strategy. Additionally, the theoretical proof

accounts only for sequential input selection. Extension to batch selection using DPP is

possible by carefully accounting for results introduced by (Kathuria, Deshpande, and Kohli,

2016).

Analysis and Ablation Study. To simplify the proof for regret bound, we de�ned a

new instant reward and cumulative reward in equations 4.11 and 4.12 that are di�erent from
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Figure 4.2 Diverse Pareto front (DPF) results evaluated on multiple benchmarks
and batch sizes.

the rewards we use for PDBO in equations 4.2, 4.3, and 4.4. The goal of this section was

to de�ne a reward that allows tractable theoretical analysis. However, this reward is not

intuitive and has several practical issues:1) It is de�ned as a summation over predictive

means of the functions and does not provide any insight on the quality of the selected

points; 2) It does not account for improvement with respect to previous iterations which is

uninformative in terms of the quality of points selected by di�erent acquisition functions at

di�erent iterations; 3) It is non-discounted and does not account for the importance of the

iterative progress of the input selection; and4) It is not normalized and therefore can lead

to random selection in the advanced iterations. All stated issues have been addressed by our

proposed reward function which we carefully designed to be intuitive and informative about

64



Figure 4.3 Hypervolume results evaluated on multiple benchmarks and batch sizes.

the di�erent acquisition strategies and to mitigate potential numerical issues. We performed

an ablation study to compare the performance of PDBO when using our proposed reward

function and the reward function in the theoretical proof. Our results in the Appendix show

superior performance for our proposed reward strategy.

4.5 Experiments and Results

We provide experimental details and compare PDBO to baseline methods on multiple MOO

benchmarks and varying batch sizes. We evaluate all methods using the hypervolume indi-

cator and diversity of Pareto front (DPF) measure.

Benchmarks. We conduct experiments on benchmarks with varying numbers of input

and output dimensions to show the versatility and �exibility of our method. We use sev-
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eral synthetic problems: ZDT-1, ZDT-2, ZDT-3 (Zitzler, Deb, and Thiele, 2000), DTLZ-1,

DTLZ-3, DTLZ-5 (Deb, Thiele, et al., 2005) and three real wold problems: the gear train

design problem (Deb and Srinivasan, 2006; Konakovic Lukovic, Tian, and Matusik, 2020),

SWLLVM (Siegmund et al., 2012) and Unmanned aerial vehicle power system design (Be-

lakaria, Jackson, et al., 2020). More details and descriptions of problem settings are included

in the Appendix. In the ablation studies, we provide additional experiments with synthetic

benchmarks where we vary the input and output dimensions.

Baselines. We compare our PDBO method to state-of-the-art batch MOO methods:

DGEMO, qEHVI, qPAREGO, and USEMO-EI. We also include NSGA-II as the evolutionary

algorithm baseline and random input selection. We set the hyperparameters of PDBO to
 =

0.7 and� = 4 as recommended by (M. Ho�man, Brochu, De Freitas, et al., 2011; Vasconcelos,

D. A. d. Souza, et al., 2019). We de�ne the AF portfolio asP = f EI; TS; UCB; ID g.

Experimental Setup. All experiments are initialized with �ve random inputs/evaluations

and run for at least 250 function evaluations. We conduct experiments with four di�erent

batch sizesB 2 f 2; 4; 8; 16g and adjust the number of iterations accordingly. For instance,

when using a batch size of two, we run the algorithm for 125 iterations. Each experiment

is repeated 25 times, and we report the average and standard deviation of the hypervolume

indicator and the DPF metric. To solve the constrained optimization problem in the DPP

algorithm, we utilize an implementation of the SQP method (Lalee, Jorge Nocedal, and

Plantenga, 1998; Nocedal and Wright, 2006) from the Python SciPy library (Virtanen et al.,

2020). For baselines, we use the codes and hyperparameters provided in the open source

repositories of DGEMO1 and Botorch 2. In the appendix, we provide the details for the

NSGA-II baseline and cheap MO solver, as well as more details about the setup for �tting

the hyperparameters of GP models.

1https://github.com/yunshengtian/DGEMO
2https://github.com/pytorch/botorch
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Figure 4.2 demonstrates that PDBO outperforms other baselines with respect to the

Pareto-front diversity metric. Additionally, Figure 4.3 demonstrates that PDBO outperforms

all baseline methods in most experiments with respect to the Hypervolume indicator and

provides a competitive performance on the others.

In the Appendix, we present a comprehensive set of additional results and analyses. This

includes the evaluation of hypervolume and DPF on various benchmarks. We also introduce

results using other metrics, notably the Inverted Generational Distance (IGD) and a modi�ed

version of DPF, accompanied by a relevant discussion. Additionally, we compare the run-

time of all baseline methods. For visual insight into the diversity of solutions, we include

scatter plots representing the Pareto front for problems with two objectives. Lastly, we

provide statistics on the selection of AF.

PDBO Advantages. PDBO is fast and e�ective in producing high-quality and diverse

Pareto fronts. While outperforming the baseline methods, it can also be used with any

number of input and output dimensions and is �exible enough to run with any batch size. The

two state-of-the-art methods are DGEMO and qEHVI. The DGEMO method fails to run for

experiments with more than three objective functions as the graph cut algorithm consistently

crashes (same observation was made by (Samuel Daulton, Balandat, and Bakshy, 2021)).

qEHVI fails to run with batch sizes higher than eight as the method becomes extremely

memory-consuming even with GPUs. We provide a more detailed discussion about these

limitations in the Appendix. Therefore, PDBO's ability to easily run with any input and

output dimensions as well as any batch size is an advantage for practitioners. PDBO is

capable of proactively creating a diverse Pareto front while improving or maintaining its

quality.

Given that PDBO incorporates two key contributions, namely adaptive acquisition func-

tion selection and multi-objective batch selection using DPPs, we examine the individual

contributions of each component to the overall performance by conducting ablation experi-
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ments.

Merits of Adaptive AF Selection. We demonstrate the superiority of the adaptive

AF selection method, as outlined in Section 4.3.1, compared to using a static AF from the

portfolio. To isolate the impact of this component from the batch selection process, we

conduct an ablation study using the USEMO baseline. With a batch size of one, we consider

USEMO with UCB, TS, ID, and EI as baselines. We then evaluate the e�cacy of our MAB

method by incorporating the adaptive AF selection approach into USEMO. Results shown

in the Appendix consistently demonstrate the superior performance of the MAB strategy

over using a static AF.

Merits of DPP-Based Batch Selection for MOO. Following a similar ablation

approach, we employ the USEMO-EI baseline to examine the impact of the DPP-based

batch selection. USEMO-EI selects the next input for evaluation from the cheap Pareto set

based on an uncertainty metric. To perform this ablation, we replace the input selection

mechanism utilized in USEMO with our proposed DPP selection strategy and compare

their performance. The ablation is conducted across di�erent batch sizesB 2 f 2; 4; 8; 16g.

The results presented in the Appendix reveal that the proposed DPP selection strategy,

referred to as DPP-EI, surpasses the USEMO selection strategy in terms of diversity while

simultaneously improving the quality of hypervolume.

4.6 Summary

We studied the Pareto front-Diverse Batch Multi-Objective BO (PDBO) method based on

the BO framework. It employs a full information multi-arm bandit algorithm with discounted

reward to adaptively select the most suitable acquisition function in each iteration. We

also proposed an appropriate reward based on the relative hypervolume contribution of

each acquisition function and a multi-objective DPP approach con�gured to select a batch

of Pareto-diverse inputs for evaluation. Experiments on multiple benchmarks demonstrate
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that PDBO outperforms prior methods in terms of both diversity and quality of Pareto-front

solutions.
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CHAPTER FIVE

Non-Myopic Multi-objective Bayesian Optimization

Many engineering design and scienti�c applications involve performing a sequence of exper-

iments under a small-resource budget to optimize multipleexpensive-to-evaluateobjective

functions. Consider the example of searching nanoporous materials optimized for hydrogen-

powered vehicles. In this real-world problem, we need to perform physical lab experiments

to make a candidate material and evaluate its volumetric and gravimetric hydrogen uptake

properties. Our goal is to approximate the optimal Pareto front of solutions under a given

small resource budgetfor experiments.

We consider the problem of �nite-horizon sequential experimental design (SED) to solve

multi-objective optimization (MOO) problems over expensive-to-evaluate objectives to �nd

high-quality Pareto solutions. We solve this problem within the framework of Bayesian

optimization (BO) (Shahriari et al., 2015), which has been shown to be sample-e�cient in

practice. The key idea behind BO is to train a surrogate model (e.g., a Gaussian process)

from past experimental data, and intelligently select the future experiments guided by an

acquisition function. Most of the prior acquisition functions for BO are myopic in nature (i.e.,

focused on the immediate advancement of the goal). There are a few non-myopic acquisition

functions for BO in the single-objective setting (S. Jiang, Chai, et al., 2020; Lam and K. E.

Willcox, 2016). These non-myopic strategies rely on formulating the optimal policy for SED

as a dynamic program using the recursive Bellman optimality principle, and then solving for

the optimal policy using methods with varying approximations (e.g., rollout strategies).

This work studies the design of non-myopic acquisition functions for MOO problems for

the �rst time. The Bellman optimality principle does not hold in most MOO problems

and requires the reward function of the underlying Markov decision process (MDP) to sat-

isfy some conditions (Roijers et al., 2013; Van Mo�aert and Nowé, 2014) 1) only scalar
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rewards; 2) monotonically increasing rewards with respect to better actions; and 3) addi-

tivity condition�for the optimality to hold. These conditions are challenging to satisfy in

MOO problems and require a careful design of the reward function. We address this chal-

lenge by using hypervolume improvement (HVI) as our scalarization approach to de�ne the

reward function. Unlike the hypervolume function, hypervolume improvement satis�es the

additivity condition. A key factor for these conditions to hold is to de�ne optimality as

Pareto optimality with respect to HVI rather than individual optimality for each objective

function. This reward function allows us to use a lower-bound on the Bellman equation to

approximately solve the �nite-horizon SED problem using a batch utility function for MOO

(e.g., qEHVI (Samuel Daulton, Balandat, and Bakshy, 2020)). Our approach generalizes to

other scalarization approaches that satisfy the above conditions.

We derive three non-myopic multi-objective (NMMO) acquisition functions (AFs) for

MOO with varying speed and accuracy trade-o�s: 1) theNMMO-Nested AF, based on exact

computation of the lower bound and computationally intractable even for small horizons,

2) the NMMO-Joint AF , a scalable lower bound on the nested AF, and 3) theBINOM

AF, a fast and approximate version of EHVI. Our experiments on real-world MOO prob-

lems demonstrate that the proposed non-myopic acquisition functions substantially improve

performance over the baseline BO methods for MOO.

5.1 Problem Setup

Our goal is to approximate the optimal Pareto front for a MOO problem within a maximum

experimental budgetT, which is typically small (i.e., �nite-horizon SED). This problem can

be formulated as:

max
X 2 P (X)

max
x 2 X

f 1(x) � � � f K (x); s.t. jX j = T; (5.1)

whereP(X) denotes the power set ofX and X = f x1 : : : xT g is the set of inputs selected
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for function evaluation. We solve this problem using a non-myopic decision policy, where, at

each iteration, the algorithm selects one input for evaluation while reasoning about candidate

experimental design plans within the budgetT.

Non-myopic decision policies for BO. We review important facts for optimal sequen-

tial decision-making (M. Osborne and Michael Alan Osborne, 2010). Consider collectingt

observationsD t , and let u denote a utility function de�ning a quality metric over the data

D t . The marginal gain in the utility of query x w.r.t. D t is expressed as

u(y jx; D t ) = u(D t [ (x; y)) � u(D t ): (5.2)

Consider the case whereT � t steps are remaining. The expected marginal gain for

T � t-steps is expressed through the Bellman recursion (S. Jiang, Chai, et al., 2020) as

UT � t (xjD t ) = Ey [u(y jx; D t )] + Ey

h
max

x 0
UT � t � 1(x0jD t [ (x; y))

i
: (5.3)

The optimal expected policy to select theT � t lookahead steps can be obtained by

sequentially maximizing Equation 5.3 at each step

x � = argmax
x 2 X

UT � t (xjD t ): (5.4)

Being a sequence ofT � t nested integrals, solving the optimization problem in equation

5.4 to optimality is intractable for even a small value ofT � t (Remi Lam, K. Willcox, and

Wolpert, 2016; S. Jiang, D. Jiang, et al., 2020).

Recent work made a connection between non-myopic input selection and batch input

selection (S. Jiang, Chai, et al., 2020). Assuming parallel evaluation, the expected marginal

utility of a new batch of evaluationsY = f y t ; � � � ; yT g given their associated batch of inputs

X = f x t ; � � � ; xT g is de�ned as:

U(X jD t ) = EY [u(Y jX; D t )] (5.5)
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Respectively, the maximum expected marginal utility of a batch of evaluations at input

locationsX 0 of sizejX 0j = T � t � 1 conditioned on the addition of an observation(x; y) to

the data is de�ned as

max
X 0:jX 0j= T � t � 1

Ey [U(X 0jD t [ (x; y))] : (5.6)

Comparing equations 5.3 and 5.5, the second term in equation 5.3 has an adaptive util-

ity with a nested maximization while equation 5.5 has a joint batch utility with an outer

maximization. This leads to a lower-bound connection between the two:

max
X 0:jX 0j= T � t � 1

Ey [U(X 0jD t [ (x; y))] � Ey [max
x 0

UT � t � 1(x0jD t [ (x; y))] : (5.7)

Consequently, we obtain a lower bound on the expected marginal gain de�ned by the

Bellman recursion in equation 5.3

� (xjD t ) � U T � t (xjD t ) (5.8)

with � (xjD t ) = Ey [u(y jx; D t )] + max
X 0:jX 0j= T � t � 1

Ey [U(X 0jD t [ (x; y))] : (5.9)

The lower bound on the Bellman equation (Equation 5.9) provides an e�cient alternative

for optimizing the sequential decision-making process in non-myopic single-objective BO (S.

Jiang, Chai, et al., 2020), where the utility functionu(D t ) is de�ned as the incumbent, and

the marginal utility u(yjx; D t ) as the incumbent improvement. However, applying the same

strategy in the multi-objective BO (MOBO) setting is non-trivial. The Bellman equation is

inherently single-dimensional with respect to the output of the utility function and, therefore,

presents challenges when faced with the multi-output nature of MOBO, where con�icting

objectives require simultaneous consideration. This necessitates an adapted formulation

capable of capturing the trade-o�s across multiple objectives and guiding the exploration
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and exploitation balance. The methodological challenges to address the extension of the

Bellman equation for MOBO and the proposed solutions are described in Section 5.3.

5.2 Related Work

Non-myopic single-objective BO. Non-myopic approaches in single-objective BO (S.

Jiang, Chai, et al., 2020; Lam and K. E. Willcox, 2016; González, M. Osborne, and Lawrence,

2016; Ginsbourger and Le Riche, 2009; M. Osborne and Michael Alan Osborne, 2010; Michael

A. Osborne, Garnett, and Roberts, 2009) represent an emerging direction aimed at overcom-

ing the limitations of myopic acquisition functions, which typically optimize for immediate

gains. These lookahead methods consider the future impact of current decisions (Jian Wu

and P. Frazier, 2019; E. H. Lee et al., 2021), thereby enhancing long-term optimization

outcomes when the experimental resource budget is small.

Non-myopic multi-objective BO. Despite advances in myopic strategies for MOBO, a

notable knowledge gap remains. There is no prior work on non-myopic acquisition functions

for MOBO problems with a �nite horizon. A recent approach proposed for settings with

decoupled function evaluation (Sam Daulton, Balandat, and Bakshy, 2023) considers a one-

step lookahead only and thus lacks strategic foresight.Our goal is to precisely �ll this critical

gap in the current state of knowledge.

5.3 Non-Myopic Multi-Objective BO

In this section, we provide details of our proposed approach for non-myopic MOBO. We �rst

discuss the challenge of maintaining the validity of the Bellman optimality principle and, by

consequence, the ability to use the Bellman equation and its lower bound to solve the SED

problem in the multi-objective setting. We then discuss design choices for the marginal utility

function that enables the e�ective use of the Bellman equation in our setting. We �nally

provide the details of the non-myopic acquisition functions we propose, their computational
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challenges, and practical algorithms.

5.3.1 Challenges of Non-Myopic MOBO

For the Bellman optimality principle to hold and for the optimal policy to be computable

by solving the Bellman equation, the reward function has to satisfy several criteria. In our

problem setting, we refer to the reward and the marginal gain in utility de�ned in equation

5.2 interchangeably. We state below some of the reward function requirements that are not

straightforward to satisfy when dealing with a multi-objective problem:

ˆ Scalarization: the reward has to be de�ned as a single scalar value and not a vector

of values (Boutilier, Dean, and Hanks, 1999; Roijers et al., 2013). In single-objective

optimization, the reward is de�ned as the improvement in the best-found function value

(Remi Lam, K. Willcox, and Wolpert, 2016; S. Jiang, Chai, et al., 2020). However,

in MOBO problems, every input evaluation leads to a vector of values representing a

trade-o� where some of the objectives may improve while others degrade.

ˆ Monotonicity: The reward has to be a monotonically increasing function with re-

spect to the quality of the actions (i.e., better actions lead to higher rewards). This

monotonic property ensures that the optimization trajectory is aligned with improving

performance (Roijers et al., 2013).

ˆ Additivity: the reward must satisfy the additivity condition, i.e, the total reward is a

sum of the rewards obtained at each step of the decision-making process (Boutilier,

Dean, and Hanks, 1999; Roijers et al., 2013; Van Mo�aert and Nowé, 2014). Additivity

is essential for the recursive decomposition of the sequential decision process.

It is important to note that the choice of the scalarization approach plays a key role in

preserving the monotonicity and additivity conditions. In MOBO problems, the challenge

lies in combining both the improvement and degradation incurred in several objectives into a
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single, quanti�able metric that accurately re�ects the quality of an input in terms of Pareto

dominance regardless of trade-o�s in individual objectives. In broader applications of the

Bellman equation (e.g., multi-objective reinforcement learning), linear scalarization is the

most common technique known to preserve the additivity of the reward, where each objec-

tive is multiplied by a predetermined nonnegative weight re�ecting its relative importance

(Barrett and Narayanan, 2008). Since linear scalarization computes a convex combination,

it has the known fundamental limitation that it cannot recover solutions laying outside the

convex regions of the Pareto front (Van Mo�aert and Nowé, 2014).

5.3.2 Our Proposed Non-Myopic MOBO Method

In this section, we provide the details of the design choices of our utility function that enable

the application of the Bellman equation in the MO setting. We then provide the details of

the di�erent acquisition functions we propose for non-myopic MOBO.

Utility for Multi-Objective Non-Myopic Setting

The hypervolume (HV) quality indicator provides a scalar measure of a particular Pareto

front Y. HV is the volume between a reference point and the Pareto front. This measure

has been of particular interest in MOBO problems because it is known to be strictly mono-

tonically increasing with regard to Pareto dominance. However, the HV measure does not

satisfy the additivity condition necessary for Bellman's optimality principle (Van Mo�aert,

Drugan, and Nowé, 2013). In this work, we propose to use thehypervolume improvement

(HVI) to scalarize our multiple single-objective rewards de�ned as theimprovement of each

of the functions. This approach quanti�es the quality of a new pointy by the volume of the

objective space that is newly encompassed by extending the Pareto front to include the new

point.
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HV I (y jY ) = HV (Y [ y) � HV (Y) (5.10)

HVI provides a suitable scalarization because it naturally satis�es all of the reward re-

quirements. First, it integrates the improvement of multiple objectives into a single scalar

value. Second, it preserves the monotonicity by re�ecting thePareto quality of a new input

(action) given the current Pareto front (state space representation).

Intuitively, HVI satis�es the additivity condition because the improvement in hypervol-

ume by successive input evaluations (actions) can be summed to give a total improvement

over the sequence of evaluations, thus adhering to the required recursive structure.

Lemma 5.3.1. We denoteHV I t the hypervolume improvement att with t 2 [1; T] and

HV I total be total hypervolume improvement collected at iterationT. The additivity condition

is satis�ed because the total hypervolume collected at iterationT can be decomposed as a

summation of the intermediate hypervolume improvements

HV I total =
t= TX

t=1

HV I t (5.11)

We provide a proof of lemma 5.3.1 in Appendix B.1. It is important to note that the

Bellman optimality principle holds with respect to HVI and Pareto optimality de�ned by

the HV measure, rather than with respect to each objective function separately. This de�-

nition of optimality aligns well with the goals of MOBO, where the focus is on maximizing

the objective space coverage e�ciently, and where de�ning optimality with respect to HV

and using HV as the primary evaluation metric is the most common approach (Belakaria,

Deshwal, and Doppa, 2019; Samuel Daulton, Balandat, and Bakshy, 2021). We make this

distinction to avoid confusion with the multi-objective RL setting, where theoretical opti-

mality guarantees with respect to each function independently might not hold when using

nonlinear scalarizations (Roijers et al., 2013).
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Proposed Acquisition Functions

Given our choice of reward as the HVI, we can de�ne our SED problem using the Bellman

equation. We formally de�ne the marginal gain in the utility of our multi-objective setting

as follows:

u(y jx; D t ) = HV I (y jY ): (5.12)

Similar to the single-objective case, computing the optimal policy by fully solving the

Bellman equation to optimality is intractable even for a moderately large horizonT � t

(S. Jiang, D. Jiang, et al., 2020). An e�ective approach to navigating this complexity is

to approximate the optimal policy by optimizing the lower-bound on the Bellman equation

(Equation 5.8). In what follows, we denote byX the full remaining horizon at iteration t

with jX j = T � t, x the next input to evaluate and the �rst input in the horizon X , and X 0

the lookahead horizon withjX 0j = T � t � 1 and X = f x; X 0g. The selection of the next input

to evaluate while accounting for the lookahead horizon (the remaining sequence of inputs

in the horizon) can be achieved by maximizing the acquisition function� (xjD t ) (Equation

5.9). By de�ning the marginal gain in utility as the HVI, we rewrite the acquisition function

as:

� (xjD t ) = EHV I (xjD t ) + max
X 0:jX 0j= T � t � 1

Ey [BEHV I (X 0jD t [ (x; y))] (5.13)

The �rst term on the r.h.s is the expected hypervolume improvement (EHVI) for the input

x given the observed dataD t . The second term is the maximum of the expectation over

the batch expected hypervolume improvement (BEHVI) computed at the batch of inputs

X 0 conditioned on the addition of the new observation(x; y) to the data. The expectation

is computed with respect to the possible values ofy sampled from the posterior of the

surrogate models at the inputx. We refer to this new acquisition function as thenested

non-myopic multi-object acquisition function. Since the �rst part corresponds to the EHVI

78



acquisition function (Emmerich and Klinkenberg, 2008), which corresponds to the one-step

myopic policy, input selection by optimizing this lower bound is always at least as tight as

optimizing the myopic policy. This approach, while approximate, leverages the strengths

of the EHVI and BEHVI acquisition functions (Emmerich and Klinkenberg, 2008; Samuel

Daulton, Balandat, and Bakshy, 2020) to e�ciently compute the immediate impact of the

selection of input x and to approximate the impact of the selection ofx on the lookahead

horizon X 0.

Algorithm 6 NMMO Algorithm

Require: Input space X; K black-box objective functions f 1(x); f 2(x); : : : ; f K (x);

maximum number of iterations T; selected non-myopic method 2

f NMMO-Joint; NMMO-Nested; BINOMg

1: Initialize GP models GP1; GP2; : : : ;GPK by evaluating at N0 initial points

2: for each iteration t = 1 to T do

3: if method == NMMO-Nestedthen

4: Selectx t  arg max
x 2 X

� (x j D t ), where� is computed from Equation 5.13

5: else if method == NMMO-Jointthen

6: Selectx t ; X 0  arg max
x 2 X

� (x; X 0
t j D t ), where� is computed from Equation 5.14

7: else if method == BINOMthen

8: SelectX  arg max
x 2 X

� (X j D t ), where� is computed from Equation 5.16

9: Selectx t  arg max
x 2 X

EHVI (x j D t )

10: end if

11: Evaluate x t : y t  
�
f 1(x t ); : : : ; f K (x t )

�

12: Aggregate data:D t+1  D t [ f (x t ; y t )g

13: Update modelsGP1; GP2; : : : ;GPK

14: end for

15: return Pareto front of f 1(x); : : : ; f K (x) based onDT
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Computational challenges. The expression of the acquisition function (Equation 5.13)

involves two computational challenges for which we propose solutions.

1. Nested Maximization:The second term in the nested non-myopic AF for MOO (Equa-

tion 5.13) is de�ned as a maximization problem. Thus, evaluating the acquisition function

for each candidate inputx requires solving an internal optimization problem to estimate

the batch representing the lookahead horizon. This leads to a computationally prohibitive

acquisition function optimization. To address this challenge, we propose two alternative

acquisition functions:

Alternative lower-bound computation : One approach to circumvent the nested max-

imization problem is to reformulate the acquisition function as a new lower-bound that jointly

optimizes over both the �rst input in the horizon x and the lookahead horizonX 0. We refer

to this approach as thejoint non-myopic MO acquisition function.

� (x; X 0jD t ) = Ey [u(y jx; D t )] + Ey [U(X 0jD t [ (x; y))] (5.14)

= EHV I (xjD t ) + Ey [BEHV I (X 0jD t [ (x; y))] (5.15)

Approximation via batch selection. Approximating the selection of all the inputs in

the horizon by a batch acquisition function has been previously used for non-myopic single-

objective BO (González, M. Osborne, and Lawrence, 2016; S. Jiang, Chai, et al., 2020).

Let X � , s.t jX � j = T � t be a set of inputs selected by maximizing a batch acquisition

function U(X jD t ). (S. Jiang, Chai, et al., 2020) showed that choosing any inputx � 2 X �

can be approximated by selecting inputs that maximize� (xjD t ) several times, with � as

the acquisition function in equation 5.9. With this approximation, we propose to follow

(S. Jiang, Chai, et al., 2020), and approximate the non-myopic acquisition function by a

fully joint batch acquisition function. We select the full horizon by maximizing the BEHVI.

We call this selection approach Batch-Informed NOnmyopic Multi-objective optimization

(BINOM):
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� (X jD t ) = U(X jD t ) = BEHV I (X jD t ): (5.16)

However, an important issue arises. The strategy does not di�erentiate the next input

for evaluation x � from the lookahead horizonX 0 in the way the acquisition functions in

equations 5.9 and 5.14 do. By analogy to (S. Jiang, Chai, et al., 2020), we select the next

input to evaluate as the input with the highest immediate EHVI among the inputs in the

selected batch.

2. Expectation computation via posterior sampling:The second term of the acquisition

function (Equation 5.9) requires an expectation computed over the BEHVI. This expectation

can be estimated by sampling several realizations ofy from the posterior of the surrogate

models. The accuracy of the expectation estimation depends on the number of samples used.

In practice, more samples lead to a slower and more computationally expensive acquisition

function, while fewer samples lead to inaccurate estimation and a higher variance. This

results in unstable optimization behavior with unreliable outcomes. To mitigate the former

issues, we propose to substitute the expectation by the use of a one-step lookahead GP

model (X. Lyu, Binois, and Ludkovski, 2021). In this approach, the mean function of the

GP remains unchanged, while the variance is updated based on the posterior conditioning

on the newly added input.

In summary, these computational strategies are crucial for enhancing the e�ciency and

stability of the acquisition functions in multi-objective optimization scenarios. With these

strategies, our decision-making process for �nite-horizon sequential experimental design using

MOBO becomes computationally tractable and more robust.

Alternative scalarization approaches The proof of additivity in Lemma 1 relies on

the fact that HVI is an improvement-based scalarization. Therefore, this lemma theoretically

holds for any improvement-based scalarization. Notably, information gain (IG) based scalar-

izations, de�ned as the decrease in the entropy of the Pareto front/set, can indeed satisfy
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the additivity condition. IG can be computed with respect to the input space (leading to an

instantiation of our method with PESMO (D. Hernández-Lobato et al., 2016)), the output

space (leading to an instantiation of our method with MESMO (Belakaria, Deshwal, and

Doppa, 2019; Belakaria, Deshwal, and Doppa, 2021)), or both (leading to an instantiation of

our method with JESMO (Tu et al., 2022)). However, it is important to point out that the

IG monotonicity with respect to better actions might not always hold. Typically, an input is

considered a better choice/action, if it dominates existing points in the Pareto front and thus

enhances the quality of the Pareto front. However, an input can have a high information

gain even if it is not Pareto dominating other inputs, but it provides high information about

a new region in the search space. This con�icting issue does not occur with HVI, since HVI

is always monotonically increasing with respect to Pareto dominance.

Nevertheless, we provide an ablation study comparing varaints of our acquisition func-

tions with EHVI, MESMO, and JESMO based scalarization (Appendix Section B.2).

5.4 Experiments and Results

This section describes our experimental evaluation comparing the proposed non-myopic

methods with baselines on several real-world and synthetic MOO problems.

Benchmark MOO problems: We provide a brief description of our real-world MOO

benchmarks, including the number of input dimensions (d) and the number of objectives

(K ).

Metal-organic Framework Design (d = 7, K = 2) (Kitagawa et al., 2014; P. G. Boyd

et al., 2019): Nanoporous materials (NPMs) (Lu and X. S. Zhao, 2004) represent a class

of structures characterized by their microscopic pores at the nanoscale level. Metal-organic

frameworks (MOFs) are a class of NPMs, instrumental in several sustainable applications

due to their selective gas absorption capabilities. The goal of this problem is to identify the

Pareto front of MOFs from � 100K candidates that optimize gravimetric and volumetric
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hydrogen uptake for hydrogen-powered vehicles.

Reinforced Concrete Beam Design (d = 3, K = 2) (Amir and Hasegawa, 1989): The goal

is to optimize the cost of concrete and reinforcing steel used in the construction of a beam.

Its input features are the area of reinforcement, the beam's width, and its depth. This setup

enabled us to explore a mixed input space to �nd cost-e�ective yet robust designs.

Four-Bar Truss Design (d = 4, K = 2) (Cheng and X. Li, 1999): The goal is to minimize

the structural volume and joint displacement of a four-bar truss to reduce the weight of the

structure and the displacement of a speci�c node. The features are the areas of the four-

member cross-sections.

Gear Train Design (d = 4, K = 3) (Deb and Srinivasan, 2006; Tanabe and Ishibuchi,

2020): The goal is to design a compound four-gear train to achieve a speci�c target gear

ratio between the driver and driven shafts. The objectives are to minimize the error between

the obtained gear ratio and the desired gear ratio and to minimize the maximum size of the

four gears to optimize the compactness of the design.

Welded Beam Design (d = 4, K = 3) (Coello and Montes, 2002; Rao, 2019): The goal

is to minimize the cost of fabrication and the end de�ection of a welded beam by precisely

adjusting four of its side lengths. To focus more directly on the relationship between the

beam's dimensions and the optimization objectives, we adopted a non-constrained version

of this problem as in prior work (Tanabe and Ishibuchi, 2020; Konakovic Lukovic, Tian, and

Matusik, 2020).

Disc Break Design (d = 4, K = 3) (T. Ray and Liew, 2002; Tanabe and Ishibuchi, 2020):

The goals are to minimize the mass of the brake and the stopping time. The variables are the

inner and outer radius of the discs, the engaging force, and the number of friction surfaces.

We also include the ZDT-3 (d = 9, K = 2) (Zitzler, Deb, and Thiele, 2000) problem as

a synthetic MOO benchmark. We provide additional results in the Appendix (Section B.2)

and an overview of all our MOO benchmarks(Appendix Table B.1).

Baselines: We proposed three non-myopic acquisition functions (NMMO-Joint, NMMO-
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