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Abstract

System on Chip (SoC) design in the forthcoming 

billion-transistor era will involve the integration of 

numerous heterogeneous semiconductor intellectual 

property (IP) blocks. The success of this approach 

depends on the seamless integration of cores like 

processors, memories, UARTs, etc.    Some of the main 

problems in future SoC designs arise from non scalable 

global wire delays, failure to achieve  global 

synchronization, errors due to signal integrity issues and 

difficulties associated with non scalable bus-based 

functional interconnects. These problems can be 

addressed by using a network-centric approach to design 

SoCs, where instead of global wiring, IP blocks are 

integrated using a switch-based on-chip interconnection 

network. One of the major concerns with interconnection 

networks is throughput degradation due to idle physical 

channels. By introducing the concept of virtual channels 

in an on-chip interconnection network, the overall 

throughput of the SoC can be improved. To achieve this 

throughput improvement, extra silicon area is required 

but  the overall area consumed by the switches can be 

made to amount to a  very small portion of a billion-

transistor SoC. 

Keywords- Interconnect Architecture, SoC, 

Wormhole Routing, Virtual Channels.

1. Introduction and Motivation 

According to the ITRS 2001 document [1], the 

realization of complex Systems on a Chip (SoCs) 

consisting of billions of transistors fabricated in 

technologies characterized by 65 nm feature size and less 

will soon be reality.  Such SoCs implies the integration of 

numerous Semiconductor Intellectual Property (SIP) 

blocks performing different functions and operating at 

different clock frequencies. The integration of several 

heterogeneous components into a single system gives rise 

to new challenges.  

 Major problems associated with future SoC 

designs arise from non-scalable global wire delays, 

failure to achieve global synchronization, errors due to 

signal integrity issues and difficulties associated with 

non-scalable bus-based functional interconnects [2]. 

 To overcome the above-mentioned problems, 

we propose the use of a network-centric approach to 

integrate IPs in complex SoCs. This new model allows 

decoupling the processing nodes i.e., the IPs, from the 

communication fabric. The need for global 

synchronization can thereby be eliminated. In our model, 

a group of IPs is connected to a neighboring switch and 

global signals, spanning significant portions of a die in 

current architectures, now only have to span the distance 

between switches. In our network-centric approach, the 

communication between IPs can take place in the form of 

packets. To overcome noise-induced errors due to 

unreliable physical channels, packet-based error control 

mechanisms can be adopted. We suggest that our on-chip 

network resemble the interconnect architecture of high-

performance parallel computing systems in which the IP 

blocks correspond to processing nodes communicating 

with one another using the on-chip network. 

In an SoC environment, we need switches 

consuming very small silicon area compared to the IP 

blocks. In wormhole switching [3], the packets are 

divided into fixed length flow control units (flits) and the 

input and output buffers of the switch should be able to 

store a few flits only.  As a result, the buffer space 

requirement in the switches can be small. We propose and 

adopt a wormhole switching technique for an SoC 

environment. An SoC’s performance will depend on the 
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network’s throughput. The latter depends on the flow 

control mechanism. Flow control deals with the allocation 

of channel and buffer resources to packets as they 

traverse paths. There are mainly two types of resources 

for an interconnect network: buffers and channels. In 

switch-based interconnect architectures, buffers are 

associated with physical channels and messages are 

buffered at the input and output of each physical channel. 

Buffers are commonly operated as FIFO queues. 

Therefore, once a message occupies a buffer for a 

particular channel, no other message can access the 

physical channel even if the message is blocked. This 

problem of idle physical channels due to the blockage of 

messages at the buffers is a unique problem associated 

with an interconnection network using wormhole-

switching technique. This results in a decrease of an 

SoC’s overall throughput. 

To solve the throughput degradation problem, 

we propose the use of virtual channels in the SoC 

environment. The latter concept implies that a physical 

channel is divided into several virtual channels 

multiplexed over a single physical channel. In this way, 

buffers are basically divided into parallel lanes and flits of 

different packets may occupy different parallel lanes 

corresponding to a single physical channel. As a result, if 

flits from a particular packet become blocked into a lane, 

then flits from other packets can use other lane buffers as 

well as, ultimately, the physical channel. 

We propose a generic interconnect infrastructure 

where the IPs are connected according to the butterfly fat 

tree architecture [4], where the IP blocks are placed in the 

leaves and switches are placed at the vertices. In this 

paper we address the throughput degradation problem by 

incorporating the concept of virtual channels in the 

switches of the network. 

The remainder of this paper is organized as 

follows. In Sec. 2, an overview of the related work is 

given. Sec. 3 details the proposed interconnect 

architecture. In Sec. 4, the switching methodologies are 

described. The routing algorithm is detailed in Sec.  5. 

The switch design is discussed in Sec. 6.  Sec. 7 shows 

the adopted packet structure and Sec. 8 gives simulation 

and implementation results. Finally, Sec. 9 draws some 

conclusions and points to the future direction of this 

work.

2. Related Work 

A few on-chip micro network proposals for SoC 

integration can be found in the literature. Sonic’s Silicon 

BackPlane [5] is one example. This is a bus-based 

architecture in which the IP blocks are connected to the 

bus through specialized interfaces called agents. Each 

core communicates with an agent using the Open Core 

Protocol (OCP). Agents communicate with each other 

using TDMA (Time Division-Multiplexed Access) bus 

access schemes. These agents effectively decouple the IP 

cores from the communication network. The basic data 

transfer mechanism between IP blocks is still based on 

arbitration and hence,  it is not readily scalable. 

MIPS Technologies has introduced an on-chip 

switch integrating IP blocks in a SoC [6]. The switch 

called SoC-it is intended to provide a high-performance 

link between a MIPS processor and multiple third party 

IP cores. It is a central switch connecting different 

peripherals, but only in point-to-point mode. 

Kumar [7] and Dally [8] have proposed mesh-

based interconnect architectures. These architectures 

consist of an m x n mesh of switches interconnecting 

computational resources (IPs) placed along with the 

switches.  Each switch is thereby connected to four 

neighboring switches and one IP block. In this case,  the 

number of switches is equal to the number of IPs.  

Saastamoinen [9] describes the design of a 

reusable switch to be used in future SoCs. The 

interconnect architecture is however not specifically 

discussed.   

None of the above-mentioned works addresses 

the achievable throughput issue in an SoC environment.

3. Interconnect Architecture 

We propose a novel interconnect template to 

integrate numerous IPs of an SoC following a butterfly 

fat-tree architecture as shown in Fig. 1. In our network, 

the IPs are placed at the leaves and switches placed at the 

vertices. Fig. 2 illustrates a butterfly fat tree with 64 IPs. 

A pair of coordinates, (l, p), labels each node where l

denotes a node’s level and p its position within that level. 

In general, at the lowest level, there are N IPs with 

addresses ranging from 0 to (N-1). The pair (0, N)

denotes the locations of IPs at that lowest level. Each 

switch, denoted by S (l, p) has four child ports and two 

parent ports. The IPs are connected to N/4 switches at the 

first level The number of levels depends on the total 

number of IPs i.e., for N IPs, the number of levels will be 

log4 N. In the tree’s jth level, there are N/2J+1 switches. 

The number of switches in the butterfly fat-tree 

architecture converges to a constant independent of the 

number of levels. If we consider a 4-ary tree as shown in 

Fig. 2, with four down links corresponding to child ports 

and two up links, corresponding to parent ports, then the 

total number of switches is N/2. In the case of 64 IPs, the 

number of switches is 32 as shown in Fig. 1.  

The total number of switches in the lowest level 

1 is N/4.   At each higher (parent) level, the number of 

required switches decreases by a factor of 2.  In this way, 

the total number, S, of switches is given by: 
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which illustrates S’s tendency to N/2 as N grows 

arbitrarily large. 

Fig. 1 Interconnection of 64 IP blocks using a 
butterfly fat-tree architecture. 

This switch-based architecture features different 

advantages. First, the wires between IP blocks and 

between switches are logically structured such that their 

lengths can be made largely predictable and largely 

consistent across the entire network. Secondly, a single 

channel shares traffic of multiple IP blocks resulting in 

reduced wire congestion. 

Fig. 2 Butterfly fat tree graph with N=64 IP 
blocks.

4.1 Switching Methodologies 

The switching techniques determine when and 

how internal switches connect their inputs to outputs and 

the time at which message components may be 

transferred along these paths. These techniques are 

coupled with flow control mechanism for forwarding 

messages through the network. Flow control is tightly 

coupled with buffer management algorithms [10] that 

determine how message buffers are requested and 

released, and therefore determine how messages should 

be handled when blocked in the network. 

Implementations of switching methodologies differ in 

how decisions are made in each of these processes and in 

their relative timing, i.e., when one operation can be 

initiated relative to the occurrence of another. 

As just mentioned, the implementation and relative 

timing of flow control operations distinguishes switching 

methodologies from one another. Flow control denotes 

the mechanism for transmitting and receiving information 

units. The unit of flow control refers to the smallest 

information unit that can be transferred between a sender 

and a receiver through the exchange of 

request/acknowledgement signals. The switching 

technique is mainly concerned with connecting inputs of 

the switch to the outputs and forwarding information 

along this path.  

There are different types of switching 

techniques, namely: Circuit Switching, Packet Switching, 
and Wormhole Switching [10].  These techniques can be 

mainly distinguished by their flow control methodologies. 

In circuit switching, a physical path from source to 

destination is reserved prior to the transmission of the 

data. This setting up of an end-to-end path causes 

unnecessary delay. In packet switching, data is divided 

into fixed-length blocks called packets, and instead of 

establishing a path before sending any data, whenever the 

source has a packet to be sent, it transmits the latter.  

Depending on the flow control mechanism, each packet is 

routed individually.  

 Packet switching is advantageous when 

messages are short and frequent. Unlike circuit switching, 

where a segment of the reserved path may be idle for a 

significant period of time, in packet switching, a 

communication link is fully utilized when there are data 

to be transmitted. Packet switching is based on the 

assumption that a packet must be received in its entirety 

before any further routing decision can be made to 

forward the packet towards its destination. The need for 

storing entire packets in a switch in case of conventional 

packet switching makes the buffer requirement high in 

these cases.  

In an SoC environment, the requirement is that 

switches cannot consume a large fraction of silicon area 

compared to the IP blocks. In wormhole switching, the 

packets are divided into fixed length flow control units 

(flits) and the input and output buffers should be able to 

store only a few flits. As a result, the buffer space 

requirement in the switches can be small compared to that 

generally required for packet switching. Thus, using a 

wormhole-switching technique, the switches will be small 

and compact. The first flit, i.e., header flit, of a packet 

contains routing information. Header flit decoding 

enables the switches to establish the path and subsequent 

flits simply follow this path in a pipelined fashion. As a 
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result, each incoming data flit of a message packet is 

simply forwarded along the same output channel, as the 

preceding data flit and no packet reordering is required at 

destinations. If a certain flit faces a busy channel, 

subsequent flits also have to wait at their current 

locations. 

 One drawback of this simple wormhole 

switching method is that the transmission of distinct 

messages cannot be interleaved or multiplexed over a 

physical channel. Messages must cross the channel in 

their entirety before the channel can be used by another 

message. This will decrease channel utility if a flit from a 

given packet is blocked in a buffer. By introducing virtual 

channels in the input and output ports we can increase 

channel utility considerably. If a flit belonging to a 

particular packet is blocked in one of the virtual channels, 

then flits of alternate packets can use the other virtual 

channel buffers, and hence, ultimately, the physical 

channel.

4.2 Internal Switch Architecture  

The proposed interconnect is BI-DIrectional 

Multilevel INterconnect (BIDI-MIN) [11]. The switch 

should be designed accordingly to support this form of 

interconnect.  The switch has six ports, four children ports 

denoted by child0, child1, child2, and child3, respectively, 

and two parent ports, denoted by parent0 and parent1,
respectively. In the first level of switches, four IPs are 

connected to the children ports and parents are connected 

to two switches at the second level. The children ports of 

switches in level two are connected to four level one 

switches and the parent ports are connected to two level 

three switches. Switches are  bi-directional in that each 

port is associated with a pair of opposite unidirectional 

channels, one for input and the other for output. Such a 

switch supports three types of connections: forward,

backward and turnaround. The forward and backward 

connections support communications from children to 

parents and vice versa. The turnaround switching 

supports communication between children ports. Instead 

of providing two oppositely directed unidirectional 

channels in each port, one bi-directional channel could be 

used.  However, this would amount to longer propagation 

delays.  

Fig. 3 A bi-directional switch 

4.3 Switch Architecture Supporting Virtual 

Channels

The architecture of a switch supporting virtual 

channels is shown in Fig. 4. Here, the switch’s ports are 

referred to the parent and child ports, as mentioned above. 

The input and output buffers at each port consist of 

multiple parallel lane buffers. 

The functions of the switch components are as follows: 

(1) Crossbar: - This component is responsible for 

connecting switch-input buffers to output 

buffers.  

(2) Link Controllers: - This unit implements flow 

control across the physical channel between 

adjacent switches. The link controllers on either 

side of a channel, input link controller of one 

switch and output link controller of the other, 

coordinate to transfer flits. Link controllers are 

also responsible for decoding the destination 

virtual channel for a received flit and also 

multiplexing the contents of the virtual channels 

onto the physical channel. 

(3) Routing and Arbitration: - This logic 

implements the routing function. This 

implements the core switch function. It 

determines which of the incoming flits will get 

access of the switch resources and it also selects 

the output port for the incoming flits. 

(4) Buffers: - These are the FIFO buffers for storing 

messages. In case of wormhole routing, their 

size must be an integral multiple of the flit 

lengths. In an SoC environment, these FIFO 

buffers interface with IP blocks operating in 

different clocking domains. As a result, these 

FIFO buffers should have different read and 

write clocks.

Fig 4. Architecture of a switch with virtual 
channels.

5. Routing Algorithm

The routing methodology determines which 

output channel is taken by a message at intermediate 

switch nodes and thereby effectively establishes the path 

a packet follows while flowing through the network. 

In the proposed butterfly fat-tree architecture 

there exists more than one shortest path between any pair 
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of IPs. A message can follow either of the two up links 

from a switch. If the destination is not in the subtree 

rooted at the switch, the flit must reach the switch 

corresponding to the least common ancestor of the source 

and destination, and from there, comes down following a 

unique path to reach its destination.  

S0: Type determination; S1: Routing; S2: Output VC allocation; 

S3: switch allocation; S4: Physical Channel allocation; S5: 

Switch traversal. 

Fig. 5 State diagram of switch operation. 

The flow diagram of Fig. 5 describes the routing 

of a flit through a switch. Each switch input port has a 

separate queue buffer corresponding to the virtual 

channels. When a flit arrives at an input port, then the 

input link controller first decodes its type field to decide 

whether it’s a header flit or a body flit. If it’s a header flit, 

then its virtual channel identifier (VCID) field is decoded 

and the flit is stored in the corresponding virtual channel 

buffer. The source and destination addresses associated 

with the header flit are sent to the routing logic block.

The routing logic block determines the output port to be 

taken by this flit. The output link controller checks the 

status of the output virtual channels and dumps the 

incoming flit to an available virtual channel. It changes 

the VCID field of the incoming flit and overwrites this 

field with the VCID of the output virtual channel taken by 

the flit. The output link controller has to keep track of this 

VCID change. When the subsequent body flits arrive, 

they are queued into the buffer of the input virtual 

channel and subsequently inherit the particular output 

virtual channel reserved by the header.  Instead of 

reserving output ports for the entire duration of a packet, 

the switch allocates output ports on flit-by-flit basis.

6. Switch Design

In a switch having virtual channels there are two 

stages of arbitration. Each physical input port has more 

than one virtual channel. Flits may simultaneously arrive 

at more than one virtual channel. As a result, an 

arbitration mechanism is therefore necessary to allow 

only one virtual channel to access a single physical port. 

Similarly flits from more than one input port may 

simultaneously try to access a particular output port. 

Therefore, an output port arbitration mechanism is also 

necessary. The two required stages of arbitration are 

shown in Fig. 6. 

Fig. 6 Two stages of arbitration in a 
virtual channel switch. 

In Fig. 6, the arbiter receives multiple requests 

and grants the resource in contention to a particular 

requestor as shown in Fig. 7. The arbitration mechanism 

can be realized through a matrix arbiter circuit [12, 14]. 

The matrix arbiter stores priorities between n requestors 

in a binary n-by-n matrix. Each matrix element [i, j]

records the binary priority between each pair of inputs. 

Suppose requestor i has a higher priority than requestor j,
then the matrix element [i, j] will be set to 1, while the 

corresponding matrix element [j, i] will be 0. A requestor 

will be granted the resource if no other higher priority 

requestors are bidding for the same resource. Once a 

requestor succeeds in being granted a resource, its priority 

is updated and set to be the lowest among all requestors.  

Hence, when requestor i is granted a resource, it’s priority 

is set to be the lowest among all requestors by setting [i, 
*] to 0 and [*, i] to 1, i.e. resetting row i and setting 

column i.

The arbiter circuits at the inputs generate grant 

signals, which, in turn, control a multiplexer to select a 

specific virtual channel. Similarly, the arbiter and 

multiplexer combination at the output selects a specific 

input port to access a particular output port. The output 

link controller of a switch coordinates with the input link 

controller of the immediate upper or lower level switch to 

transfer flits.
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Fig. 7 Block diagram of a matrix arbiter. 

The FIFO buffers are also critical components of the 

switch. Their operating speed should be high enough to 

not become a bottleneck in a high-speed network. More 

specifically, the switches at level one need to be 

interfaced with the SoC’s constituent IP blocks. Hence, 

the switches should be able to receive and transmit data at 

the rated speed of the corresponding IPs. Furthermore, the 

FIFOs should be able to operate with different read and 

write clocks as the SoC’s constituents IPs are expected to 

generally operate at different frequencies. Conventional 

memory and counter-based FIFOs cannot achieve the 

required high speed and separate read and write clock 

requirements. The FIFO design proposed in [13] was 

adopted and modified to meet our requirements. Instead 

of using separate counters to implement read and write 

pointers, two tokens are circulated among the FIFO cells 

to implement read and write operations. A FIFO cell can 

be read from or written into only if it holds the 

corresponding token. Once a token is used while in a 

given cell, it is subsequently passed to the next cell. The 

speed of operation predicted by static timing analysis 

tools for our design of this new type of FIFO is in excess 

of 1 GHz. Consequently, we conjecture that the switches 

can receive and transmit data to and from IPs at speeds in 

the GHz range. 

7. Packet Structure 

The proposed packets consist of a header flit and 

one or more data flits. The header and data flit structures 

are as shown in Fig. 8. The first field denotes the flit type, 

namely header or data. The second field contains the virtual 

channel identifier (VCID). The third field denotes the address 

length, which is dependent on the number of SoC IP blocks. 

Fig. 8 a) Header flit; b) Data flit 

The fourth field contains packet length information, i.e., 

the number of flits in the corresponding packet. The next 

two fields give source and destination addresses.  The flit 

length is constant but the total number of flits in a packet 

will vary according to the contents of the packet length 

field.

 As an example, for an SoC comprised of up to 

1024 IP blocks, ten bits are required for encoding the 

binary addresses of the IPs and four bits suffice for 

denoting the address field length. If k denotes the packet 

length then number of flits in the packet will be 2k.

8. Results and Analysis 

We simulated the performance of a switch 

having a single buffer corresponding to each physical 

channel and having multiple parallel lane buffers, i.e., a 

switch with virtual channels corresponding to a single 

physical channel. From the simulation results shown in 

Fig. 9, the throughput of the switch increases appreciably 

if we increase the number of virtual channels to four. If 

the number of virtual channels is increased even more 

then the throughput doesn’t change significantly.   

Fig. 9.  Throughput vs. no. of virtual 
channels. 

         Hence, we designed one switch, which had 

four virtual channels corresponding to each physical 

channel, and another one, which had a single buffer 

corresponding to each physical channel. We developed 

VHDL models for each of these two types of switches 

and implemented them using a fully static, standard cell-

based, CMOS 0.18 µm technology. The switches have 

two main components, the storage buffers and logic to 

implement routing, flow control, etc. In Fig. 10, we 

illustrate the relative silicon area taken by the logic and 

buffers in both of these two types of switches. The area 

required by the logic block in the switch with four virtual 

channels is twice that of a single channel switch, while 
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the buffer area is four times, as it requires four times 

more buffering space.  

The virtual channel switch requires one 

additional arbiter than does the single channel switch and 

also requires link controllers at both the input and output. 

The logic block in a virtual channel switch amounts to 

around 1200 equivalent 2-input NAND gates, and the 

buffer space consumes around 12,000 equivalent 2-input 

NAND gates per port. The buffer space is due to the 

FIFOs, and the number of gates required to implement a 

6x7 FIFO buffer is 1500 equivalent 2-input NANDs. The 

length of each flit determines the size of the FIFO. In our 

example, this number is 42 bits, assuming 14 bits are used 

to denote packet length. Consequently, for an SoC 

consisting of tens of IP blocks, the area consumed by the 

switches would be insignificant compared to the total 

chip area assuming a total transistor count of one billion. 

On the other hand, switches with four virtual channels 

provide an appreciable throughput improvement, which is 

generally necessary for the overall performance of a high-

speed SoC.

Fig.10 Silicon area consumed by the 
switches. 

9. Conclusions and Future Work 

We conjecture the future need and practicality of 

a paradigm shift in SoC design methodology from a 

conventional one to a network-centric approach. In such 

network-centric approach, the IP blocks are to be 

connected through an interconnect network. In the 

proposed Network on Chip (NoC) scenario, throughput 

degradation due to idle channels is a serious problem 

affecting overall SoC performance. To relieve this 

problem, here we proposed the use of switches supporting 

virtual channels to integrate IP blocks. We elaborated on 

the design of such switches, characterized by the ability 

to support four virtual channels corresponding to each 

physical channel. Though the silicon area consumed by 

such a switch is considerably higher than that of a switch 

having a single buffer corresponding to each physical 

channel, our switches provide appreciable throughput 

improvement. In the forthcoming billion-transistor era, 

the silicon area taken by such switches would be small 

compared to the area taken by the IP blocks. 

In a subsequent phase of this work, we are interfacing our 

proposed switches to IP blocks, and the silicon 

implementation of a complete NoC with multiple IP 

blocks integrated with virtual channel switches is 

underway.
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